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ABSTRACT
Recently, an approach using the discrete event paradigm for the simulation of continuous
systems has been developed. This approach is based on the use of piecewise-linear approximations for the representation of continuous, time-varying quantities. The focus of this paper is to
show how this new technique can be implemented on a multiprocessor. Our hypothesis is that
the Time Warp algorithm is the natural protocol for parallel simulation using continuous,
piecewise-linear signals.
We have implemented a prototype simulator and measured its performance on a multiprocessor using several benchmarks. On the basis of these benchmarks we show that the best performance is achieved when using a scheduling algorithm that gives priority to messages with
lower timestamps and when the lazy-cancellation variant of Time Warp is used. In this case, the
performance of our prototype simulator compares quite favourably with the estimates of
optimum performance based on a critical path analysis of the sequential simulation. In fact, our
results indicate that in certain cases the performance of the Time Warp algorithm using lazy cancellation can exceed the conservative optimum estimate obtained from the critical path analysis.
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1. INTRODUCTION*
Discrete event simulation is a commonly used technique for simulating systems that can be
modelled by state variables whose values change instantaneously at discrete points in time. E.g.,
in logic simulation, the circuit is simulated by assuming node voltages only take on values from
a finite set (say, 0 and 1) and transitions between values are instantaneous, and in switch-level
simulation, transistors are simulated as switches that can be either open or closed.
Recently, progress has been made in the parallel implementation of both logic simulators
and switch-level simulators. In logic simulation, signals have the values 0 or 1. Very simple
timing models are used for components (e.g., unit delay). In the area of parallel logic simulation,
Chamberlain and Franklin have examined the use of a global clock algorithm on hypercube
architectures[1]. Su and Seitz have examined the use of several variants of the Chandy-Misra
distributed simulation algorithm for logic simulation on a hypercube multicomputer[2]. Soule
et. al. have compared traditional compiled mode logic simulation, centralized time-driven logic
simulation, and the Chandy-Misra algorithm for distributed simulation on a shared-memory multiprocessor[3, 4].
Switch level simulators idealize the transistor as a switch that is either open or closed.
Switch level simulators typically provide more accurate timing information than logic simulators, but do not accurately model the non-ideal analog behaviour of the transistors. Bailey and
Snyder have studied the parallelism inherent in switch level simulation and compare it with

* This work was supported in part by the Information Technology Research Centre
(ITRC) of the Province of Ontario (Canada) and by the Natural Sciences and Engineering Research Council (NSERC) of Canada under grants OP36635 and EQ43585.
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unit-delay simulation[5, 6]. Briner et. al. have studied the effects of load balancing and data
partitioning the performance of parallel switch-level simulation[7].
More accurate logic simulation as well as mixed analog/digital simulation requires the ability to represent continuously changing, real-valued voltages. In [8-11], Ruan et. al. present an
approach to gate-level timing simulation using the discrete event paradigm which is based on
piecewise-linear representations of continuous signals. The goal of this paper is to show how the
technique of Ruan et. al. can be implemented on a multiprocessor.
Parallel or distributed discrete event simulation involves the use of a multiprocessor to perform a discrete event simulation. The basic idea is to exploit the parallelism inherent in the system being simulated. This is accomplished by partitioning the system and simulating each element of the partition on a different processor. The fundamental problem in parallel simulation is
that of synchronization. A commonly used synchronization protocol is the Time Warp algorithm[12, 13]. Our hypothesis is that the Time Warp algorithm is the natural protocol for parallel
simulation using continuous, piecewise-linear signals.
The remainder of the paper is organized as follows: Section 2 describes a method for
representing continuous, piecewise-linear signals in discrete event simulation. Section 3
describes an approach to gate-level timing simulation using the piecewise-linear representation
scheme. In Section 4 we review the Time Warp algorithm for parallel simulation and argue that
it is the natural paradigm for simulations using the piecewise-linear signal representation
scheme. Section 5 describes the implementation of a prototype simulator and the benchmarks
used to evaluate its performance. In Section 6 we review some of the issues in the implementation of parallel simulation — process scheduling algorithms and cancellation strategies. Performance bounds computed using critical path analysis are presented in Section 7. Section 8
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presents the empirically obtained performance data for the benchmark circuits. Finally, we summarize our results in Section 9.

2. REPRESENTATION OF CONTINUOUS SIGNALS IN DISCRETE EVENT
SIMULATION
In discrete event simulation an event, e, is typically viewed as a pair, e=(t,x), where t
represents the time of occurrence of the event, and x denotes the state transition that occurs at
time t. In conventional logic simulation, x is typically a pair, x=(n,v), where n specifies a node
in the circuit and v represents the change in the logic level of that node. Typically, v∈ {0,1}.
Let S(n) represent the time-ordered sequence of events occurring at a particular circuit
node n. Thus, S(n)={e0,e1,e2, . . . ,ei ,ei+1, . . . }, where ei =(ti ,(n,vi )), i.e., the sequence only contains events that occur at node n; and ti+1>ti , i.e., the sequence is time-ordered. The sequence
S(n) is said to model the voltage, Vn (t), on circuit node n as a function of time. Conversely,
Vn (t) is the signal that the sequence of events S(n) models. The signal is given by Vn (t)=vi ,
such that ti ≤t<ti+1. Clearly, Vn (t) is a discontinuous, binary-valued function.
In order to represent continuous, real-valued signals in discrete event simulation, we use
events of the form e=(t,x), where x=(n,v,v´). The value v represents the node voltage, i.e., v∈ R.
The value v´ represents the time-derivative of the node voltage. Given the sequence of events,
S(n), occurring at node n, it is possible to define the signal Vn (t) by Vn (t)=vi +v´i (t−ti ), where
ti ≤t<ti+1.
Note that by this definition, even though Vn (t) is a real-valued signal, it is not necessarily a
continuous signal. In order to ensure continuity, the following additional constraints must be
imposed on the event sequence S(n). Namely, vi +v´i (ti+1−ti )=vi+1, for all values of i. When the
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continuity constraint is met, Vn (t) is a piecewise-linear, real-valued, and continuous function.
Thus, by using the appropriate selection of events, it is possible to use discrete event simulation
to model continuous, real-valued functions by using piecewise-linear approximations.

3. GATE-LEVEL SIMULATION USING PIECEWISE-LINEAR SIGNALS
In this section we describe an approach to discrete-event gate-level simulation using
piecewise-linear signals as described above. This approach is based on that used in the WATGATE gate-level timing simulator[8-11]. In this approach, both digital and analog circuit components are cast in a common modelling framework. Figure 1 is a block diagram of the basic
component model. Each model consists of three parts — a memoryless function block, an ideal
delay block, and an amplifier block. Each of these blocks is described below.
Shown below each block in Figure 1 are a number of parameters. These ‘‘ideal’’ parameters are derived from underlying technology-dependent parameters that characterize the technology used to implement the circuit. For clarity of exposition, the relationship to the technologydependent parameters has been omitted. For more details, see [14] and [8].

3.1. Function Blocks
The purpose of the function block is to model a memoryless analog or digital function, f .
In general, the function block has an arbitrary (but fixed) number of inputs and computes one
output signal. The function is said to be memoryless because at every point in time, t, the output
of the function block, Vout (t), is only a function of the inputs signals Vi at time t. I.e.,
Vout (t)=f (V1(t),V2(t), . . . ). The basic set of function blocks available are listed below:1

1. In addition to the basic function blocks, we have implemented other function

Copyright (c) 1991 by Ablex Publishing Corporation

7
and:

Vout (t)=minVi (t),
i

where V1(t),V2(t),V3(t) . . . represent the inputs of the function block.
or:

Vout (t)=maxVi (t).
i

Vout (t)=Voffset −V1(t),

not:

where V1(t) is the single input of the function block.
adder:

Vout (t)=ΣVi (t).
i

subtractor:

Vout (t)=V2(t)−V1(t),
where V1(t) and V2(t) are the two inputs of the function block.

comparator:

Vout (t)=V2(t)−V1(t)+Voffset ,
where V1(t) and V2(t) are the two inputs of the function block.

Note that all of the functions have the characteristic that given piecewise-linear input signals, the output is also piecewise-linear. Furthermore, all the functions have the characteristic
that given continuous input signals, the output is also continuous.

3.2. Delay Block
The purpose of the delay block is to model the finite, non-zero delay of circuit components.
In the simplest case, the output of the delay block, Vdelay (t), is simply a delayed version of its
input signal, Vin (t). In the more general case, rising signals (i.e., events with positive slope,

blocks that model more complex circuit components such as oscillators (clocks),
digital-to-analog converters, voltage dividers, and transmission gates.
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v´≥0) may be delayed by an amount different from falling signals (i.e., events with negative
slope, v´<0), e.g., inertial delay lines.
In general, the delay block is characterized by two parameters, ∆r and ∆ f , representing the
delay for rising and falling signals (respectively). Consequently, there are three cases to consider:
∆r =∆ f :

In this case, Vdelay (t)=Vin (t−∆), where ∆=∆r =∆ f .

∆r <∆ f :

In this case, the delay for rising signals is smaller than the delay for falling signals. Here, Vdelay (t)= max Vin (t−∆).
∆r ≤∆≤∆ f

∆r >∆ f :

In this case, the delay for rising signals is larger than the delay for falling signals.
Here, Vdelay (t)= min Vin (t−∆).
∆ f ≤∆≤∆r

Note that the preceding definition of the delay block is simply a generalization of the inertial delay models used in binary-valued, discontinuous logic simulation wherein the max and min
operators (above) are replaced by or and and (respectively)[15]. Note also that given a
piecewise-linear, continuous input function, the output of the delay block is also a piecewiselinear, continuous function.

3.3. Amplifier Block
The purpose of the amplifier block is to model finite gain, supply rail clipping, and slewrate limiting.
First, the input signal is multiplied by the gain, A, of the amplifier. This is easily accomplished by replacing input events of the form e=(t,(n,v,v´)), with events of the form
e=(t,(n,Av,Av´)).
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The second function of the amplifier block is to model power supply rail clipping. I.e., the
output of the block is constrained to be between some minimum output voltage Vmin, and some
maximum output voltage Vmax. Given an input signal, Vin (t), the clipped voltage is given by


Vmin,

Vin (t)≤Vmin,



Vclip (t)= Vin (t), Vmin<Vin (t)<Vmax,


Vmax, Vin (t)≥Vmax.

The third function of the amplifier block is to model the limited slew rate (i.e., voltage time
derivative) of the circuit component. The maximum slew rate of a component is a function of
the nominal output capacitance of the component, the input capacitance of the devices driven by
this component and the capacitance of the interconnect. Slew rate limiting is characterized by
two parameters, δr and δ f , which are the maximum time derivatives for rising and falling signals
(respectively). I.e., in a slew-rate limited event sequence, the v´ (slope) component of each event
satisfies δ f ≤v´≤δr .
Slew rate limiting would appear to only affect the v´ component of signal events. However,
simple clipping of the v´ component of events results in signals that are not continuous. E.g.,
consider two consecutive events, ei =(ti ,(n,vi ,v´i )) and ei+1=(ti+1,(n,vi+1,v´i+1)). If v´i is positive
and exceeds δr , and if it is simply replaced by δr , then the signal is no longer continuous since
vi +δr (ti+1−ti )≠vi+1. A method for constructing a slew-rate limited signal is given in the following section.

3.3.1. Slew Rate Limiting
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Given a sequence of events, S(n)={e0,e1,e2, . . . } where ei =(ti ,(n,vi ,v´i )), the goal is to construct a new sequence of events, Ŝ(n)={f 0,f 1,f 2, . . . } where f j =(τ j ,(n,w j,w´ j )), such that Ŝ(n) is
piecewise-linear, continuous, and slew-rate limited, i.e., δ f ≤w´ j ≤δr . The following is a recursive
method for computing Ŝ(n).
First, the base case: Given e0=(t0,(n,v0,v´0)), compute f 0=(τ0,(n,w0,w´0)) as follows. Let
τ0=t0 and w0=v0. Then, if v´0≤δ f let w´0=δ f ; if v´0≥δr let w´0=δr ; otherwise, let w´0=v´0.
Next, the recursive step: Given e0,e1, . . . ,ei and f 0,f 1, . . . ,f j−1 such that ti−1≤τ j−1<ti , compute f j as follows. First, let τ j =ti and w j =w j−1+w´ j−1(τ j −τ j−1). To compute w´ j there are three
cases to consider:
w j =vi :

If v´i ≤δ f let w´ j =δ f ; if v´i ≥δr let w´ j =δr ; otherwise let w´ j =v´i .

w j <vi :

In this case the slew-rate limited signal is below the input signal. Let w´ j =δr .
Next, compute tx =ti +(vi −w j )/(w´ j −v´ j ). At time tx , the slew-rate limited signal
will meet the input signal. If the signals meet before the next input event, ei+1,
i.e., if tx <ti+1, then an extra output event, f j+1, is computed as follows. Let
τ j+1=tx and w j+1=w j +w´ j (τ j+1−τ j ). Finally, if v´i ≤δ f let w´ j+1=δ f ; if v´i ≥δr let
w´ j+1=δr ; otherwise let w´ j+1=v´i .

w j >vi :

In this case the slew-rate limited signal is above the input signal, Let w´ j =δ f .
Next, compute tx =ti +(vi −w j )/(w´ j −v´ j ). At time tx , the slew-rate limited signal
will meet the input signal. If the signals meet before the next input event, ei+1,
i.e., if tx <ti+1, then an extra output event, f j+1, is computed as follows. Let
τ j+1=tx and w j+1=w j +w´ j (τ j+1−τ j ). Finally, if v´i ≤δ f let w´ j+1=δ f ; if v´i ≥δr let
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w´ j+1=δr ; otherwise let w´ j+1=v´i .

4. PIECEWISE-LINEAR CONTINUOUS SIMULATION USING TIME WARP
The Time Warp mechanism is a commonly used protocol for distributed or parallel
simulation[12, 13, 16-19]. In parallel simulation, the system being simulated is represented by a
set of processes that interact through the exchange of timestamped messages that represent
events. These processes are usually called logical processes (LPs) to distinguish them from the
physical processes (PPs) that they model. Each LP has its own notion of simulation time (i.e.,
local virtual time or LVT). The fundamental problem in parallel simulation is that of synchronization. The key to performance is to decouple the LVTs of the LPs while still maintaining the
‘‘correctness’’ of the simulation.
In the Time Warp approach, it is assumed that messages arrive at LPs in the right order
(i.e., monotonically increasing timestamps). Thus, LPs process messages as soon as they are
received. In the event that a message arrives with a timestamp lower than an already processed
message, the LP must perform a rollback. A rollback involves restoring an earlier state of the LP
and cancelling any false messages that were created by the out-of-order execution (anachronism)[20]. Message cancellation is accomplished by sending antimessages. The main point of
this paper is that the Time Warp mechanism is the natural parallel simulation protocol for continuous simulation using piecewise-linear signals as defined above. We illustrate this point by
way of an example.
Consider a simple, two-input and gate. For simplicity, we will assume the gate has zero
delay (∆r =∆ f =0), signals are between 0 and 1, (Vmin=0 and Vmax=1), the amplifier has unity gain
(A=1), and we ignore the slew rate limiting (δr =−δ f =∞). Suppose the following two events are
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received by the gate: (0,(input1,1,−1)) and (0,(input2,0,+1)). I.e., at time 0, input1 of the gate is
at 1 and the slope is −1, and input2 is at 0 and the slope is +1. By definition, the output of the
gate is the minimum of its inputs. Thus, the output event should be (0,(output,0,+1)).
We can also predict future output events. E.g., at time 0.5, the two input signals will cross.
Thus, we can predict the event (0.5,(output,0.5,−0.5)). Furthermore, at time 1, the output signal
will be clipped. Thus, we can predict another event (1,(output,0,0)). However, these predictions
are ‘‘speculative’’ in that they are based on the assumption that the input signals don’t change.
Suppose that the next input event is (0.1,(input2,0.1,−1)). Then the previously computed output
events are erroneous. Since the Time Warp mechanism has the facility for cancelling erroneous
outputs (using antimessages) and restoring earlier states (via rollback), we claim that it is the
natural protocol for simulation using continuous, piecewise-linear signals.

5. PROTOTYPE SYSTEM
In order to test our hypothesis that Time Warp is the natural protocol for parallel simulation
using continuous, piecewise-linear signals, we have implemented a prototype system for gatelevel simulation using the models described above.2 In this section we describe the implementation and the benchmarks used to evaluate its performance.

2. The current implementation only supports the simplest ideal delay model in which
the rising and falling delays are equal. Also, the slew rate limiting calculation in the
current implementation is ad hoc and not exactly as described above. See [14] for more
details. These differences arose due to the desire to produce the same numerical results
as an early implementation of WATGATE[8].
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5.1. Simulation Hardware and Software
The prototype system was implemented using the Yaddes distributed discrete event simulation language[21-23]. An advantage of using Yaddes is that the simulation specification is
decoupled from the underlying synchronization protocol. Thus, the same specification can be
executed on a uniprocessor using the conventional, sequential (event-list-driven) simulation
algorithm and on a multiprocessor using the Time Warp algorithm. In addition, we compared
our simulation results with those computed using the WATGATE simulator[8] which is a
sequential simulation program (coded in Fortran) that uses the piecewise-linear signals representation scheme. This allowed us to verify the correctness of our implementation.
The simulations were performed on a Transputer multiprocessor with a total of eight processors. The connections between the processors form a cube. Speedup is measured with
respect to a single Transputer processor running a conventional sequential (event-list-driven)
discrete event simulation kernel.

5.2. Benchmarks
In this paper we present the results obtained from simulations of three benchmark logic circuits. The benchmark circuits are a synchronous counter and an analog-to-digital converter[8],
and an asynchronous counter[14]. Table I lists the number of LPs by type for each of the benchmark circuits. The circuits are described below.
Synchronous Counter: This is a 4-bit synchronous counter consisting of 38 logic gates.
Asynchronous Counter: This is a 4-bit asynchronous counter consisting of 25 logic gates.
Analog-to-digital Converter: This is an 8-bit analog-to-digital converter consisting of 91 logic
gates, 13 analog components, and a D/A converter. This circuit illustrates that the
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piecewise-linear signals approach easily supports the simulation of mixed analog and digital circuits.

6. ISSUES IN THE IMPLEMENTATION OF TIME WARP
In this section we describe some of the issues in the implementation of the Time Warp
algorithm that we have examined. The two main aspects examined are process scheduling algorithms and message cancellation strategies.

6.1. Process Scheduling Algorithms
In general, the number of LPs required for a simulation will not match the number of processors available to do the simulation. In particular, when simulating large systems it is likely
that the number of LPs will exceed the number of processors. Consequently, each processor is
responsible for the execution of more than one LP. In the event that more than one LP is ready
to execute, a scheduling algorithm is invoked to select the next LP for execution. A number of
different scheduling algorithms are described and evaluated in [19] and [20]. We have examined
three different scheduling algorithms as explained below. In all cases the algorithms we have
studied are non-preemptive. I.e., once an LP begins to process an input message combination,
the processing of that combination will proceed to completion before another LP will execute.
Furthermore, the arrival of an antimessage at an LP will not terminate the current processing
cycle of that LP.

6.1.1. Round-robin Scheduling
The round-robin scheduling algorithm (RR) is the simplest scheduling algorithm we have
implemented. In this scheduling algorithm, LPs that are ready to execute are allowed to process
input message combinations in round-robin fashion one at a time. (An input message
Copyright (c) 1991 by Ablex Publishing Corporation
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combination is simply a set of input events all of which have the same timestamp.)
An LP is ready to execute as long as it has input messages to process. When an LP runs
out of messages to process, it is blocked. When a blocked LP receives an input message, the LP
is placed at the end of the list of ready LPs.
This scheduling algorithm is easily implemented using a doubly-linked, circular list of process descriptors. Although this algorithm is easy to implement, it fails to take into account the
temporal interaction of events and LPs.

6.1.2. Minimum-Virtual-Time Scheduling
Each LP in the simulation has its own notion of simulation time. This is called the local
virtual time (LVT) of the LP. The LVTs of different LPs advance at different rates. In order to
ensure the progress of the simulation, it seems intuitive for the scheduler to give higher priority
to LPs with lower LVTs.
The minimum-virtual-time scheduling algorithm (MVT) always chooses the (ready) LP
with the smallest LVT. The chosen LP is allowed to process one input message combination. In
order to efficiently select the LP with the minimum LVT, the process descriptors of the LPs are
maintained in a binary heap data structure. In fact, since the number of processes per processor
is fixed in our simulations, the binary heap is stored in a linear array.
At any point during the simulation, the global virtual time (GVT) is the bound on simulation time beyond which no LP will roll back. The GVT (or a conservative estimate thereof) is
used in storage recovery. Since no LP will rollback to an earlier state, the memory used to store
states with timestamps less than the GVT can be recovered (fossil collection). The MVT algorithm attempts to advance the global virtual time (GVT) by advancing the minimum LVT on
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each processor. In doing so, it helps the fossil collection process to lessen the memory requirements of the simulation.

6.1.3. Minimum-Message-Timestamp Scheduling
The minimum-message-timestamp scheduling algorithm (MMT) gives higher priority to
LPs having input message combinations with lower message timestamps. This algorithm always
chooses the (ready) LP with input message combination having the smallest timestamp.
Scheduling by minimum message timestamp tends to reduce the number of rollbacks. This is
because the LPs having input messages with lower timestamps are less likely to have to rollback
their computation, since the simulation they perform is less ‘‘speculative’’ than LPs that have
messages much further ahead (in simulation time). As in the case of the MVT algorithm, this
algorithm is implemented by storing the process descriptors in the binary heap data structure
implemented as a linear array.
The MVT algorithm makes its scheduling decisions on the basis of the last message combination processed by each LP. The MMT algorithm makes its decision on the basis of the next
event combination to be processed by each LP. It should be noted that when Time Warp is run
on a single processor, the MMT algorithm processes events in exactly the same sequence as in a
sequential event-list-driven simulation and rollbacks do not occur. For this reason, MMT
scheduling is the default scheduling mechanism in most Time Warp implementations.

6.2. Message Cancellation Strategies
The fundamental synchronization mechanism in the Time Warp algorithm is the rollback.
During a rollback, erroneous computation is undone by returning an LP to an earlier state (in
simulation time). In addition, messages sent by the LP to other LPs must be cancelled. Mes-
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sages are cancelled by sending antimessages after them. The two approaches to cancellation are
described below.

6.2.1. Aggressive Cancellation
In aggressive cancellation, antimessages are sent immediately when the LP is rolled back.
This strategy tries to minimize the computation done based on erroneous messages.

6.2.2. Lazy Cancellation
In lazy cancellation, antimessages are not sent immediately when an LP rolls back.
Instead, such messages are retained in the LP. As the LP computes forward (in simulation time)
after the rollback, the newly computed output messages are compared with those sent before the
rollback. If the contents of a new message are identical to those of a previously sent message,
then the old antimessage and the new message are discarded. Of course, the antimessage associated with the new message must be retained in the output queue of the LP in the event that the
new message is rolled back later. This strategy tries to minimize the number of unnecessary
secondary rollbacks caused by the sending of antimessages.

7. PERFORMANCE BOUNDS

7.1. Ideal Detected Concurrency
The speedup of a parallel simulation is bounded by the concurrency of the simulation. By
viewing a trace obtained from a conventional sequential (event-list-driven) simulation as a
directed graph of sequential constraints, it is possible to compute a measure of the inherent concurrency of a simulation using critical path analysis techniques[24]. The measure we use is
detected concurrency. Detected concurrency is equal to the maximum speedup possible under
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certain ideal assumptions as defined below.
In order to compute the detected concurrency of the benchmark simulations, we have
instrumented our sequential (event-list-driven) simulation kernel to measure in each LP the realtime required for the processing of every input message combination (i.e., the time required for
each activation of an LP). In addition, we record the messages sent between LPs (i.e., the causal
relationships between LP activations). A directed graph is constructed in which the activations
represent the nodes and the arcs represent causal relationships. Each node is labelled with the
real-time delay associated with the corresponding activation. Each arc is labelled with the average real-time delay associated with the transmission of a message. From such a graph it is possible to deduce a lower bound on the execution time of the simulation.
The ideal detected concurrency is the maximum speedup possible under the assumptions
that the number of processors is equal to the number of LPs and assuming that message
transmission and processing requires zero delay. In addition, we assume that the state-saving
overhead associated with the Time Warp algorithm is also zero. The ideal detected concurrencies for the benchmark simulations are shown in Table II. For the benchmarks shown, at most
between 8 and 20 percent of the LPs are active at any point in time in an ideal parallel simulation.

7.2. Effects of Processor Assignment
One of the assumptions of the preceding analysis was that the number of processors is
equal to the number of LPs. In this section we examine what happens to the detected concurrency when the number of processors is less than the number of LPs. In this case, we assume
that each LP is statically assigned to a processor. I.e., the assignment of an LP to a processor is
done at compile time, and LPs do not migrate during the simulation.
Copyright (c) 1991 by Ablex Publishing Corporation
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Figure 2 shows the detected concurrency for each of the benchmark circuits when assigned
to one, two, four, and eight processors. (In this study, the LP assignment was done manually.
The results shown represent the best performance achieved.) Note that the detected concurrency
on eight processors is about one half that available under the assumption of an equal number of
processors and LPs.

7.3. Effects of Overhead on Performance Bounds
The preceding analyses were based on the assumption that there is no overhead associated
with performing the parallel simulation. The two principal sources of overhead in a Time Warp
parallel simulation are the message communication delay and the time required to save the state
of LPs to permit rollback.

7.3.1. Message Delay Overhead
In this section we examine the effect of message communication delay on the detected concurrency of the parallel simulation. Figure 3 shows the effect of increasing communication
delay on the detected concurrency of the analog-to-digital converter simulation. Clearly, if the
communication delay is too large, all of the detected concurrency is lost. However, we have
measured the average communication delay in our simulation kernel to be approximately 0.3 ms
(dashed line in Figure 3) and the average processing time per input message combination is
approximately 1.5 ms. Thus, Figure 3 shows that the decrease in detected concurrency due to
the communication delay is quite small.

7.3.2. State-Saving Overhead
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A major source of overhead in Time Warp simulation is due to the state-saving overhead.
In our implementation of Time Warp, the entire state of an LP is copied and saved before processing an input message combination. Figure 4 shows the effect of increasing state-saving
overhead on the detected concurrency of the analog-to-digital converter simulation. Note that
the detected concurrency is much more sensitive to state-saving overhead than to message delay
(Figure 3). We have measured the average state-saving overhead in our simulation to be approximately 0.06 ms (dashed line in Figure 4). Thus, Figure 4 shows that the decrease in detected
concurrency due to the state saving delay is quite small.

8. EXPERIMENTAL OBSERVATIONS

8.1. Parallel Simulation Speedup
In this section we show the speedup achieved by doing parallel simulation. In all cases, we
define speedup S(n) as the ratio of the execution time of a sequential simulation, T1, to the execution time, T(n), of the parallel simulation using n processors. I.e., S(n)=T1/T(n). Note,
T1≠T(1). The sequential simulation is a conventional, event-list-driven discrete event simulation. In this study, the event list is a linear, linked list. It is well known that such a list is not
optimal for discrete event simulation. However, in our case, the event processing times are so
much greater than the list manipulation times that the effect of the less than optimal list structure
is small.
Figure 5 shows the speedup achieved for the various benchmark circuits. From Figure 5
we make the following observations. First, S(1)=T1/T(1) is always less than one. As expected,
the sequential simulation is always more efficient than the Time Warp algorithm on one processor. Second, the RR scheduling algorithm generally produces the poorest results whereas the
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MMT scheduling algorithm generally produces the best results. Finally, lazy cancellation generally produces better performance than aggressive cancellation.

8.2. Experimentally Determined Parallel Fraction
In this section we use a metric, based on one proposed in [25], called the experimentally
determined parallel fraction to assess the performance of the parallel simulations. This metric is
derived from Amdahl’s law.
In Amdahl’s law, the execution time of a program on n processors is assumed to be given
by T(n)=Ts +Tp /n, where Ts is the time required for the strictly serial computation, and Tp is the
time in the perfectly parallelizable part. Let f represent the fraction parallel, i.e., f =Tp /T(1).
Then Amdahl’s law gives the following expression for the speedup possible on n processors,
namely
S(n)=

n
.
1+n(1−f )

By solving Amdahl’s law for f , we get
f=

1−1/S(n)
.
1−1/n

In practice, programs do not consist entirely of a serial part and a perfectly parallelizable
part. Often the realizable parallelism (concurrency) is less than n. In addition, Amdahl’s law
omits the overhead associated with exploiting parallelism. However, by using the measured
speedup, we can use Amdahl’s law to compute the effective parallel fraction of the computation.
Thus, given an observed speedup, S(n), we can compute an experimentally determined parallel
fraction f . In general, the observed parallel fraction will not be constant, but will vary with n.
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Figure 6 shows the experimentally determined parallel fraction for the three benchmark circuit simulations. This figure only shows the data for the case of lazy cancellation and MMT
scheduling (i.e., the best performance results). Figure 6 shows the surprising result that f
increases with n. This result indicates that as the number of processors is increased from two to
eight, the parallel simulation is better able to exploit the inherent parallelism. In other words, the
overhead associated with the parallel simulation decreases as the number of processors increases.
We believe this is largely due to the static assignment of LPs to processors. For small values of
n, no matter how good the assignment, there are points during the simulation where concurrency
exists, but cannot be exploited because the LPs are on the same processor. With more processors, it is more likely that the concurrency can be exploited. Of course, if n were to be increased
beyond 8, it is expected that f will peak and then decrease with increasing n as the overhead
begins to dominate.

8.3. Parallel Simulation Efficiency
In this section, we compare the observed speedup with that predicted by the critical path
analysis. Figure 7 shows the parallel simulation efficiency, η(n), where η(n)=S(n)/C(n), S(n) is
the speedup on n processors, and C(n) is the detected concurrency on n processors computed
from the critical path analysis. Note, the detected concurrency used in this case is that computed
assuming a fixed communication delay of 0.3 ms, and a fixed state saving overhead of 0.06 ms.
Figure 7 shows results for lazy cancellation using the MMT scheduling algorithm (i.e., the best
performance results).
First, note that the curves for the synchronous counter and the analog-to-digital converter
lie below one and are essential flat. By comparison, the curve for the asynchronous counter is
increasing and shows an efficiency greater than one.3
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We argue that the greater than one efficiency is, in fact, a real effect. The synchronous
counter and the analog-to-digital converter are both synchronous circuits. I.e., in both circuits
there is a periodic clock signal that is distributed to many of the LPs. This has the effect of synchronizing the LPs during the simulation in the sense that their simulation times will likely be
close. In particular, if the simulation time an LP is too far into the future, it will likely be rolled
back on the next clock edge. On the other hand, the asynchronous counter has no clock signal.
This means that the LPs are not periodically resynchronized. Consequently, during the simulation, it is more likely that optimistic or speculative computation will not be rolled back. This,
coupled with the lazy cancellation mechanism, means that it is possible to perform the computation in less time than the strict, critical path analysis would suggest.
We illustrate this point by way of an example. Suppose a gate receives an event specifying
a input voltage and derivative. On the basis of this event, the gate can predict that the next event
will probably specify that the voltage has reached the power supply rail and the derivative is
zero. On the basis of this prediction, the gate can perform speculative computation to compute
the new output before the actual arrival of the input event. On the other hand, the strict, critical
path analysis assumes that the gate waits for the next event arrival before computing its output.
Note, this effect is only of benefit when using lazy cancellation. Speculative outputs will be

3. Note, the numerical value of efficiency should be viewed as an approximation
since the computed concurrency C(n) is based on certain simplifying assumptions.
Namely, we assume that message passing delay is a constant 0.3 ms and that state-saving
overhead is a constant 0.06 ms. We base our conclusions on the trends observed in the
efficiency results, not on the numerical values computed.
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cancelled under aggressive cancellation, even if they are correct. In fact, we have only observed
super-unitary efficiency when using lazy cancellation with the asynchronous counter circuit. In
all cases, when using aggressive cancellation, η(n) lies below one and the curve is essentially
flat.

9. SUMMARY
In this paper we have shown that the Time Warp algorithm is the natural synchronization
mechanism for parallel simulation of systems in which continuous, real-valued quantities are
represented using piecewise-linear signals. Because the Time Warp mechanism allows erroneous computation to be rolled back, it is possible to exploit the ‘‘speculative’’ computation made
possible by the signal representation scheme.
On the basis of our benchmarks we have shown that the best performance is achieved when
using the MMT scheduling algorithm together with lazy cancellation. In this case, the performance of our prototype simulator compares quite favourably with the estimates of optimum performance based on a critical path analysis of the sequential simulation. In fact, in one case our
results indicate the performance of the Time Warp algorithm using lazy cancellation exceeds the
conservative optimum obtained from the critical path analysis.
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Table I
Benchmark Data:
Number of Logical Processes by Type

model type
and
divider
oscillator
D/A converter
comparator
inverter
nand
or
transmission gate
subtractor
output to file
TOTAL

synchronous
counter
8
0
1
0
0
1
26
3
0
0
1
40

benchmark circuit
asynchronous
analog-to-digital
counter
converter
0
16
0
1
1
1
0
1
0
9
1
1
24
73
0
0
0
1
0
2
1
1
27
106

Table II
Benchmark Data:
Detected Concurrency

detected concurrency
number of LPs
LP activity (%)

synchronous
counter
7.770
40
19.
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benchmark circuit
asynchronous
analog-to-digital
counter
converter
3.897
8.596
27
106
14.
8.1
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memoryless
function
block

delay
block

amplifier
block

f ,Voffset

∆ f ,∆r

A,Vmin,Vmax,δ f ,δr

Figure 1. Basic Model Block Diagram
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Figure 2. Detected Concurrency vs. Number of Processors.
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Figure 3. Detected Concurrency vs. Communication Delay, 8-bit analogto-digital converter, state-saving overhead=0.
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Figure 4. Detected Concurrency vs. State-Saving Overhead, 8-bit analogto-digital converter, communication delay=0.
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Figure 5. Speedup vs. Number of Processors.
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Figure 6. Parallel Fraction vs. Number of Processors, lazy cancellation,
MMT scheduling.
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Figure 7. Efficiency vs. Number of Processors, lazy cancellation, MMT
scheduling.
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