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Abstract

This paper examines memory managementissues
asseiated with Time Warp synchronized parallel sim-
ulation on distributed memory machines. The paper
begins with a summary of the techniqueswhich have
been previously proposal for memory managementon
various parallel processor memory structures. It then
concentrates the discussionon parallel simulation ex-
ecuting on a distributed memory computerla system
comprised of serate computers, interconnected by a
communications network. An important characteris-
tic of the software developgd for such systemsis the
fact that the dynamic memory is allocated from a pool
of memory that is shared by all of the processesat a
given processor.

This paper presentsa new memory management
protocol, prunekack, which recovers space by discard-
ing previous states. This is di®erent from all previ-
ous schemessuch as arti cial rollback and cancelback
which recover memory space by causing one or more
logical processesto roll back to an earlier simulation
time.

The paper includes an empirical study of a paral-
lel simulation of a closal stochastic queueingnetwork
showingthe relationship between simulation exeution
time and amount of memory available. The resultsin-
dicate that using prunetack is signi cantly more e®e-
tive than arti cial rollback (adapted for a distributed
memory computer) for this problem. In the study,
varying the memory limits over a 2:1 range resulted
in a 1:2 changein arti cial rollback exeution time
and almost no changein pruneback execution time.

1 Intro duction

There is always the desire to improve the perfor-
mance of simulation in general and of parallel sim-

°This work was supported in part by the Information Tech-
nology Research Centre (ITR C) of the Province of Ontario
(Canada) and by the Natural Sciences and Engineering Re-
search Council (NSERC) of Canada.

Wayne M. Loucks
Dept. of Elec. and Comp. Eng.
University of Waterloo
Waterloo, ON N2L 3G1

ulation in particular. One aspect of performance is
the amount of memory required to complete the sim-
ulation. If there is enough memory, then memory is
seldom considered. Howevwer, if there is insutcient
memory to complete the simulation, then the perfor-
mance of the simulation is non-existert.

This paper examinesthe gquestion of memory man-
agement in Time Warp simulation. Whereas previ-
ously reported techniqueshave beenproposedfor var-
ious processorstructures, this paper concerrates the
discussionon parallel simulation executing on a dis-
tributed memory computer. Software developed for
such systemsis characterized by the fact that the dy-
namic memory is allocated from a pool of memory
that is sharedby all of the processest a given proces-
sor. In this context, we presern a new memory man-
agemer protocol, prunebad, which recovers spaceby
discarding previous states and not by changing the lo-
cal virtual time (LVT) of oneor more processes.This
is di®erert from all previous schemes,suc as arti -
cial rollback and cancelba&, which recoser memory
spaceby causing one or more logical processego roll
badk to an earlier simulation time. We present an em-
pirical study which suggeststhat using prunebad is
signi cantly more e®ective than arti cial rollback on
a distributed memory computer.

The rest of the paper is organized as follows. Sec-
tion 2 brie°’y addresseghe question of memory usage
and memory managemei in Time Warp simulation.
Section 3 proposesa simple classi cation scheme for
memory managemet algorithms which attempt to re-
cover from memory stalls, and categorizesthe known
algorithms. In Section4, algorithms developed specif-
ically for distributed memory machines are discussed,
and the new algorithm, prunebad, is described. Sec-
tion 5 presers experimental results which show the
performance of prunebad vs. arti cial rollback and
Section 6 summarizesthe contributions of this work.



2 Memory Usage in Time Warp Simu-
lation

There have been a number of studies which ex-
amine the minimum amount of memory required for
various Time Warp implementations[1, ?{3]. Many of
these reports concerirate on parallel execution with
either the sameamourt of memory as the sequetial
simulation or with an amount of memory that is of
the sameorder as that of sequetial simulation. Al-
though these are very important issuesfrom a theo-
retical point of view, thesereports also point out that
the time penalty assaiated with parallel execution
using the sameamount of memory as the sequettial
simulation may be extremely high. One recert study
proposesan adaptive memory managemetn technique
which usesdynamically allocated memory constraints
to limit memory usageand to limit optimism in aTime
Warp system[4]. All of these systemsconcerrate on
guaranteed performance. That is, if the systemhasan
amourt of memory of the sameorder asthat required
by the sequettial simulation, then the speci ed mem-
ory control technique will guarantee completion. One
other characteristic sharedby thesetechniquesis that
in order to provide this guarartee, the memory must
be managedas one common pool from which any LP
can requestmemory storage. Although these scdemes
can be adapted to executewith other memory mod-
els, they canno longer provide a guarantee of memory
usage on the same order as the sequetial memory
usage. This di®erencebetweena guaranteed comple-
tion of the simulation, and a heuristic to improve the

probability of completion is an important di®erence.

In [?], the ability of a memory managemen technique
to complete the simulation in an amourt of memory
of the same order as that required for sequetial is
referred to asa memory optimal technique.

A distributed memory systemis doomedto require
signi cantly more memory than any reasonable se-
quertial implementation. Consider the casewith N
processors,ead with the same amount of memory
available for dynamic allocation, say M. In a patho-
logical case,N j 1 of the processorsare idle at a given
simulation time, ¢, and all of the events to be exe-
cuted residein a single processor,P. In a Time Warp
system, the entire sequetial state (speci cally all of
the everts on the sequetial evert list) must be stored
at all times. Thus, if GVT is ¢, since all of the se-
guertial state happensto be residert at P, then M
must be (at least) large enough to hold the largest
possiblesequetial evert list, say M % As a result, in
a distributed memory system, when executinga Time
Warp algorithm there may be a needfor at leastN M ©

total storagecapacity in the system.

All of the LPs consumesome portion of the avail-
able memory. If at any time a processexhausts its
available memory, then it is possiblethat the simula-
tion will stall and never complete. We refer to this as
a memory stall|the overall simulation is stalled due
to insutcient memory. The objective of the proposed
technique is to delay the onset of a memory stall.

2.1 Memory Ob jects

The memory usedin an optimistically synchronized
simulation, such as the basic Time Warp system de-
scribed by Je®erson[5], can be classi ed into the fol-
lowing three categories:

State Storage Usedto store someor all of the vari-
ous states (or state vectors) required by an LP during
execution.

Input Message Storage Usedto store the mes-
sagesthat have beenreceived by an LP.

Output Message Storage Usedto store copiesof
the messagessert by the LP (for cancelation pur-
poses).

Although it is theoretically possibleto maintain a
complete set of these objects, this is seldompractical.
As a result the concept of glokal virtual time (GVT)
hasbeenintroducedto Time Warp asa measureof the
smallest virtual time to which a rollback is possible
(at any given execution time) during the courseof a
simulation[5].

In someimplementations it is dixcult to compute
the precisevalue of GVT without temporarily stop-
ping the progressof the simulation. In these casesa
number of di®eren GVT-lik e times may be consid-
ered. Figure 1 shows the relationship among these
times. Pleasenote that thesetimes are virtual times
and that ead varies with execution time.

EGVT LVT  virtual time

0 SGVT GVT

Figure 1: Relationships amongthe Important Simula-
tion Time Values

In Figure 1, LVT s the current local virtual time
of the LP. GVT s the true global virtual time. This is
the value that would be calculated if the simulation
was stopped, all in-transit messagesdelivered, and
GVT calculated. There will be no rollbacks to a sim-
ulation time smaller than GVT. EGVT s the current
estimate for GVT. In adistributed systemwhich does



not calculate a perfect GVT, an estimate that is not
larger than the real GVT is used. Given a value for
EGVT, it may be possiblethat any given LP will not
have a state corresponding to EGVT. (E.g., this can
arise if sparse chedpointing is used, i.e., the ched-
point interval is greater than one[?].) As aresult the
state vector with the largestvirtual time, smallerthan
(or equalto) EGVT becomeghe surrogate GVT state
(SGVT). Since,asfar asthe LP is concerned,at any
time a messagecould arrive with a receive timestamp
of EGVT, it must be possibleto obtain the state vec-
tor for EGVT. Thus, the state vector with timestamp
SGVT and all messageswith receive times greater
than or equalto SGVT must be presened sothat the
EGVT can be recomputed, if required. Although it
is logically a separateactivit y, fossil collection is often
intimately tied to GVT updates. Thus, in this dis-
cussionwe have assumedthat all statesand messages
having a timestamps smaller than SGVT are fossils
and have beendeleted from storage.

All of the messageobjects corresponding to a sim-
ulation time greater than SGVT must be stored in
dynamically allocated memory. In addition, some of
the state objects must be stored. At least the states
correspondingto SGVT and LVT must be maintained.

2.2 Memory Pool Mo dels

The memory objects described in Section 2.1 are
dynamically allocated, asrequired. The storageis al-
located from a pool of memory. There are many pos-
sible memory pool modelsfor parallel algorithms sud
as Time Warp. Two perspectivesthat can be usedto
considerthe memory alternatives are: the view from
the hardwarel|i.e., how is the actual machine con-
structed; and from the software|ho w is the userinter-
faceto the memory structured. Although it is clearly
possibleto implemert a given software model on a any
hardware model, it is alsoimportant to keepin mind
that a particular mapping may introduce large time
penalties. E.g., to treat a set of workstations, com-
municating using a slov network, as having a single
sharedmemory spacewith a uniform accesgime may
lead to very poor performance.

When a processrequests more dynamically allo-
cated memory, that memory can be allocated: from
a pool pre-allocated to that process (process pool);
from a pool pre-allocated to the processorthat ex-
ecutesthat LP (processor pool); or from a common
pool of dynamically allocated memory used by all of
the LPs in the simulation (glokal pool).

In the caseof a distributed memory architecture,
it is possibleto implemert the global pool scheme. If
the memory accesstimes are non-uniform (as would

likely be the caseif somememory is on the local pro-
cessorand someis on a remote processor),then the
performance penalty assaiated with storing some of
the states or message®n a remote computer could be
unacceptably large. It has beenpointed out that, as
the cost(in executiontime) of chedpointing increases,
the executiontime generally increasesp].
2.3 Memory Managemen t Techniques
There are many algorithms that addressthe mem-
ory managemen problem[2]. They are summarized
below.

Algorithms  that reclaim memory that is no
longer needed. Each time EGVT is recalculated,
SGVT may be advancedand, thus, there may be some
memory objects that are no longer needed (fossils).
Algorithms which ensurethat EGVT is closeto GVT
will tend to decreasethe onset of a memory stall by
reducing the total memory requiremerts.

Algorithms  that attempt to use less memory .
There are two basictechniquesto reducethe memory
requiremerts of a simulation during execution: reduce
the size of the state that must be saved; and reduce
the number of states that must be saved.

One technique to reducethe size of the state saved
is incremenrtal state saving which savesonly a subset
of eadh LP's state eadh time the LP is activated[6].

Two techniquesto reducethe number of statesthat
are saved are: to use a chedkpoint interval that is
greaterthan onef?]; andto constrain optimism in some
manner such as Breathing Time Warp[7].

Algorithms  that attempt to recover from a
memory stall. The previous algorithms seekto de-
lay the onset of a memory stall. Although this may
be sutcient in somecasesthere will always be those
casesthat will evertually stall due to memory star-
vation. Algorithms which attempt to recover from a
memory stall are all similar in that they select one
or more objects to discard in an e®ortto free enough
memory to permit the simulation to proceed. Pre-
viously proposedalgorithms are described in [2]. Sec-
tion 3 examinesthe operation of thesealgorithms with
particular attention to the type of memory pool avail-
able.

3 Algorithms that Attempt to Recover
from a Memory Stall
One of the key issuesin understanding the various
proposalsfor memory stall recovery is locality. In the
Time Warp parallel simulation environment there are
two locality issues|ho w local is the memory exhaus-
tion and how local is the memory that is recovered.



We call the former the memory stall trigger and the
latter the memory recovery target

3.1 Memory Stall Triggers

The event which triggers a memory stall is an at-
tempt by somelLP to allocate extra storage. If this
attempt to allocate fails, then a memory stall recov-
ery schememust be initiated 1. The question of local-
ity with respectto the memory trigger is a question of
which type of pool hasrun out of memory.

Self A self-triggered memory stall occurs when an
LP in the processpool memory model runs out of mem-
ory.

Local A locally-triggered memory stall occursin the
processor pool memory model when an LP detects
that there is no more memory for any of the LPs
on the given processor. As a result, sewral LPs are
stalled and cannot proceeduntil someremalial action
is taken.

Global A glokally-triggered memory stall occurs
when all of the memory in the glokal pool memory
model has beenexhausted.

3.2 Memory Recovery Targets

The target of a memory stall is the LP (or LPs)
which must take remedial action to resolve the mem-
ory exhaustion. In many systemssuc remedial action
involves remaving stored object(s), (i.e., messagesor
state vectors) and performing any required rollback
operations. For this presenation it is conveniernt to
maintain the symmetry with the memory stall trigger
discussionand to regard the LP assaiated with the
memory to be recovered as the memory recovery tar-
get Oncean LP hasdetectedthe memory stall, there
are three setsof LPs from which the memory target(s)
can be chosen:

Self In a self-target system, the only alternative is
to take remedial action to reduce spaceusagewithin
the LP which has detected the memory exhaustion
condition.

Local In alocal-target system,any LP (or LPs) res-
ident at the same processoras the LP which has de-
tected the memory exhaustion can be required to take
remedial action in order to reclaim space.

1In most implementations, GVT is updated and fossil col-
lection done following a memory stall and before the memory
recovery technique is initiated. In this description, we assume
that GVT has been recalculated and that the fossil collection
has been completed. In the empirical study, EGVT is updated
regularly, however, the simulation is not stopped eac time a
processor exhausts its memory pool

Global In the glotal-target system,any LP (or LPs)
canberequired to take remedial action by the memory
recovery technique.

Rollback based schemesrecover spaceby causing
someLP to take remedial action. This action could in
turn trigger secondaryrollback operations. In this dis-
cussion,the LP(s) chosenby the memory cortrol tech-
nigue is (are) the primary target(s). Other LPs rolled
badk asa result of the primary target's actions are not
consideredas memory targets. Previous schemeshave
implemented the remedial action through the use of
Time Warp's rollback mechanism[2]. In the proposed
scheme, state vectorsare removed from memory and if
they are required at somelater point, then the coast-
forward facilities of Time Warp operating with sparse
chedpointing are usedto recreatethe missing state.

3.3 Com binations of Triggers and Targets

The previousdiscussionsuggestghat there are nine
possible systems (three types of triggers for ead of
three typesof targets). The emphasisof this paper is
on one particular case|lo cal-trigger, local-target. In
order to place that model in context, we summarize
three of the most probable combinations of triggers
and targets.

3.3.1 Self-Trigger, Self-T arget Techniques

In this type of system, ead processacts as its own
agent. If anLP detectsthat it hasexhaustedits mem-
ory, then someremedial action is taken. Two schemes,
describedin the literature, which usea self-trigger self-
target structure are sendlack and Gafni's Algorithm.
Theseare summarizedbelow.

Message Sendback This technique wasintroduced
to provide some°ow cortrol in a Time Warp imple-

mertation. When a messagearrives at a process,i,

which has run out of memory space, some message
(the new one or some other one) is sert bad to its

originating process,j. When the originating process
receives the sert back message,it rolls badk to the

state when the messagewas sert. The primary goal

is to return i to a condition where there is room to

processone message[15].

Gafni's Proto col WhenanLP runs out of memory,

this protocol selectsa memory object and discardsit.

If it is an input messagethen the sendba& sdheme
is used. If the object is an output messagethen the
antimessageis sert to the destination (causing a roll-

bad). If the object is a local state vector, the process
rolls bad to a previous state[?, 2,8].



3.3.2 Global-T rigger,
nigues

Global-T arget Tech-

Two global-trigger, global-target techniqueshave been
described in the literature. They have both been
showvn to be memory optimal by Lin[?].

Cancelbac k Cancelbak extends Gafni's protocol
to selectany memory object, with atimestamp greater
than GVT for cancelling[1].

Arti cial Rollbac k Articial rollback can be
viewed as a simpli ed implemertation of cancelbad.
In arti cial rollback, oncethe stall has beendetected,
rather than choosingany object (messageor state vec-
tor) to delete, and possibly dealing with the sendba&
mechanism, the LPs themselvesreleasestorageby (ar-
ti cially) forcing a rollback[?, 9].

3.3.3 Local-Trigger, Local-T arget Techniques

In this type of system, ead processoracts asits own
recovery agert. Although it is a specic LP which
detects the problem, the object to be deleted (and
the LP to be targeted) can be any of those presen
at the local processor. An implementation basedon
this technique cannot be memory optimal asdescribed
in Section 2. It may be necessaryto have the total
memory required for the sequettial simulation preseri
at every processor.

The sthemesdescribed under the previous mem-
ory trigger, memory target models could be adapted
for application in the local-trigger local-target mem-
ory model. Howewer, they would not be memory op-
timal. In Section 4 we summarize the operation of
two local-trigger, local-target heuristics: local-trigger,
local-target arti cial rollback and local-trigger, local-
target prunebad.

4 Local-Trigger, Tech-

niques

In this sectionwe considerlocal-trigger, local-target
techniques for recovering from memory stalls. The
need for this class of technique arisesin distributed
memory, message-passingrchitectures, in which it is
inexcient to operate using a global memory pool.

We identify two categories of local-trigger,
local-target techniques|the existing rollback-based
schemesdiscussedin the previous section and a new
non-rollback basedschemecalled pruneback Sincethe
various rollback basedrecovery schemesdescribed in
the previous section operate on a similar basis, we
have chosento compare prunebad with the arti cial
rollback scheme.

Local-T arget

4.1 Articial Rollbac k|A
Rollbac k-Based Recovery Scheme

Arti cial rollback is described in detail in [?]. For
our purposes,the technique is modi ed in a straight-
forward way to permit it to work as a local-trigger,
local-target method. The modi cation is very minor:
the setof LPs impacted by a memory stall is restricted
to thoseat the local processor. This modi cation does
meanthat the systemis no longer memory optimal[?].
This schemeis introduced as a variant of an existing
technique to which prunebad can be compared.

Consider the operation of Processor2 in the simu-
lation shown in Figure 2. Assumethat there is room
in the dynamic storagearea(of processor?) to hold 11
states. In Figure 2(a), a memory stall has occurred.
When this occurs fossil collection reclaims as much
storage as possible. In this example there are two
state vectorsthat can be reclaimedwithin processor2
(marked as F in Figure 2(a)). As a result of this re-
claimed storage, two more everts may be processed
(labeled F%in Figure 2(b)). If we assumethat GVT
doesnot advanceasa result of the evaluation of the F°
states, then onceagain processor2 is memory stalled.
At this point arti cial rollback is invoked and the most
advancedstates are cancelled(the states marked A in
Figure 2(c)). Although it would be possibleto cancel
only one state, as pointed out in [2] it also possibleto
de ne a salvagelevel which attempts to reclaim a given
amourt of storageoncearti cial rollback hasbeenin-
voked. In the gure 36% of the storage has beenre-
claimed. In the empirical study, Section5, 25% of the
storage, at a memory stalled processor,is recovered
during an arti cial rollback operation.

4.2 Prunebac k|A Non-Rollbac k-Based
Recovery Scheme

The rollback basedrecovery schemesdi®erin how
they selectmemory objects to remove but, in the "nal
analysis, they all usethe rollback mecanismbuilt into
Time Warp to facilitate memoryrecovery. The scheme
proposedin this section is not based on the use of
rollback to recover the space. Howewer, it does rely
on the coast-forward componert of the usual rollback
schemeto recover should somestate information need
to be reconstructed.

The basic operation involvesa pruning of the saved
state vectors of all of the local LPs when memory ex-
haustion is detected. The pruning operation involves
selecting various state vectors for deletion. Which
states, and how many states should be pruned are
implemertation dependert?. However, there are some

2In the empirical study described in Section 5 one out of
every 4 states at a processoris pruned.
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Figure 2: Snapshot of a Simulation using Arti cial
Rollback

constraints that are similar to thoseinvolvedin the im-
plemertation sparsechedpointing (i.e., chedkpoint in-
tervals greater than one)[?]. For example, you should
never prune the current state or the SGVT state.

Consider the simulation snapshot shovn in Fig-
ure 3. The system characteristics are the same as
those in Figure 2, the only di®erenceis that follow-
ing the second memory stall, prunebad is invoked
rather than arti cial rollback. In Figure 3 a num-

ber of states have been pruned prior to the onset of
the ‘rst memory stall. This meansthat the stall oc-
curs at a larger virtual time. As aresult of the pruned
statesthe sequettial state, that is the everts that must
be presened (or be able to be recreated) so that the
system state at GVT can be recreated may not be
those closestto GVT for all processes.In fact, LP3
in Figure 3(a) has a state (marked y) which has been
pruned that is part of the sequetial state. In this
casea state with a smaller virtual time (marked x)
has been presened so that the sequettial state could
berecreated. In this examplethere is one state vector
that canbe reclaimedwithin processor2 (markedasF
in Figure 3(a)). As a result of this reclaimed storage,
one more evert may be processed(labeled F°in Fig-
ure 3(b)). If weassumethat GVT doesnot advanceas
a result of the evaluation of the F° states, then once
again processor2 is memory stalled. At this point
the prunebad algorithm is invoked causingthe states
marked P in Figure 3(c) to be reclaimed. Note, the
pruned states were used during simulation but are no
longer stored. When prunebad is invoked, states can
be deleted from any of the processesn the processor.

In order to freethe sameamount of memory in both
arti cial rollback and prunebad, prunebadk may need
to delete more states. This is becausethe rollback-
basedtechniques free both the state vectors and the
input and output messagequeues, while prunebadk
freesonly the state vector memory space.
4.3 Memory Optimalit y

It should be pointed out that neither of theselocal-
trigger, local-target schemesare memory optimal. The
reasonfor this is rooted in the fact that, it cannot be
guaranteed in either casethat the LP critical to the
completion of the simulation (in optimal memory) will
be able to obtain a state bu®er.

5 Results

Preliminary versions of the arti cial rollback and
prunebadk algorithms were added to the Yaddesexe-
cution kernel[?]. They have beenusedto demonstrate
the relative performance of the two memory control
techniquesin the presenceof more than enoughmem-
ory to complete the simulation. It should be noted
that the Time Warp implementation used in these
testsis non-preemptive. Thus, oncean LP hasstarted
processingan ewvent, the execution of that event is
completedbeforea subsequenrollback cantake place.
Unfortunately, some of the more exciting questions
cannot be answered until a more complete and robust
implementation exists.

A subset of the Nicol suite has beenusedto test
these algorithms[?, ?,10,?,?]. In particular we have
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used a closed stochastic queueing network consisting
of 64 nodesconnectedin a (6-dimensional) hypercube.
Each node hassix inputs and six outputs and provides
non-preemptive serviceto arriving customers. Each
customer receives a randomly distributed, biased ex-
ponertial servicetime and is then routed to a ran-
domly selectedoutput link. There are (on average)
8 customersat ead node. The 64 nodes are evenly
distributed to a set of 8 Transputers, interconnected
in a 3-dimensionalcube.

The values plotted in the graphs which follow, are
obtained by averaging of the results of three runs and
the error bars indicate the 95% con dence intervals.
In the all of the graphswhich follow, the axis labelled
memory limit indicates the size of ead per-processor
memory pool. Thus, a memory limit of 150 indicates
that ead processorhas a processorpool the size of
which is the sizeof 150 state vectors. This memory is
actually usedfor both state and messagestorage.
5.1 Articial Rollbac k Results

Figures 4, 5, and 6 indicate the performanceof ar-
ticial rollback in the presenceof di®ering memory
limitations.

Figure 4 shows the anticipated result that, as the
amount of memory is decreasedthe executiontime in-
creases.As expected, and veri ed by Figures5 and 6,
the number of states rolled badk increases. Presum-
ably the increasein the number of states rolled badk
corresponds to the increasein the amount of calcula-
tion performedto complete the simulation and, con-
sequettly, to the increasedtotal execution time.

OExecution time [s]
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Figure 4: Articial time vs.

memory limit.

rollback|Execution

Figures 5 and 6 show the di®erencesbetween the
number of states rolled badk (due to natural Time
Warp activity), and the number rolled badk as a re-
sult of the arti cial rollback algorithm. In the case
of aggressie cancellation (Figure 5), asmemory is re-
ducedthere is an increasein both the number of nor-



mal statesrolled bad and the number rolled back by

the arti cial rollback algorithm. This is not the case
when lazy cancellation is used (Figure 6). When lazy

cancellation is used, the number of normal rollbacks

is relatively constart with decreasingmemory, while

the number of arti cially rolled bad states increases
more dramatically than in the aggressie cancellation
case. This is expected with lazy cancellation since
the correct, but arti cially rolled bad state, doesnot

causesecondaryrollbacks. In the aggressie cancel-
lation case, secondary rollbacks do happen and are
counted as part of the normal rollback court.

Number of states rolled back
200000

175000
150000;
125000;
100000;
750001
500001
250001

0 T T T T T
100 120 140 160 180 200 220 240
Memory limit [state units]

con dence level = 95 %
Legend:

5 including articially rolled back states
4 not including articially rolled back states

Figure 5: Statesrolled badk vs. memory limit, aggres-
sive cancellation.

5.2 Prunebac k Results

Figures 7 and 8 illustrate the performance of the
prunebad algorithm on the test case. Figure 7 clearly
indicates, for the range of memory sizestested, the
memory size can be signi cantly constrained while
having very little impact on the overall performance.
Although it would be nice to presen results for small
memory sizes, it is not possibleat this time because
of de cienciesin of our prototype software. For ex-
ample, only lazy cancellation can complete execution
with a memory size limited to 100 state vector sizes
(Figure 7).

Figure 8 clearly demonstratesthat a large number
of states had to be pruned in order to complete the
simulation in memory bounded by 110 state vectors.

20000(l%um ber of states rolled back

1750004
1500004
125000;
100000;
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100 120 140 160 180 200 220 240
Memory limit [state units]

con dence level = 95 %
Legend:

5 including articially rolled back states
4 not including arti cially rolled back states

Figure 6: States rolled badk vs. memory limit, lazy
cancellation.
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5 aggressie cancellation
4 lazy cancellation

Figure 7: Prunebad|Execution time vs. memory

limit.

Howewer, in this casethere wasvirtually no changein
the number of statesrolled bad during the simulation,



despite the discarding (or pruning) of nearly 40000
states out of approximately 60000 states computed.
In this case,virtually all of the states pruned did not
have to be re-generatedto completethe simulation. It
should be pointed out that sincethe states are small,
and we do our own memory managemen, the cost of
pruning a state is similar to the cost of fossil collecting
that state.
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con dence level = 95 %
Legend:

5  number of states rolled back
4 number of states pruned

Figure 8: Statesrolled badk and pruned vs. memory
limit, aggressie cancellation.

5.3 Observ ations

The results plotted in Figures 4 and 7 show, that
asthe spaceavailable shrinks to 150 state vectors, the
time required for arti cial rollback is twice as large
as it is for prunebadk with a processormemory size
of only 100 state vectors. The reasonfor this di®er-
enceis clearly indicated in the number of statesrolled
back. It should be noted that a rolled bad state is:
(i) erroneousor precededby an erroneousstate and
rolled badk (by the normal Time Warp syncroniza-
tion mechanism) to correct the simulation; (i) erro-
neous and rolled badk by (fortuitous) application of
the arti cial rollback mechanism; or (iii) correct and
rolled back by the arti cial rollback mecanism. In
this latter case,the rolled back state must recreated
eventually in order to completethe simulation. In the
caseof prunebadk the pruned states (shown in Fig-
ure 8) do not represen states that must be recalcu-
lated in order that the simulation can complete. Nor

do they represen erroneousstates that must be dis-
carded. The number of states rolled badk at a mem-
ory sizelimit of 150 (obtained from from Figures 5, 6,
and 8) are shown in Table 1.

Memory Cancellation States Rolled
Managemert Back
Tedhnique
arti cial rollback aggressie 100K
arti cial rollback lazy 95K
pruneback aggressive | 4K+37K pruned

Table 1: Total Number of States Rolled Back or
Pruned During Execution with a ProcessorMemory
Pool of 150 State Vectors

A "nal obsenation is that prunebadk seeksto man-
age memory in an optimistic manner (i.e. the states
that have been calculated may be correct and should
not be ignored until the simulation indicates suc ac-
tion is warranted), while the rollback basedtechniques
tend to be consenative (i.e. they badk up in simula-
tion time at the “rst sign of memory problems).

6 Summary

This paper categorizesTime Warp memory man-
agemen techniques in terms of the locality of the
memory pool structure used. The trigger of mem-
ory stalls aswell astheir targets can alsobe viewed in
terms of their locality. We have placed existing tech-
niguesin context.

Two heuristic techniques have have beendescribed
for usein a processorpool based,local-trigger, local-
target Time Warp simulation. One of the techniques
is a very minor extensionto arti cial rollback and the
secondtechnique, prunebad, is novel to this paper.
Prunebad di®ers from previous techniques in that
it leavesthe LVT value for all processesunchanged
while still recovering (some)memory. Neither of these
heuristics are memory optimal. Howewver, no other
technique is known that is memory optimal in a local-
trigger, local-target system.

The prunebadk memory managemen heuristic de-
scribed in this paper can be usedto recover memory
spaceduring a Time Warp synchronized parallel sim-
ulation. It is clear from the results presered in the
empirical study that, for this particular benchmark ex-
ecuting on this particular system, prunebad is a very
e®ective memory managemen technique for parallel
simulation on a distributed memory computer.



Acknowledgmen ts

The authors would like to adknowledgethe contri-
butions of lan Maclintyre, who deweloped the proto-
type software accordingto our design,and Neil Shipp,
who tended the simulations and gathered the data.

References

[1]

[2]

3]

[4]

[5]

[7]

D. R. Je®erson.Virtual Time Il: The cancelba&
protocol for storage managemen in distributed
simulation. In Proc. 9th Ann. ACM Symp. on
Principles of Distributed Computation, pages75{
90. Assciation for Computing Machinery, Inc.,
August 1990.

S. R. Das and R. M. Fujimoto. A performance
study of the Cancelbad Protocol for Time Warp.
In R. Bagrodia and D. Je®erson,editors, Proc.
1993 Workshopon Parallel and Distributed Simu-
lation, pages135{142, SanDiego, CA, May 1993.
Asscciation for Computing Machinery, Inc.

I. F. Akyildiz, L. Chen, S. R. Das, R. M. Fuji-
moto, and R. F. Serfozo. Performance analysis
of Time Warp with limited memory. In Proc.
1992 ACM Sigmetrics Conf. on Measurementand
Modeling of Computer Systems pages 213{224.
Asscciation for Computing Machinery, Inc., May
1992.

S.R. Dasand R. M. Fujimoto. An adaptive mem-
ory managemehn protocol for Time Warp parallel
simulation. In Proc. 1994 ACM Sigmetrics Conf.
on Measurement and Modeling of Computer Sys-
tems, pages201{210. Asscciation for Computing
Machinery, Inc., May 1994,

D. R. Je®erson. Virtual time. ACM Trans. on
Programming Languagesand Systems 7(3):404{
425, July 1985.

A. C. Palaniswamy and P. A. Wilsey. An ana-
lytical comparison of periodic chedkpointing and
incremertal state saving. In R. Bagrodia and
D. Je®erson,editors, Proc. 1993 Workshop on
Parallel and Distributed Simulation, pages127{
134, San Diego, CA, May 1993. Asscciation for
Computing Machinery, Inc.

J. S. Steinman. Breathing Time Warp. In
R. Bagrodia and D. Je®ersongditors, Proc. 1993
Workshop on Parallel and Distributed Simula-
tion, pages109{118, San Diego, CA, May 1993.
Asscciation for Computing Machinery, Inc.

(8]

(9]

[10]

A. Gafni. Rollback medanisms for optimistic
distributed simulation systems. In B. W. Unger
and R. M. Fujimoto, editors, SCS Multiconf. on
Distributed Simulation, volume 19, pages61{67,
Tampa, FL, February 1988.Scciety for Computer
Simulation.

Y.-B. Lin and E. D. Lazowska. Reducingthe state
saving overhead for Time Warp parallel simula-
tion. Technical report, Dept. of Comp. Sci. and
Eng., University of Washington, Seattle, Wash-
ington, February 1990.

D. M. Nicol. High performance parallelized dis-
crete event simulation of stochastic queueingnet-
works. In M. A. Abrams, P. L. Haigh, and J. C.
Comfort, editors, Proc. 1988 Winter Simulation
Conf., pages306{314, San Diego, California, De-
cember 1988. Scciety for Computer Simulation.



