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X.1 Introduction

Parallel application designand development is a major area of interest in
the domain of high performancescienti¯c and industrial computing. In fact,
parallel computing is becoming an integral part in several major applica-
tion domains, for instance: space,medicine, cancer and genetic research,
graphics and animation, image processing-toname a few. With the advent
of fast interconnecting networks of workstations and PCs, it is now becom-
ing increasingly possibleto develop high-performanceparallel applications
using the combined computing powers of thesenetworked-resources,at no
extra cost. Contrast this to the situation until the early 90s,whereparallel
computing was largely con¯ned only to special-purposeparallel computers,
each priced high enoughto be a®ordableonly by major research/academic
institutions. Consequently , high-speed networks and fast general-purpose
computersare aiding towards the mainstream adoption of parallel comput-
ing at a much more a®ordablecost. However it must be mentioned here
that parallel computing is not simple. The complexity arises due to the
accumulation of many low-level parallelism related intricate details, on top
of the sequential code. As an aid to handle some of these complexities,
this research proposesa generic model for designing and developing par-
allel applications through the employment of reusablepatterns in parallel
computing.

The concept of design patterns has been extensively studied and used
in the context of object-oriented software design. Patterns in this context
describe strategiesfor solving recurring designproblems in systematic and
generalways (Gamma et al., 1994).Similar ideasarebeingexploredin other
disciplinesof computing aswell. For instance,ACE (the Adaptiv e Commu-
nication Environment) is an object-oriented toolkit that implements vari-
ousnetwork-level patterns to simplify the development of concurrent, event
driven communication software (Schmidt, 1994).

In the parallel computing domain, design patterns describe recurring
parallel computational problems of similar structure and communication-
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synchronization behavior, and their solution strategies. Examples of such
recurring patterns are: static and dynamic replication, divide and conquer,
data parallel pattern with various topologies,compositional framework for
irregularly-structured control-parallel computation, systolic array, single-
ton pattern for single-processsingle- or multi-threaded computation.

X.1.1 Pattern-Based Approachesin Parallel Computing

The exploration of design-pattern conceptsin the parallel programming do-
main is not somethingnew.Starting with the late 80s,several pattern-based
systemshave beenbuilt with the intention to facilitate parallel application
development through the useof someof theseready-made,reusablecompo-
nents. Someof theseearlier systemsinclude Code(Browne et al., 1989)and
Frameworks(Singh et al., 1991).Someof the recent systemsbasedon simi-
lar ideasthat are worth mentioning are: Enterprise (Schae®eret al., 1993),
Code2 (Browne et al., 1995), HeNCE (Browne et al., 1995), Tracs (Bartoli
et al., 1995), and DPnDP (Siu and Singh, 1997).

Frameworkswas one of the earliest systemsspeci¯cally designedto re-
structure existing sequential programs to exploit parallelism on worksta-
tion clusters. Patterns in Frameworksare called templates, which are at
a di®erent level of abstraction than the parallel patterns mentioned pre-
viously in this section. In Frameworks, an application consistsof modules
which interact with one another via mechanisms similar to remote proce-
dure calls (RPCs). A module's complete interconnectionswith other mod-
ules are speci¯ed by an input template, an output template, and a body
template. Developers create modules by selecting appropriate templates
and application procedures.Arbitrary processgraphs could be created by
interconnecting resulting modules.

Enterprise wasan improvement over Frameworksin several aspects.Pat-
terns in Enterprise are at a much higher level of abstraction than in Frame-
works. The three-part templates in Frameworksare combined into single
units in Enterprise and arecalledassets, which arenamedto resemble oper-
ations in a human organization. For example, the assetnamed department
represents a master-slave pattern in the traditional parallel programming
terminology. A ¯xed collection of assetsis provided by the systemwhich can
be combined to create an assetdiagram to represent the parallel program
structure.

Code, Code2and HeNCE are all basedon visual programming techniques
to aid the programmer develop his parallel structure graphically through
the use of nodes and arcs that represent computations and interactions
respectively. Code is one of the pioneersof the idea of a two-step develop-
ment processwhere during the ¯rst step, programmers design the various
sequential components and then, in the secondstep, composethem into a
parallel structure. The graphs in Code depict data-°ow pattern of compu-
tation. Each node in Code could itself be another data-°ow graph. Thus it



X. Building Parallel Applications using Design Patterns iii

supports reuseof other data-°ow graphs by allowing recursive embedding
of graphs. As a major distinction between Code and HeNCE, graphs in
HeNCE depict control-°o w. In addition, Hence supports patterns support-
ing replication, pipeline, loop and conditional constructs.

Tracs is another graphical development system,however with somenew
concepts.Application development in Tracsconsistsof two distinct phases:
the de¯nition phase and the con¯guration phase. During the de¯nition
phase, the user de¯nes the three basic components of an application: the
messagemodel, the task model and the architecture model. The architec-
ture model de¯nes the software architecture of the parallel application in
terms of messageand task models. An architecture model de¯ned during
this phasecan be saved in a user-de¯ned library for later use.During the
con¯guration phase,the programmer constructs the complete application
from the basic components, either de¯ned during the de¯nition phaseor
selectedfrom the system libraries or both. Evidently , Tracs is one of the
¯rst systemsknown to us that is basedthe ideaof extensibility by providing
support for an extensible library of user-de¯ned architecture models.

It is worth mentioning here that unlike the design-level patterns in the
object-oriented domain (Gamma et al., 1994), the previous systemsin par-
allel computing support patterns not only at the design level but also at
the implementation level, that is: the design-level patterns are also pre-
implemented (similar in concept to a framework in the conventional soft-
ware engineeringterminology).

X.1.2 Limitations of the PreviousApproaches

Though the idea of design-and implementation-level patterns hold signif-
icant promise, in practice however, most of the pattern-based approaches
mentioned previously su®erfrom severe limitations. Someof these limita-
tions include: limited usability, lack of °exibilit y, limited to zeroextensibil-
it y.

Most systemssupport only a limited setof patterns in ad hoc ways. There
is no genericor canonical model of a pattern which, in turn, substantially
hampers the usability of the approach. Usability is also hampered by the
lack of a clear-cut methodology for composing various patterns in a single
application. Besidesusability, there are two other very important aspects:
°exibilit y and extensibility. Most of the systemsare hard-coded with a lim-
ited and ¯xed set of patterns, and often there is no clear way to add new
patterns to the system when required (that is, lack of extensibility). Fur-
thermore, if a certain desiredparallel pattern is not supported by a system,
often there is no alternativ e but to entirely abandon the idea of using the
particular approach (that is, lack of °exibilit y). The interested reader can
refer to the comprehensive paper by Singh et al. for a detailed look at the
desirable characteristics and the shortcomings of di®erent pattern-based
approaches in parallel computing (Singh et al., 1998).
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Tracs (Bartoli et al., 1995) is one earlier systemthat addressesthe issue
of extensibility. However, the type of extensibility realized inside Tracs is
restrictiv e. For instance: in Tracs a user can graphically create a 5-slave
master-slave pattern and save it inside the library for future use.However,
a genericmaster-slavepattern could havebeenmoreuseful for this purpose.

Complete graphical representation of parallel applications, as in many
of the previously mentioned approaches,also has its limitations. As one of
theselimitations, graphsalonemay not beenoughto convey the behavior of
an application. For instance: in the graphical representation of a 2-D data-
parallel mesh and a systolic array pattern, they might look structurally
identical. But these two patterns di®er signi¯cantly in their behavioral
aspects, which may not be elegantly conveyed in a graph.

DPnDP (Siu and Singh, 1997) is the ¯rst system known to us that ad-
dressesboth the issuesof °exibilit y and extensibility. It wasa nice attempt,
but unfortunately it concentrates only on the structural aspectsof a pattern
and ignoresthe behavioral aspects(for instance:parallel computing model,
communication-synchronization behavior inside a pattern) altogether. In-
spite of its limitations, DPnDP was a good learning experienceand it set
up the initial stagefor this research.

X.1.3 The PresentApproach

This research proposesa generic (i.e., pattern- and application- indepen-
dent) model for realizing and using parallel design patterns, useful for
solving network-oriented parallel applications. The model is basedon the
popular message-passingparadigm, which makes it suitable for a cluster
of interconnected workstations or PCs. The structural and behavioral at-
tributes associated with a parallel designpattern are abstracted in an ap-
plication independent manner. Theseapplication-independent abstractions
hide most of the low-level details which are commonly encountered in any
parallel application development (for instance:problem decomposition and
distribution, process/thread creation, process-processormapping, commu-
nication and synchronization, data packing and unpacking, load balancing,
etc). The set of abstracted attributes is generic for all patterns.

The term parallel architectural skeletonis usedto imply an application-
independent physical realization of a pattern. A parallel architectural skele-
ton can be regarded as a building block which contains the necessaryin-
gredients for constructing application-speci¯c virtual architectures, suitable
for solving problems that conform to a speci¯c parallel computing pattern
or a collection of patterns.

In the rest of the discussion,the terms architectural skeletonand skeleton
are used at places interchangeably with parallel architectural skeleton for
reasonsof conciseness.

Each architectural skeleton is a reusablecomponent that hides the low-
level, application-independent details related to the implementation of a
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particular parallel design pattern. By separating and pre-packaging those
application-independent details from application code enables a user to
reuse the sameskeleton again and again for di®erent applications, which
follow similar patterns. Furthermore, it liberates the user from the addi-
tional burden of many of the low level details and instead enableshim to
concentrate more on application-speci¯c issues.

In contrast to the other pattern-basedapproachesin parallel computing,
this approach is basedon a genericmodel which guides a user to system-
atically compose his application in a hierarchical fashion. The model is
genericbecauseit can be described in a way independent of patterns and
applications. Genericnessenhancesusability.

The model turns out to be an ideal candidate for object-oriented style of
design and implementation. It is currently implemented as a C++ tem-
plate library without necessitating any language extension. The C++-
implementation enablesa user to design and develop his parallel applica-
tions using one of the most popular mainstream programming paradigms
and languagesof today, without the extra burden associated with the learn-
ing of a new languageor of a new programming methodology. As discussed
later, the object-oriented and the library-based approach have an extra
bene¯t towards extensibility.

The library of skeletons supplies the reusable building blocks which
encapsulatethe structural and behavioral attributes associated with the
network-oriented patterns in parallel computing. The hierarchical compo-
sitional model, discussedin the next section, enablesa user to systemati-
cally composehis application using the desiredpatterns which can interact
with oneanother via standard interfacesand using both low- and high-level
communication-synchronization protocols.The inherent presenceof the hi-
erarchy and standard interfacesfor patterns make it possibleto re¯ne parts
of an application without a®ectingthe rest (hierarchical re¯nement is dis-
cussedin a later part of the chapter). Most of the attributes associated
with the skeletonsare parameterizedwhere the parametersdepend on the
needsof an application. Consequently it enablesthe sameskeleton or a set
of skeletons to be reused for employment in di®erent applications which
follow identical patterns but neednot necessarilybe the samein all other
aspects.All theseissuesmake the architectural-skeletonapproach unique in
comparisonwith the other pattern-basedapproachesin parallel computing.

X.2 The Architectural-Skeleton Model

A parallel architectural skeletonis a set of attributes that encapsulatethe
structure and behavior of a pattern in parallel computing in an application-
independent manner. The attributes are parameterized where the param-
eters depend on the needsof an application. A user subsequently extends
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FIGURE X.1. Relationships betweena parallel architectural skeleton, an abstract
module and a module

a skeleton by specifying the parameters associated with the attributes, as
neededby the application at hand. Figure X.1 approximately illustrates
the various phasesof application development using parallel architectural
skeletons.As shown in the ¯gure, di®erent extensionsof the sameskeleton
can result in somewhat di®erent abstract parallel computing modules (ab-
breviated as an abstract module). An abstract module is yet to be ¯lled in
with application code.Oncean abstract module is suppliedwith application
code, it results in a concrete parallel computing module (abbreviated as a
concrete module or simply a module). A parallel application is a systematic
collection of mutually interacting, instantiated modules.

An abstract module inherits all the properties associated with a skeleton.
Moreover, It hasadditional components that dependon the speci¯cations of
a given application. In object-oriented terminology, an architectural skele-
ton can be described as the generalization of the structural and behavioral
properties associated with a particular parallel pattern. An abstract mod-
ule is an application-speci¯c specialization of a skeleton.

Figure X.2 diagrammatically illustrates the anatomy of an abstract mod-
ule (in this case,the module extendsthe data-parallel architectural skeleton
designedfor 2-D meshtopology). An architectural skeleton is formally de-
¯ned as follows:
De¯nition : A parallel architectural skeleton, As, is an application inde-
pendent abstraction comprising of the following set of generic attributes,
f Rep, B E, Topology, PI nt , PE xt g. An abstract module is an application-
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FIGURE X.2. Diagrammatic representation of an abstract module

speci¯c extension of a skeleton. Let Am be such an abstract module that
extends the skeleton, As. The various attributes inherited by Am (from
As) are described in the following:

² Rep is the representativ e of Am. When ¯lled in with application code,
Rep represents the module in its action and interaction with other
modules.

² BE is the back-end of Am. Formally, B E = f Am 1, Am 2,..., Am n g,
where each Am i is itself an abstract module. The notion of modules
inside another module results in a tree-structured hierarchy. Am, at
the root of this tree, is the parent and each Am i is its child. Mod-
ules Am i and Am j belonging to the sameback-end are peers of one
another.

² Topology is the interconnection-topology speci¯cation of the modules
inside the back-end (BE), and their connectivity speci¯cation with
Rep.

² PI nt is the internal communication-synchronization protocol of Am
and its associated skeleton, As. The internal protocol is an inherent
property of the skeleton, and it capturesboth the parallel computing
model of the corresponding pattern and the topology. Formally, PI nt

is de¯ned asa set of primitiv e commands.Using the primitiv esinside
PI nt , the representativ e of Am can interact with the modules in its
back-end, and a module in the back-end can interact with its peers.

² PE xt is the external communication-synchronization protocol of Am
and is de¯ned as a set of primitiv e commands.Using the primitiv es
inside PE xt , Am can interact with its parent and the peers.Unlike
PI nt , which is an inherent property of the skeleton, PE xt is adaptable.
I.e., Am adapts to the context of its parent by using the internal
protocol of its parent as its external protocol.
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Though an abstract module is an application-speci¯c specialization of
an architectural skeleton, it is still devoid of any application code. User
writes application code for an abstract module using its communication
and synchronization protocols, PI nt and PE xt . A code-completeabstract
module is called a concrete parallel computing module, or simply a module.
A parallel application is a hierarchical collection of instancesof the modules.

The notion of parent-child relationships amongmodulesresults in a tree-
structured hierarchy. A parallel application can be viewed asa hierarchical
collection of modules,constituting of a root module and its children forming
the sub-trees.This tree is called the HTree associated with the application.
For instance: (1) in a Master-Slave application, the Master module forms
the root of the hierarchy, and the dynamically replicated children Slave
modules form the sub-trees. (2) In an application consisting of the three
modules: Producer , Worker and Consumer, a compositional module that
extends the compositional skeletonforms the root of the hierarchy, and its
three children (i.e., Producer , Worker and Consumer) form the sub-trees.

The concept of HTree is important, becausethe object-oriented imple-
mentation dynamically constructs the hierarchy associated with an appli-
cation, while completely hiding it from the user.A singleton module, which
resembles a single processin conventional parallel computing and conse-
quently has no children, forms a leaf in the hierarchy. HTrees are diagram-
matically illustrated for the examplesdiscussedin section X.5.

Examples in section X.5 illustrate the various conceptsassociated with
the model and its implementation, including examplesof someof the pro-
tocolsand an illustration of hierarchical re¯nement. A more formal descrip-
tion of the model can be found in the PhD thesis (Goswami, 2000).

X.3 An Object-Oriented Implementation

The following discussionpresents some key-issuesrelated to the present
object-oriented implementation of the model. The paper by Goswami et
al. contains additional information regarding the object-oriented features
of the implementation (Goswami et al., 1999b).

The model has been currently implemented using industry standard
C++ (SunCC compiler, V 4.1) without necessitatingany languageexten-
sion. MPI (Gropp et al., 1994), the proposedstandard messagepassingin-
terface, is used as the underlying communication-synchronization library .
There are several vendors who are currently working towards the imple-
mentation of the MPI standard (presently 2.0) as proposed by the MPI
forum (MPIF). The current implementation of the model usesLAM 6.1,
initially developed at the Ohio Supercomputing Center and now main-
tained and extended at the University of Notre Dame, USA. LAM (Local
Area Multicomputer) is an MPI programming environment and develop-
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ArchitecturalSkeleton

CompositionalSkeleton SingletonSkeleton ReplicationSkeleton

DataParallelSkeleton DivideConquerSkeleton PipeLineSkeleton

PROT_Net PROT_DataParallel PROT_Repl PROT_DivideConquer

PROT_1DMesh PROT_2DMesh PROT_HyperCube

PROT_PipeLine

ProtocolBase

FIGURE X.3. High level classdiagram of the skeleton-library

ment/debugging system for heterogeneouscomputers on a network. It im-
plements the complete MPI-1 standard and many of the MPI-2 features.

A textual interface based on a speci¯cation language whose parser is
implemented in Perl (Wall et al., 1996)helps the user in the various stages
of application development. The textual interface is parsedto produce the
front-end C++ code which is subsequently compiled and linked with the
skeleton-library to generatethe executable.However it must be emphasized
here that the use of a speci¯cation languageis not a languageextension.
It merely helps the user to bypasscertain laborious and often monotonous
C++-related details that can easily be generated using Perl. An expert
in C++, for example, may want to directly develop his application in the
languageof his expertise without going through the speci¯cation-language
phase.

Other important featuresof the implementation include: (1) useof C++
operator-overloading to implement certain primitiv e operations inside pro-
tocol classes.(2) Useof marshalingand un-marshalingmechanismswhereby
the data attributes of an entire object can be marshaled, shipped over a
communication link and then un-marshaled, without the usual hasslesof
data packing and unpacking. All these issueswill be illustrated in sec-
tion X.5.

Figure X.3 illustrates the high-level classdiagram behind the design of
the skeleton library . It usesthe standard UML (Booch et al., 1999)notation.
For simplicit y, the ¯gure does not illustrate the relationships between the
skeleton classesand the various protocols. The various attributes and the
methods associated with each class,and the formal parameters,in the form
of templates, associated with each inherited skeleton classare not shown
for a cleanerrepresentation.

It is worth mentioning here that the library of architectural skeletons
exhibits the characteristics of a framework in the conventional software
engineeringterminology. In that context, the skeleton-library could alsobe
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called a framework for developingnetwork-based parallel applications.

X.4 SelectedPatterns in Parallel Computing

Beforediscussingthe examplesthat demonstratethe ideabehind the model
and its implementation, we considered it prudent to discuss two of the
patterns in parallel computing which are used in the examples.A reader
already familiar with thesepatterns can skip this section and move to the
next section.

The following discussionbrie°y presents two of the patterns frequently
encountered in parallel computing: the dynamic replication pattern and the
compositional pattern. The description of the patterns is general, that is:
they are not discussedfrom the perspective of the model. Next sectionwill
illustrate the physical realization of these patterns within the boundaries
of this approach. The following discussion uses the commonly accepted
format presently usedin writing patterns (Meszarosand Doble, 1997) and
discussesonly the mandatory elements required in describing patterns for
reasonsof conciseness.

X.4.1 Dynamic Replication of Modules

Con text : Your design and development of a parallel application has to
deal with a situation where a sequential-computing module has to work
collectively with a group of other modules. It may be the casethat the
sequential module may not be in pace with the other modules. This will
de¯nitely slow down the entire application if the other modules need to
rely on its outcome. Accordingly, it might be necessaryto replicate the
workload of the sequential module to speedupits performance.

Con text : The problem here is to ¯nd a convenient methodology to repli-
cate workload of the out-of-pacesequential module so that the other mod-
ules in the application are not a®ectedin any respect.

Forces:

² Speedupis obviously the biggest consideration here.

² It is possible that the someof the other modules of the application
are developed by somebody else.You needto handle your part of the
bottleneck without bothering others.

² Not all applications in the abovegeneralcontext aresuitable for repli-
cation. For instance:the workload of a module canbeeasilyreplicated
if it performs somerepeatedcomputations, for instance inside a loop,
and each iteration is independent of the other. Moreover, no commu-
nication is involved in the middle of a computation phase.Replication
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is achieved by assigningthe workload of each iteration to a separate
module, thus overlapping their executionsin time. This type of situa-
tion is most frequently encountered when the modulesin the previous
context form a pipeline. Each pipeline stageperforms somerepeated
computation which can easily be replicated, at least theoretically.

² Automatic replication is not easy to implement. An e±cient im-
plementation has to deal with issues like dynamic distribution of
workload and balancing of system load without compromising per-
formance. For instance: if the CPUs are already overloaded, further
replication will in fact degradeperformance.

Solution : A solution to this problem will depend on a more precisecon-
text. For instance: for a user of the architectural-skeleton library , the so-
lution will be to use the replication skeletonwhich implements a dynamic
replication pattern. Replacethe out-of-pace sequential-computing module
with a replication module, that extendsthe replication skeleton. Distribute
the work-load of the original sequential module to dynamically replicated
Worker modules,whereeach Worker is a child of the replication module. A
Worker can be a sequential module (also called a singleton module in the
context of this model). Sinceeach Worker exclusively dealswith its parent,
the replication module, and the interfaceof the replication module with the
rest of the modules remain unchanged from before (in the context of this
model), the other modulesare una®ectedby this change.As an illustration,
refer to the next section.

X.4.2 Support for Hierarchical Pattern Composition

Con text : A parallel application-module that you are developing involves
several patterns in parallel computing, which need to be interconnected
in somearbitrary fashion to create a desiredtopology. The interconnected
patterns need to interact with one another, which might involve a good
majorit y of interaction behaviors including collective communication (for
instance: scatter, gather and reduce typesof operations) and peer-to-peer
broadcasting.The application-module that you are developing will itself be
a part of a bigger, more complex parallel application.

Problem : How to achieve hierarchical pattern composition?

Forces: The following issuesneedconsideration while choosing a solution
to the problem:

² Flexibilit y is one of the mandatory requirements of all pattern-based
approaches in parallel computing. The approach should be °exible
enough to enable a user to intermix patterns as desired, or enable
him to bypass patterns in order to build applications from scratch.
Flexibilit y often enhancesusability.
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² An e±cient implementation of hierarchical pattern composition is
a fairly complicated issue. One of the factors that need considera-
tion is the dynamic load-balancing of the composedmodules in the
processor-cluster,whereeach module might contain other modulesas
well. Dynamic load-balancing is itself a major research interest. Note
that an imbalance in load might causesevere performancedegrada-
tion, which may mask o®any possiblegain.

Solution : The solution to this problem will depend on a more precise
context (other than the general context described before) of the problem.
For instance: in the context of a user of the architectural-skeleton library ,
the solution will be to use the compositional skeleton that implements a
compositional pattern. Extend the skeleton appropriately to create an ab-
stract module, which we call here the compositional module. Each of the
patterns to be composed is realized as a module in this model's context,
and it becomesa child of the compositional module. By default, the com-
posedchildren modules inside the compositional module form an all-to-all
interconnection topology. The internal protocol, PROT Net, of the compo-
sitional skeleton supports the desired communication-synchronization re-
quirements of the composedmodules. Note that the compositional module
can itself be a part of another module, thus satisfying the \hierarc hy" re-
quirement of the problem. Each abstract module becomesconcreteassoon
as it is code-complete.As an illustration, refer to the next section.

X.5 Examples

The following examples illustrate the concepts behind the architectural-
skeleton model, discussedin section X.2, and also illustrate the various
issuesrelated to its implementation and use. The exampleswill be revis-
ited in a following section while analyzing the software engineeringrelated
aspects of the model and its implementation.

X.5.1 Hello World

This ¯rst exampledoesnothing more than simply printing the string \Hello
World". Obviously a single processstructure is suitable for this purpose,
which can be realized using the singleton skeleton. As a property of this
skeleton, any module that extends it contains only the representativ e and
the back end of the module (that is, BE) is empty. Consequently , the in-
ternal protocol, PI nt , is not required and henceit is an empty set. For the
samereason,the topology attribute is also void.

The following code segments illustrate the user'sportion of the code that
usesthe current speci¯cation language:
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// My simple sequential program.
MyModuleEXTENDSSingletonSkeleton
{

Rep {
printf ("Hello World\n");

}
}

Though it looks quite trivial, the example demonstratesmany important
aspects of the model and its implementation. MyModuleis a parallel com-
puting module that extends the singleton skeleton. Repcorresponds to the
representativ e of the module. When Repis empty, what we have is an ab-
stract module. Filling in of Repwith application code (in this case,inserting
the code for printing the string \Hello World") results in the concretemod-
ule, MyModule. Clearly, an abstract module is a module without application
code.

As stated before, the back end of MyModuleis empty (that is, the mod-
ule exclusively contains the representativ e) and henceits internal protocol,
PI nt , is unde¯ned. The module resembles a single processin the conven-
tional parallel computing terminology. As a stand alonemodule, MyModule
has no parent and henceits adaptable external protocol, PE xt , is also void
in this case.The module is both the root and the leaf of the single-node
HTree. All these issueswill be further clari¯ed in the next example.

The speci¯cation language parser, implemented in Perl, translates the
previous code to the following C++ code, inserted in the ¯le Pmain.cc:

// Automatically generated file: Pmain.cc.
#include "BasicDef.h"
#include "VoidClass.h"
#include "SingletonSkeleton.h"
// Global definitions will go below:
//--------------------------------------
//--------------------------------------
// Generated code for module: "MyModule"
class MyModule : public SingletonSkeleton <Void>
{
public:

MyModule() {};
virtual void Rep() {

printf ("Hello World\n");
}

// Miscellaneous local definitions go below:
//-----------------------------------------

};
void Pmain()
{

MyModuleTopLevel_524;
TopLevel_524.Run();

}

The automatically generated¯le, Pmain.cc, is subsequently compiled and
linked with the skeleton library to produce the executable, which ¯nally
runs on a cluster of workstations or PCs.



xiv Goswami, Singh and Preiss

Evidently , the speci¯cation languageand its parser merely reducesome
of the laborious and monotonouscoding, and implicit details (for instance,
choosing the right protocols) on the part of the user. If desired, the user
can simply write his application in pure C++ syntax, thus bypassing the
speci¯cation languagephase.

As the generated code segments suggest,C++ templates are used to
realize certain statically con¯gurable parameters associated with the at-
tributes. For instance, in the previous code, the single template-parameter
associated with the singleton skeleton corresponds to its adaptable exter-
nal protocol, PE xt . The value parameter Void, in this case,implies that
the external protocol is void (or, unde¯ned).

X.5.2 A GraphicsAnimation Application

The following example further elaborates the model and its implementa-
tion. It illustrates an irregular composition of modules using the composi-
tional skeleton. Moreover, it emphasizeson issueslike re¯nement and also
illustrates some of the useful features of its present object-oriented im-
plementation, for instance: automatic data marshaling and un-marshaling
mechanisms; use of operator overloading in C++ to implement certain
primitiv e operations inside protocol classes.

Let us considerthe graphicsanimation program (Singh et al., 1998)con-
sisting of three modules: Generate, Geometry and Display . The program
takes a sequenceof graphics images, called frames, and animates them.
Generate computesthe location and motion of each object for a frame. It
then passesthe frame to Geometry, which performs actions such as view-
ing transformation, projection and clipping. Finally, the frame is passedto
Display , which performs hidden surface removal and anti-aliasing. Then
it stores the frame onto the disk. After this, Generate continueswith the
processingof the next frame and the whole processrepeats.

The following illustration suggestsone way of implementing it using the
speci¯cation language.The implementation usesthe compositional skele-
ton and the singleton skeleton. The compositional skeleton implements the
compositional pattern, discussedin the previous section. Here, the Root
compositional module (that is, Root extends the compositional skeleton)
forms the root of the hierarchy. The three children of Root are Generate,
Geometry and Display , and they form the subtrees. Initially each of the
three children is a singleton module, and henceis a leaf of the hierarchy (re-
fer to Figure X.4(a)). By default, the three child modules form an all-to-all
interconnection topology.

The internal protocol, PI nt , associated with the compositional skeleton
is PROT Net = f Send(...), Receive(...), Broadcast(...), Spawn(...),...g. Ac-
cordingly PROT Net becomesthe external protocol (that is, PE xt ) for each
of the three children (refer to section X.2).

GenerateGeometryand GeometryDisplay are userde¯ned classeswhose
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data attributes can be marshaled,shipped over a communication link and
then un-marshaled, without the usual hasslesof data packing and un-
packing as in MPI. Their constituent data members are either system de-
¯ned wrappers of standard data types or other user de¯ned types. The
example also illustrates the use of C++ operator overloading as an alter-
native way for implementing and using certain primitiv e operations inside
PROT Net (for instance: Send(...), Receive(...)).

// ******************************************************
GLOBAL{
// Any global definition may go here.

#include "geom.h"
#define MAXIMAGES120

// The following defines a marshal-able class.
class GenerateGeometry : public UType {

Int imageNumber; // "Int" is a System defined marshal-able
// wrapper for "int"

ObjTable table; // "ObjTable" is a marshal-able class
// defined in "geom.h"

public:
// Marshal() "this" object
virtual void Marshal() {imageNumber.Marshal(); table.Marshal();};
// Un-marshal "this" object
virtual void UnMarshal() {imageNumber.UnMarshal();

table.UnMarshal();};
// Constructor(s) etc...
...

};

// Another marshal-able class definition.
class GeometryDisplay : public UType {

Int imageNumber;
Int nPoly;
PolyTable table; // "PolyTable" is another marshal-able class

// defined in "geom.h"
public:

virtual void Marshal() {imageNumber.Marshal(); nPoly.Marshal();
table.Marshal();};

virtual void UnMarshal() {imageNumber.UnMarshal();
nPoly.UnMarshal(); table.UnMarshal();};

// Constructor(s) etc...
...

}
}
// ******************************************************
// The "Root" module, which is at the root of the hierarchy.
// It has three child modules: Generate, Geometry and Display.
Root EXTENDSCompositionalSkeleton
{

CHILDREN= Generate, Geometry, Display;
Rep {
// The representative code goes here. In this case, the
// representative has no functionality and hence it is empty.
// If needed, Rep can interact with the three children using
// the primitives inside the internal protocol, PROT_Net.
}

}
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// ******************************************************
// The "Generate" module, which extends the singleton skeleton.
Generate EXTENDSSingletonSkeleton
{

// A singleton module can have no children.
Rep {

// The representative code goes here.
int image;
GenerateGeometry Work;
for (image = 0; image < MAXIMAGES; image++){

ComputeObjects (Work);
Geometry << Work;

// The above operation is a memberprimitive of the external
// protocol: PROT_Net.An alternative option is to use:
// Send(Geometry, Work, context).

}
}
// All local definitions go below:
LOCAL{

void ComputeObjects(GenerateGeometry& Work)
{
// User code for "ComputeObjects" goes here.
}

}
}
// ******************************************************
// The "Geometry" module.
Geometry EXTENDSSingletonSkeleton
{

Rep {
int image = 0;
GenerateGeometry Work;
GeometryDisplay Frame;
for (image = 0; image < MAXIMAGES; image++){

Generate >> Work;
// The above operation is a memberprimitive of the external
// protocol: PROT_Net.An alternative option is to use:
// Receive(Generate, Work, context).

DoConversion(Work, Frame);
Display << Frame;

}
}
LOCAL{

// local definition of DoConversion(...) goes here.
}

}
// ******************************************************
// The "Display" module.
Display EXTENDSSingletonSkeleton
{

Rep {
int image;
GeometryDisplay Frame;
for (image = 0; image < MAXIMAGES; image++) {

Geometry >> Frame;
DoHidden(Frame);
WriteImage(Frame);

}
}
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LOCAL{
// Local definitions of DoHidden(...) and
// WriteImage(...) go here.

}
}
// ******************************************************

As in the previousexample,the speci¯cation languageparserautomatically
generatesthe front-end C++ ¯le Pmain.cc, which is subsequently compiled
and linked with the skeleton-library to generatethe executable.

X.5.3 Hierarchical Re¯nement

It is generally the casethat Display module, which performs actions such
as hidden surface removal and anti-aliasing, is the most time intensive of
the three children modules.Consequently , the singleton Display module is
replacedwith another module, of identical name, that extends the replica-
tion skeleton. The replication skeleton implements the replication pattern
(refer to the previous section).

The work load of the new Display module is now distributed amongdy-
namically replicated Worker modules, each of which is a child of Display .
The internal protocol, PI nt , for the replication skeleton is PROT Repl.
Consequently PROT Repl becomesthe external protocol for each repli-
cated child Worker.

Note that none of the other modules is a®ectedby this change. This
type of localized replacement, whereby a subtree of the original HTree is
replacedwith another without a®ectingthe rest, is called a re¯nement. The
changein the implementation is illustrated next.

// The refined "Display" module.
Display EXTENDSReplicationSkeleton
{

//The dynamically replicated children of "Display"
CHILDREN= Worker;
Rep {

int image = 0;
int success;
GeometryDisplay Frame;
while (True){

success = True;
while ((image < MAXIMAGES)&& success){

Geometry >> Frame;
// The above operation is a memberprimitive of
// the external protocol, PROT_Net.
image++;
success = SendWork(Frame);
// The above operation is a memberprimitive of
// the internal protocol PROT_Repl.

}
if (!success) {// Do it myself, if not successful in

// assigning it to a worker.
DoHidden(Frame);
WriteImage(Frame);
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FIGURE X.4. HTree before and after re¯nement

}
if (image == MAXIMAGES)break;

}
}
LOCAL{
// Local definitions of DoHidden(...) and WriteImage(...)
// go here. Another possibility is to define them globally,
// since these methods are used in more than one module
// (refer to the following).
}

}

// Each replicated "Worker" module
Worker EXTENDSSingletonSkeleton
{

Rep {
GeometryDisplay Frame;
ReceiveWork(Frame);
// The above operation is a memberprimitive of
// the external protocol, PROT_Repl.
DoHidden(Frame);
WriteImage(Frame);

}
LOCAL{

// Local definitions of DoHidden(...) and
// WriteImage(...) go here.

}
}

Figure X.4(a) illustrates the HTree before re¯nement. Figure X.4(b) il-
lustrates the modi¯ed HTree after re¯nement, which shows that only the
subtree with Display at its root is a®ectedby this change.

X.6 Software EngineeringIssues

This section focuseson the various software engineeringrelated aspects of
the model.
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X.6.1 Reuse

There are two types of reuse we can talk about: (a) reuse of code for
patterns, and (b) reuseof application code. The ¯rst oneis quite evident in
this model, since each architectural skeleton extracts and implements the
structural and the behavioral attributes associated with a pattern in an
application-independent manner. The various parameters associated with
these attributes (for instance: dimensions of a mesh, width of a divide-
conquer tree, selection of appropriate protocol(s), etc.) enable the same
skeleton to be con¯gured to the needsdi®erent applications as abstract
parallel computing modules. The abstract modules becomeconcrete with
the insertion of application code.

Regarding the reuse of application code, it is a known fact that par-
allel application code is nothing but sequential code with embedded par-
allelism constructs (for instance: calls to primitiv e methods belonging to
various protocol classes).In fact, a parallel application can be viewed as
a restructuring of the original sequential code with embedded parallelism
constructs. A smart restructuring enablesgood chunks of the original se-
quential code to be reused.For instance,in the graphicsanimation example
in the previous section, the proceduresDoHidden(:::), DoConversion(:::)
and W r iteI mage(:::) are reused,except for minor changesrelated to the
passed parameter-type(s), from the original sequential code. Moreover,
these reused procedurescontain the majorit y of the coding of the entire
application.

X.6.2 Genericness

As opposed to being ad hoc, each architectural skeleton is de¯ned in a
generic fashion (that is: in a pattern- and application-independent man-
ner) with its universal set of attributes. Many useful patterns in parallel
computing are realized inside the frameworks of the generic model (refer
to Figure X.3). Each parallel computing module can interact with other
modules via standard interfaces (i.e., the representativ es), a well-de¯ned
set of protocols and using a universal set of rules. The generic approach
enhancesusability.

X.6.3 Composition Using Patterns

A parallel computing module cancontain other modulesinside its back end,
and thus pattern composition is an inherent property of the model. The
compositional skeletonsupports irregular composition of patterns inside the
back end, with no restriction on the typesof patterns that can be composed
(refer to sectionX.4). Thus, a compositional module, which is an extension
of the compositional skeleton, can contain other compositional modules as
well. Standard interfacesfor all modulesand a well-de¯ned adaptation rule
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make pattern composition extremely feasible.

X.6.4 Hierarchical Re¯nement

The sameset of characteristics of the model that facilitates pattern com-
position alsosupports hierarchical re¯nements of an application. A parallel
computing module can be viewed as a black-box, where the only visibilit y
from the outside world is in the action of the module, and in its interface
and interaction with other modules. As long as thesethree factors remain
unchanged, the module can always be replaced for betterment with an-
other module, which implements someother pattern(s), without a®ecting
the rest of the application.

Hierarchical re¯nement is already illustrated for the graphics animation
examplein sectionX.5.2, where the singleton Display module is re¯ned to
a dynamically-replicated module of identical name. Figure X.4 illustrates
the a®ectof re¯nement on the hierarchy.

X.6.5 Separation of Concerns

Also known as separation of speci¯c ations, it is a desirable characteristic
of all pattern-basedapproaches.By extracting the application-independent
components of patterns into architectural skeletons, there is a clear sepa-
ration between application code and application-independent issues.The
application-independent components hide most of the low-level details re-
lated to processand topology creation, process-processormapping, com-
munication and synchronization, load balancing, data marshaling and un-
marshaling, and numerous other issues.These pre-packaged components
are tested to be reliable, provided they are used correctly. Thus, by sepa-
rating theselow-level concernsfrom a userenableshim to concentrate more
on application-related issues.

X.6.6 Flexibility

Flexibilit y is one of the major concernsassociated with all pattern-based
approaches (Singh et al., 1998). Often, if a certain desired pattern is not
supported by a pattern-based system (or a similar framework), there is
no alternativ e but to entirely abandon the idea of using the particular
approach.

MPI (Gropp et al., 1994) is known to be extremely °exible becauseof
its proven applicabilit y in solving a vast majorit y of parallel applications
known to us at this moment. Often, di®erent solution strategies can be
planned in solving an application using MPI, which puts the user at com-
plete ease.Inside the frameworks of this model, that type of °exibilit y
could be achieved if many of the featuresof MPI could be supported. That
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is the main idea behind the compositional skeleton and its associated pro-
tocol, PROT Net. The compositional skeleton with the help of its internal
protocol PROT Net can support many of the useful features of the MPI
programming model, and can be used to substitute patterns if an appli-
cation demands so. Moreover, a compositional module is like any other
module from the model's perspective, and thus can be usedin conjunction
with the other patterns supported by the model. This could provide added
°exibilit y to the user.

X.6.7 Extensibility

As mentioned previously, lack of extensibility is another major concern
associated with most pattern-based approaches (Singh et al., 1998). Most
of these systemsare hard-coded with a limited and ¯xed set of patterns,
and often there is no clear way to add new patterns to the system when
required.

In contrast, the architectural-skeleton approach is intended to be ex-
tensible. A couple of factors favor extensibility: (1) the generic approach
helps in setting the standard for the various components of a skeleton and
their individual functionalit y. It also sets the standard for pattern com-
position, interface and interaction. Contrast this with an ad hoc set of
skeletons, where adding anything new will only be through sheer brute
force technique. (2) The object-oriented and library-based approach favor
extensibility. Object-oriented feature like polymorphism enablesnew skele-
ton classesto be extendedfrom the skeleton baseclassor from the existing
skeleton classes.In the processof designingand implementing a new skele-
ton, a systematic collection of virtual methods need to be ¯lled in by the
implementer for re°ecting the characteristics of the new skeleton.

X.7 Proof of Concept:Experiments and Results

Experiments were conducted to assessthe system. The set of experiments
can be sub-divided into two main categories,basedon performancemea-
surement and the software quality measurement.

X.7.1 Performance Measurement

A collection of non-trivial and useful parallel applications were imple-
mented, using both the architectural skeleton approach and direct imple-
mentation in MPI. In each case,the speedupratio was measuredwith re-
spect to the best possiblesequential application. The underlying hardware
was a cluster of Sun Sparc workstations connectedwith a low-speed Eth-
ernet network. Theoretically, speed-updependson the granularit y (that is,
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the ratio of computational time to communication overhead,between two
successive communication points) of an application. Signi¯cant speedup
was observed for each high granularit y application (for instance: speedup
of the order of 6.5 was achieved for certain image processingalgorithm,
using a cluster of 10 processors).The observed performancedi®erencewith
MPI is within 5%, which can be mainly attributed to the fact that the
skeleton-library is implemented as an extremely thin layer on top of MPI.
A detailed discussionabout the experiments and the results is beyond the
scope of this paper. The interested reader can refer to the other papers
by the authors (Goswami et al., 1999a;Goswami et al., 1999b; Goswami,
2000).

X.7.2 Software Quality Measurement

A comprehensivestudy wasperformedto assessthe softwarequality related
aspects of the system. The concept of software metrics is well established
and a variety of software metrics have been used over time to measure
the qualities of software products. In this study, some candidate metrics
for measuringsoftware qualities, especially complexity, werecollected(e.g.,
Halstead software sciencemetrics (Halstead, 1977), McCabe's cyclomatic
complexity metrics (McCabe and Butler, 1989)). The experiments involved
architectural skeletons,Frameworks (Singh et al., 1991), Enterprise (Scha-
e®eret al., 1993) and direct implementations using MPI. The study sug-
gests that the use of skeletons signi¯cantly lowers software complexity as
compared to the code written from scratch using MPI. A detailed discus-
sion of the study is beyond the scope of this paper. The interested reader
can refer to the comprehensive description of the work (Tahvildari, 1998;
Tahvildari and Singh, 2000).

X.8 Conclusionand Future Directions

The paper presents a generic model for designing and developing parallel
applications, and is basedon the idea of designpatterns. The model is an
ideal candidate for implementation using object-oriented techniques. The
object-oriented approach hasbeenusedto build an application-independent
library of skeletons,while keeping in mind extensibility as one of the ma-
jor issues.Other issuesof equal importance which form integral parts of
the model are: °exibilit y, reusability, separation of speci¯cations, inherent
support for hierarchical pattern composition and hierarchical re¯nement.

The present set of architectural-skeletons supports those patterns for
coarse-grainmessage-passingcomputation which can provide good perfor-
mance in a networked MIMD environment. Research is in progressto in-
corporate new skeletonsfor such an environment.
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