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Abstract
Several recently proposed microprocessor architectures provide increased performance through out-of-order and/or speculative superscalar execution. These architectures are complex and may require changes to the instruction set. Alternatively,
multi-threaded architectures attempt to increase pipeline utilization by concurrently
executing instructions from different threads.
This paper describes a multi-threaded superscalar architecture called Hobbes. In
the proposed architecture, up to two instructions can be issued per cycle from any of the
four on-board threads. Instructions are issued in-order, without branch prediction. It is
argued that using multi-threading increases the available instruction-level parallelism
without needing to support complex techniques such as out-of-order issue, registerrenaming, branch prediction, and load by-passing of stores.
Results from trace-driven simulations of the architecture are presented. It is shown
that, with similar execution, cache and memory resources, Hobbes can provide better
performance than a more complex, out-of-order, superscalar processor.
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Introduction

Current microprocessor designers seem once more to be eschewing simplicity and tending
towards increased complexity. With larger die sizes, it has been much easier to add complex,
performance-enhancing features which have been too costly to consider in the past. However,
adding these features can greatly multiply development times and costs. Every so often, it
is important to rethink the assumptions of current trends and to consider whether or not
there are alternative, perhaps better, possibilities. The Hobbes micro-architecture has been
designed to suggest one such possibility[?].
The rest of this paper is organized as follows. Section 2 reviews previous work in multithreaded and superscalar architectures. The Hobbes micro-architecture is described in Section 3. The results from trace-driven simulations of Hobbes are presented in Section 4. A
summary of the paper and conclusions are given in Section 5.
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Background

The Hobbes micro-architecture draws its inspiration from two widely differing architectures:
multi-threaded and superscalar. It is hoped that the marriage of the fundamental concepts
of these architectures will build upon their respective strengths and compensate for their
corresponding weaknesses, allowing a hybrid to be greater than the sum of its parts. However,
in order to understand the hybrid architecture, it is important to understand its components.

2.1

Multi-threaded Architectures

Multi-threaded processors can concurrently execute instructions from more than one thread.
The contexts for multiple threads are stored on-board, which allows instructions to be issued
from different threads. Traditional multi-threaded architectures have usually implemented
a round-robin execution strategy which switches the instruction execution to a new thread
every cycle. The early Control Data 6600 Peripheral and Control Processor[?] used ten
threads to share an execution pipeline, in order to hide memory latencies that were an order
of magnitude longer than arithmetic operations. The more recent Tera Horizon[?] consists
of several hundred multi-threaded processors connected through a communication mesh to
several hundred memory modules. Each processor switches execution to a new thread every
cycle, choosing from up to 128 threads.
An alternative proposal, based upon the MIPS R2000, suggests an organization different
from most multi-threaded processors[?, ?]. The goal of the work was to develop an architecture which would, with the smallest number of active threads, provide performance at
least equal to, and usually better than, a similar single-threaded processor within a generalpurpose computing environment. When only one thread is available, the architecture functions almost identically to a standard R2000 and experiences similar performance. However,
when the processor has two or more active threads available, it attempts to keep the pipeline
full by immediately switching to another thread upon encountering a hazard or cache miss.
This structure avoids some of the problems of earlier multi-threaded architectures by providing good performance when only one thread is available, and provides the benefit of increased
performance when more threads are available for execution.
The basic difficulty with the use of multi-threading to increase pipeline efficiency within
a general purpose computing environment is that single-threaded processors already use the
pipeline with reasonable efficiency. There are rapidly diminishing returns on attempting to
increase the use of the basic pipeline; if it requires a great deal of chip area to increase usage
by small percentage, then that area may be better spent pursuing other, more cost-effective,
structures.

2.2

Superscalar Architectures

Superscalar processors improve performance by reducing the average number of cycles required to execute each instruction (CPI). This is accomplished by issuing and executing
more than one independent instruction per cycle, rather than limiting execution to just one
instruction per cycle as in traditional pipelined architectures. The number of independent
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instructions available per cycle is called the available instruction-level parallelism. For superscalar architectures to experience speed-up over traditional pipelined architectures they
require the average level of available instruction-level parallelism to be greater than one.
There have been a number of different papers investigating the limits of instructionlevel parallelism in object code. Jouppi and Wall suggest that the limit varies between 1.6
and 3.2 [?], Smith and Johnson found that it was between 2.4 and 2.6 [?], and Butler and
Yeh argued that it was higher, somewhere between 2 and 5 [?]. The higher figures achieved
by the last two groups, were found by executing benchmarks on processors that supported
speculative, out-of-order issue. It is important to note that there has yet to be a successful
commercial implementation of a speculative, out-of-order superscalar processor because the
high costs and complexities involved with the architecture. The limits reported by Jouppi
and Wall were for code that had been statically scheduled by the compiler and executed
in-order. While static scheduling increases the level of instruction-level parallelism, dynamic
scheduling in hardware provides better results.
In an attempt to explore the limits of instruction-level parallelism and suggest an architecture which would take advantage of them, Mike Johnson has proposed a speculative,
out-of-order superscalar architecture[?]. While this architecture has only been simulated,
its expected performance shows that a well designed superscalar architecture can achieve
a speed-up of 1.94 over an equivalent pipelined architecture on code compiled for pipeline
execution. These results would seem to justify implementing speculative and out-of-order
structures.

2.3

Related Work

In response to the complexity of a full out-of-order superscalar processor, and in search of
even more instruction-level parallelism, a few researchers have investigated combining the
ideas of multi-threaded architectures with the ideas of superscalar architectures. While each
reports significant speed-up, none of them compare the estimated cost/performance with an
out-of-order superscalar processor.
Two of the proposals, [?] and [?], suggest some basic ideas about combining multithreaded and superscalar architectures. Unfortunately their simulations ignore too many of
the details about hardware costs, memory architectures and real programs to provide useful
results. A more detailed proposal was described by researchers from the University of Texas
at Austin[?]. They proposed a processor with two or more threads, that gives each thread a
separate integer core, instruction cache, data cache and branch target buffer. The threads
share the floating point unit and the memory bus interface, two of the most expensive items
on current chips. To provide fair comparisons, they estimated the area for each component
and only compared processors of equivalent chip area. They found that for a common area
cost of approximately 2.4 times that of an Intel i860, a four-threaded, superscalar processor
is about 2.6 times faster than an in-order single-thread superscalar processor. However,
they did not compare its performance with out-of-order issuing, nor did they examine the
problems that arise when there are not enough threads to keep the multi-threaded processor
full.
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The Hobbes Micro-Architecture

The Hobbes multi-threaded superscalar architecture is proposed as an alternative to the
current trend towards speculative and out-of-order superscalar architectures. In order to
properly quantify its performance, it is important to compare it with a speculative and outof-order processor. Since there are no current processors of this type, it was necessary to
use a simulated architecture. The architecture chosen was the aggressive speculative and
out-of-order superscalar processor based on the MIPS R2000 instruction set, proposed by
Mike Johnson[?]. To simplify the comparison of results across disparate architectures, the
Hobbes architecture was also designed to execute the MIPS instruction set[?].
The Hobbes architecture combines multi-threading with superscalar issue, with the supposition that the strengths of one should offset the weaknesses of the other. By supporting superscalar issue from more than one thread, the architecture overcomes the lack of
instruction-level parallelism that plagues other superscalar structures. With multi-threading
the instruction-level parallelism is derived from the independent threads, and it is not necessary to increase the single-thread parallelism by supporting speculative and out-of-order
issue. In the Hobbes architecture, instructions from each thread are issued non-speculatively
and in-order, greatly reducing the complexity of the processor.
Ultimately, there were three design goals for the Hobbes architecture. It should challenge
the performance of Johnson’s out-of-order superscalar processor, it should do so with as few
active threads as possible, and finally, the processor should be less complex to design than
an out-of-order superscalar processor.

3.1

High-level Block Diagram

The block diagram of Figure 1 shows all of the important sections of the Hobbes architecture:
the instruction cache; the fetch bus; the thread units; the issue unit; the execution units;
the result bus; and the data cache. When a program is started on a processor, it is assigned
to a thread unit. The thread unit guides the execution of the program and stores all of its
associated state. Instructions are fetched by the thread unit from the instruction cache over
a shared fetch bus. After an instruction has been fetched, it is decoded by the thread unit
and stalled until all of its required operands are available. When the instruction is ready, it
is placed into an issue buffer and the issue unit is notified. The issue unit keeps track of all
of the ready instructions, and issues them depending upon execution unit availability and a
round-robin thread policy.
The execute stage is very similar to other architectures. The main difference is that
the result bus must be requested early in order to properly arbitrate between the execution
units. Once the result bus is available, the result is returned to the appropriate thread unit
where it is forwarded to dependent instructions and used to update the registers. Unlike
other instructions, loads and stores do not request the result bus during the execute stage,
but must go through an extra stage to access the data cache. When a load completes, the
data cache requests the result bus and forwards the result as before.
All configurations of the Hobbes micro-architecture can be described by the general block
diagram of Figure 1. However, individual implementations are free to vary a number of fea4
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Figure 1: High-level Block Diagram
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tures and parameters. Thus, a variety of different configurations of the Hobbes architecture
have been investigated, in order to determine the one with the best cost/performance ratio.

3.2

The Thread Unit

The thread unit, Figure 2, contains all of the elements required to support a single thread.
It consists of a fetch buffer, issue buffer, decode logic, branch adder and the thread state
storage. The cost of duplicating this block determines the number of on-board threads that
the processor will support, so it is important to keep it as small as possible.
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Figure 2: Thread Unit
Instruction fetch is performed by reading an entire cacheline of four words and storing
it in the fetch buffer. This reduces contention for the fetch bus, while still providing a
simple cache interface. The fetch bus is arbitrated among the thread units on demand, with
round-robin priority to prevent starvation.
In order to allow the simultaneous issue of instructions from more than one thread, it
is necessary to provide a full instruction decoder for each unit. Each thread decodes and
issues its instructions in program order. After an instruction has been decoded, it is stalled
until all of its operands are available. Once the operands are ready, the instruction is placed
into the issue buffer and the issue unit is notified. Implementations can vary the number of
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instructions that are decoded each cycle, since decoding more than one instruction can have
an important impact on single thread performance.
The register file is very similar to that found on the R2000, although the number of read
ports necessary varies with the number of instructions that can be decoded. For configurations decoding one instruction per cycle three read ports are necessary, while four are needed
for configurations decoding two instructions per cycle. The register file has two write ports
since the processor can complete up to two instructions per cycle, and both of these may
be from the same thread. It is likely that it would be possible to arbitrate the results so
that only one write port is necessary, but this has not been investigated. Unlike the R2000
pipeline, it is possible for integer instructions to complete out-of-order. This creates difficulties for exception processing, since the register file may not accurately reflect the current
state of the thread. This situation arises because a load miss in the data cache can allow
a later integer instruction to complete and to update the register file before the load has
completed. If an interrupt or page fault occurs at this time, the register file will be incorrect.
One possible solution is to stall instruction issue after a load until the load has completed
safely. However, this is too conservative and will adversely affect the performance. It must
be possible to issue instructions after a load, but still recover if an exception occurs.
A small history buffer can be added to the register file to solve this problem. After a load
instruction, the thread unit can issue as many instructions as there are entries in the history
buffer. When an instruction following a load is decoded, the value of its destination register
is read and placed into the history buffer. If the load completes successfully, the history
buffer values are discarded. However, if an exception occurs, these values will be re-written,
in reverse order, back into the register file. The thread state will now be consistent with the
state just prior to the issue of the load, allowing the thread to be safely restarted. The size
of the history buffer is implementation specific, but it is expected that two entries should
be sufficient. If a load instruction hits the cache (the most common case), two entries are
enough to sustain an issue rate of one instruction per cycle. If, on the other hand, the load
misses, it is expected that there will rarely be more than two instructions which are not
dependent upon the value of the load.
Branches which do not affect the register file are executed in the thread unit and are
not issued to the execution units. Likewise, since the processor is fully interlocked, NOPs
are discarded early and not issued. Many of the choices in the design of the thread unit
were taken not only to improve the multi-threaded performance, but also to enhance the
single-thread performance in the cases where only one thread is available for execution.

3.3

The Execution Units

The Hobbes architecture has an almost identical set of execution units as Johnson’s out-oforder superscalar processor. The main reason for this is that it allows a balanced comparison
of the two processors, making it possible to identify which architecture makes better use of
the available resources. The set of execution units is shown in Table 1, while the relative
latencies for multi-cycle operations are shown in Table 2.
The characteristics of the execution units approximately correspond to those of the
R2000/R2010. None of the long latency units are pipelined, but each of the units can
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execute concurrently.
Execution Units
Integer 2 ALUs
Shifter
Multiply/Divide
Load/Store
Data cache interface
FP
FP Convert
FP Add
FP Multiply
FP Divide
Table 1: Execution Units

Operation
integer multiply
integer divide
FP convert
FP add
FP multiply (single)
FP multiply (double)
FP divide (single)
FP divide (double)
FP compare

Latency (cycles)
12
35
1–3 (varies)
2
4
5
12
19
2

Table 2: Operation Latencies

3.4

Loads and Stores

The Hobbes micro-architecture includes a separate adder for address calculations. This keeps
both ALUs free, even if the load/store path becomes stalled due to data cache misses. If
instruction issue is kept to two instructions per cycle, a separate address adder is not needed
to achieve good performance. However, the adder was included in order to closely match the
execution unit resources of Johnson’s superscalar processor.
One of the advantages of a multi-threaded architecture is that if one thread stalls, other
threads can continue to execute. When a thread is stalled because of a load miss, it is
important to allow the other threads to continue. If the data cache interface is busy handling
a miss from one thread, the other threads will quickly stall due to the frequent occurrence of
loads and stores in typical code. In order to avoid this, it is important that the data cache
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interface support continued hits under a miss. This allows other cache accesses to continue
accessing the cache while a previous miss is being processed. If another access misses the
cache, then all new loads and stores are stalled until the first miss is processed. If the
resources are available, it is possible to extend this technique to allow cache accesses under
two or more outstanding misses. In the Hobbes micro-architecture, both the instruction
cache and the data cache can support two or more outstanding misses.

3.5

The Cache

The caches in a multi-threaded processor are shared between each of the on-board threads.
This complicates the memory hierarchy and demands that the designer pay special attention
to the cache structure. There are two different ways of organizing the cache in order to
support multiple threads. The simplest is to divide the caches between the threads, giving
each thread access to a fixed portion. Access to the instruction cache is arbitrated through
the common fetch bus, while access to the data cache is controlled by the single load/store
unit. When the cached data associated with a particular thread needs to be flushed, the
appropriate section of the cache is easily signaled. The real drawback of splitting the cache
between the threads is that each thread only has access to a subset of the entire cache, which
artificially constrains the cache usage patterns. Additionally, if fewer than the maximum
number of threads are running, large portions of the cache will be unused and wasted.
A more complex technique is to share the entire cache among the threads. To ensure
cache consistency, each cacheline needs to store a thread identifier in addition to the usual tag
information. Access to the instruction cache is arbitrated by the fetch bus, and data cache
access is arbitrated by the load/store unit. This technique allows the threads to dynamically
determine how much of the cache they need, rather than be artificially constrained to a
subset. The disadvantage of this method is the need for extra logic within the cache to
enable individual threads to be flushed. The additional resources necessary to store thread
identifiers and support thread flushes makes this cache structure more complex and costly
than the first structure.

4

Simulation Results

For comparison purposes, three different architectures have been simulated. They are
Hobbes, the MIPS R2000, and Johnson’s out-of-order superscalar. The Hobbes microarchitecture has been simulated in numerous configurations in order to gain insight into
the performance impact of the different variables of the architecture. Simulations of each
of the architectures were performed using trace-driven simulators which ran code originally
traced on real MIPS processors using pixie[?].
Each architecture has been simulated with the same execution latencies and memory
characteristics. The processors each have 64k of first-level instruction cache and 64k of firstlevel data cache. The main memory is effectively infinite. The latencies for the caches and
memory are listed in Table 3. Simulating the different processors with the same caches and
execution units makes it easier to identify the specific features of Hobbes which influence
performance.
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Instruction Cache
Data Cache
Main Memory

Latency (cycles)
Read
Write
1
—
1
2
12
12

Table 3: Cache and Memory Speeds
Program
Description
awk
pattern scanning and processing
cc1
optimizing C compiler (gcc)
compress
file compression
diff
file comparison
grep
multiple file search
minos
linear equation solver
nroff
text formatter
spice
circuit simulator
virtex
document layout
word_train speech model trainer
yacc
context free grammar compiler
Table 4: Benchmarks
The MIPS R2000 has been taken as the baseline against which the results of the other
processors have been compared. To properly quantify the architectures, each configuration
has been simulated with ten different sets of program traces. Each set of four traces was
chosen from the list in Table 4. The speedup over the performance of the R2000 has been calculated for each set, and then the ten speedups were averaged. A configuration’s performance
is presented as the sample mean with its 95% confidence interval. With this information it
is possible to easily classify the expected performance of a particular implementation.
To assist in quantifying the results of the different configurations of the Hobbes architecture, a base configuration of the architecture has been defined. Each configuration is
compared with the base architecture to see if it improves or degrades performance. The
configuration of the base Hobbes implementation was chosen because it was believed to be
a near optimal configuration. The specific features of the base configuration are shown in
Table 5.

4.1

The Basic Results

The results reported by Johnson, as well as the results of simulating the R2000 and the
base Hobbes configuration are shown in Figure 3. The base Hobbes configuration has been
10

Feature
Number of thread units
Decoders per thread unit
History buffers per thread unit
Cache organization
Outstanding Instruction Cache Misses
Outstanding Data Cache Misses

Base Unit
Value
4
2
2
shared
1
1

Table 5: Base Configuration
simulated with threadloads from one to four, in order to determine how many active threads
are needed to meet the performance objectives.

Speedup (wrt R2000)

2.5
2
1.5
1
0.5
0
R2000

Hobbes
1 Thread

Hobbes
2 Threads

Johnson's
Superscalar

Hobbes
3 Threads

Hobbes
4 Threads

Processor and Threadload

Figure 3: The Basic Results
The base configuration of the Hobbes architecture performs well against the out-of-order
superscalar results. With two active threads, the base configuration is 14% slower than the
results reported by Johnson, while the performance with four threads is 7% faster than the
out-of-order superscalar results. A threadload of three provides 94% of the performance of
four active threads, and is still better than Johnson’s processor. Finally, in situations where
there is only one active thread, Hobbes is 9% faster than the R2000.
These results are very encouraging. At a threadload of one, the base Hobbes configuration
performs slightly better than a standard pipelined processor. While this is not as impressive
as the single-threaded performance of an out-of-order superscalar processor, it still means
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that the Hobbes architecture can supply reasonable performance in situations with only one
active thread. If the target environment will seldom have more than one active thread, then
the Hobbes architecture may not be satisfactory. On the other hand, if it will be common
to have threadloads of two or greater, then the performance will at least rival and possibly
be better than the more complicated out-of-order processors.
In an attempt to better understand their impact on the Hobbes architecture, a number
of its features were investigated in detail. The goal of these investigations was to determine
the best cost/performance configuration of the architecture.

4.2

Instruction Decoders

The Hobbes architecture allows the number of instruction decoders per thread unit to be
implementation specific. Obviously, each unit needs at least one decoder in order to execute
its thread. Implementing more than two decoders is unlikely to improve the performance
of code compiled for the standard MIPS pipeline. Thus, configurations with one and two
decoders per thread unit were simulated and the results are shown in Figure 4. The base
configuration has two decoders per thread unit.

One thread

Two threads

Three threads

Four threads

Speedup (wrt R2000)

2.5

2

1.5

1

0.5

0
one

two

one

two

one

two

one

two

Number of Decoders per Thread Unit

Figure 4: Decoder Results
It can be seen that there is little advantage to having more than one decoder per thread
unit. The most improvement is in the single thread case, where having two decoders increases
the performance by 5.8%. This incremental improvement decreases with the number of active
threads, until, with four threads, it is only 1.6%. There are two reasons why the improvement
is so small. The first is that the processor was simulated with code compiled for an R2000
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pipeline. It has been found that in R2000 code most instructions are dependent upon the
result of the previous one, which greatly reduces the number of instruction pairs that can be
executed concurrently. The second reason is that the issue logic was designed to issue from
as many threads as possible; it only issues two instructions from a single thread when none
of the other threads are ready. This means that as the number of active threads increases,
there are fewer opportunities to simultaneously issue more than one instruction from a single
thread.
While adding a second decoder is complicated and expensive, it should be noted that
most current superscalar processors can decode and issue at least two instructions per cycle.
The next generation of processors will likely have the resources to issue between four and six
instructions per cycle. Still, with the results found for the Hobbes architecture, it is difficult
to justify having more than one decoder per thread unit. One possibility that has not been
explored, however, is the difference that code optimized for superscalar issue might make.
It was found that given code compiled with a properly targeted compiler and scheduler, the
Intel Pentium can issue about 1.6–1.8 instructions per cycle[?]. Work at the DEC Western
Research Lab found that static scheduling of code for an in-order superscalar processor could
increase the number of issuable instructions per cycle to between 1.6 and 2 [?]. In comparison,
with code targeted to a MIPS R2000, the base Hobbes processor only averaged about 1.12.
This number does not include NOPs and branches, since they are not issued but rather
executed within the thread unit. If a compiler could reschedule the code to increase the
average issue to 1.5 instructions per cycle, then the estimated speedup of a single threadload
would increase by 20%, from 1.10 to 1.32. If there was a corresponding increase in the
performance of two active threads, then the performance of a Hobbes processor with a
threadload of two would be better than Johnson’s superscalar processor. Unfortunately, it
was not possible to investigate the performance of rescheduled code.

4.3

History Buffers

As discussed earlier, each thread unit needs a small history buffer to continue to safely issue
instructions after a load instruction. The size of the history buffer corresponds to the number
of instructions that can be issued after the load, before its result is received. The effects of
varying the number of history buffers per thread unit are shown in Figure 5. The results
have been simulated for threadloads of one to four, running on implementations with zero
to three history buffers per thread unit. The base configuration has two history buffers.
These results indicate that there is no advantage to having more than two history buffers
per thread unit. They also show that there is a definite advantage to having at least one
history buffer per thread unit. At a threadload of one, a single history buffer improves
the performance by 16%. There is a further 5% improvement from supporting two history
buffers. Most of the performance benefit is at low threadloads; with four active threads,
the improvement from one history buffer is reduced to 5%, and there is only a further 1%
improvement from two history buffers.
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Figure 5: History Buffers

4.4

Shared versus Divided Caches

One of the first decisions that must be made about an implementation’s caches is whether
to share or divide them between the threads. As discussed earlier, if the caches are divided
between the threads, then each thread is limited to a subset of the entire cache. If there are
fewer active threads than thread units, large portions of the cache will be wasted. Conversely,
if the caches are shared between the threads, then the active threads have access to the entire
cache, freeing them from any artificial size constraints. Figure 6 shows the results found by
comparing the base implementation with shared caches to an implementation with divided
caches.
It can be seen that sharing the caches provides better performance than dividing them,
especially at low threadloads. With four threads, the shared cache implementation was 4.5%
faster than the divided implementation, while with less than four threads the shared caches
were between 11% and 18% faster. By not artificially constraining the active threads to
a small subset, shared caches allow the processor to use all of the cache resources and to
balance them dynamically between the active threads.
The difficulty with shared caches is that there must be a way to flush the cachelines
associated with a particular thread. Divided caches do not have this problem, since each
thread has a separate portion of the cache which can be flushed individually. In order for
a shared cache to flush individual cachelines, the processor needs to store a two-bit thread
identifier with each line, and to have logic associated with each line which will flush it
depending upon the value of the identifier. The storage for the thread identifier will add
about 2% to the total size of the cache. Each line will also need a two bit comparator and
access to two global flush identifiers. This makes the cost of a shared cache somewhat higher
than that of a divided cache.
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Figure 6: Shared versus Divided Caches

4.5

Cache Misses

Most caches in modern processors only support accesses up to a cache miss. At this point
all further accesses are stalled until the miss has been resolved. This is sufficient in singlethreaded processors where the instruction stream will quickly stall without the cache result,
but this is unnecessarily limiting in a multi-threaded processor where other threads can
continue independently of the outcome of the miss. Figure 7 shows the effects of varying the
number of outstanding misses that the instruction cache can support, while Figure 8 shows
the effects of varying the number of outstanding data cache misses. Zero outstanding misses
means that the cache stalls on the first miss. One outstanding miss means that the cache
can continue to be accessed until a second miss occurs.
Both the instruction and data cache results show that with two active threads there is no
advantage to supporting more than one outstanding miss. This is completely consistent with
the operation of the thread units. After each load instruction, a maximum of two instructions
will be executed until the load result is available. This means that a thread will quickly stall
after a load miss. With one outstanding miss, the processor will continue to operate until
two threads have missed the cache and have stalled. Two outstanding misses are only useful
on processors with more than two active threads, and three outstanding misses only benefit
situations with more than three active threads.
There are definite advantages to supporting at least one outstanding instruction cache
miss on a Hobbes processor, especially at higher threadloads. With two threads, supporting
one outstanding instruction miss improves performance by about 3%, but with four threads,
performance is improved by 11%. The improvement from adding support for an additional
outstanding miss is significantly less than from the first one. With three threads, supporting
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Figure 7: Instruction Cache Misses
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Figure 8: Data Cache Misses
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three

two outstanding instruction cache misses improves performance by about 0.6%, while with
four threads the improvement is 1.6%. These results make it obvious that supporting one
outstanding instruction cache miss is vital for performance at high threadloads, but there is
little advantage to supporting more than that.
The results for the number of outstanding data cache misses are very similar to the
instruction cache results. Adding support for one outstanding data cache miss improves
performance by 5% at a threadload of one, and by 10% at a threadload of four. Again, the
additional improvement from supporting two outstanding misses is small and only affects
situations with more than two active threads. With three active threads, performance is
increased by 2%, and with four active threads it is increased by about 2.5%.

4.6

Design Complexity and Area Cost

The main goal of the Hobbes micro-architecture was to create a processor with equivalent
performance to Johnson’s out-of-order superscalar processor, but with less design complexity.
Determining the relative complexity of these two architectures is difficult, especially without
doing a detailed logic design. However, in order to gain a general feel for the complexity
of the two systems, a very high-level comparison has been done. Many of the resources of
the Hobbes architecture and Johnson’s architecture are similar. They both have the same
execution units, processor-wide routing requirements, caches, and memory characteristics.
The main differences are that the Hobbes processor has two or more thread units, while the
superscalar processor has reservation stations, a reorder buffer, branch prediction, a four
instruction decoder and load by-passing of stores. To assist in comparing the two chips, the
cost of each feature has been compared to the cost of a register file. Die photos from the
Motorola 88110 [?] and the Intel PentiumTM [?] were used to estimate the relative sizes of
each feature.
While it is difficult to know how accurate these estimates are, the totals shown in Table 6
indicate that the costs for the two architectures are in the same order of magnitude. The
totals also show that most of the costs of the Hobbes architecture are concentrated in the
thread units, while the costs of the superscalar processor are spread out over a number of
complex units. The thread units only have to be designed once and then duplicated, while
each of the different features of the superscalar processor have to be designed individually.
Thus, it is argued that the design complexity for a Hobbes processor should be much less
than for an out-of-order superscalar processor.

4.7

The Best Configurations

The task of choosing the best cost/performance configuration is complicated, and the final
choice is highly dependent upon the target environment of the processor. The most important
factor for the designer to know is the average number of active threads in the expected target
environment. If this number is relatively high, then many of the optimizations aimed at
improving low threadload performance can be ignored. Conversely if this number is low,
then those optimizations which only affect the performance at full or nearly full load are
best to leave out. Another consideration is the level of available compiler support. If there is
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Feature
Register file
Decode
Reservation station
Reorder buffer
Branch prediction
Load by-pass
ALUs, shifter
Integer mult/div
Load/store
FP unit
Buses
Total Cost

Johnson’s
4-Thread Hobbes
2-Thread Hobbes
Superscalar
Num Cost Sub- Num Cost Sub- Num Cost SubTotal
Total
Total
1
1
1
4
1
4
2
1
2
1
1.5
1.5
4
0.5
2
4
0.5
2
≈25 0.04
1
—
—
—
—
—
—
1
1
1
—
—
—
—
—
—
1
1
1
—
—
—
—
—
—
1
0.5
0.5
—
—
—
—
—
—
2
0.25
0.5
2
0.25
0.5
2
0.25
0.5
1
0.5
0.5
1
0.5
0.5
1
0.5
0.5
1
0.5
0.5
1
0.5
0.5
1
0.5
0.5
1
2
2
1
2
2
1
2
2
4
0.125
0.5
4
0.125
0.5
4
0.125
0.5
10
10
8
Table 6: Area Cost Comparison

good compiler support for superscalar issue, then it may be better for the designer to trade
thread units for extra decoders.
Table 7 lists the different configurations that have the best cost/performance ratios for
high and low threadloads. The base configuration has been included for comparison.

Feature
Number of thread units
Decoders per thread unit
History buffers per thread unit
Cache organization
Outstanding instruction misses
Outstanding data misses

Best
Low Threadload
3
1
2
shared
1
1

Best
High Threadload
4
1
2
shared
1
2

Base
4
2
2
shared
1
1

Table 7: Best Configurations
The results indicate that the best low threadload configuration has three thread units
with one instruction decoder each. However, if it is found that good superscalar compiler
support improves the instruction-level parallelism sufficiently, it may be better to build a
low threadload processor with two thread units that have two decoders each. For implementations targeted towards high threadload environments (averaging three or more active
threads), the configuration having four thread units with one decoder each gives the best
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cost/performance trade-off. Additionally, the benefit from supporting two outstanding data
misses seems to be significant enough to offset its cost. Figure 9 shows the performance of
the different configurations, in comparison to the original base specification.

One thread

Two threads

Three threads

Four threads

Speedup (wrt R2000)

2.5

2

1.5

1

0.5

0
low

high

base

low

high

base

low

high

base

low

base

high

Configuration

Figure 9: Best Cost/Performance Configurations

5

Summary

All three of the goals of the Hobbes architecture have been met. It can meet and exceed
the performance of a speculative, out-of-order superscalar processor with only a few active
threads. Additionally, analysis indicates that a Hobbes processor should be significantly less
complex to design. These results show that the Hobbes architecture is a viable alternative
to the current architectural structures.
Further work needs to be done in a number of areas. The first area that needs to be
explored further is the effects of executing code that has been rescheduled for superscalar
issue. As discussed, this should improve performance, especially in situations with one or two
active threads. Another area that should be studied in more detail, is the combined effects
of first- and second-level caches. A real implementation would likely have much smaller firstlevel caches than were simulated, but it would also likely have a large second-level cache. It is
expected that this combination would also provide better performance than equivalent outof-order superscalar configurations. The final area of interest is the operating system. There
are a number of issues which still should be investigated, such as: context switching; how
are interrupts handled; and whether other threads continue to execute while the operating
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system is executing. While much work still needs to be done, it is felt that the initial results
justify taking this architecture to the next phase of its development.
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