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Abstract

One of the greatest obstaclesto the mainstream adoption of parallel computing is its complexity. Over
the years, various approaches have been proposedto aid parallel program developers. Most of these ap-
proachesemploy a high-level model of parallel computation, thus hiding the low-level parallelism-related
details from the user. Di®erent models employ di®erert abstraction techniques, such as communication
libraries, macros, new parallel languagesand abstract data types. In this paper we presert a skeleton-
based approach which usesfrequently occurring structures for parallelism, and is a hybrid of high- and
low-level models. Each skeleton is a re-usable, application-indep endert componert providing a com-
monly used parallel structure. A number of such skeletons can be combined together to create the
skeleton of the entire application, which can then be Tled in with the application speci ¢ componerts.
Unlik e other skeleton-based approachesin the past, this work is unique in the following aspects: First,
it gives a generic de nition to a skeleton, with assaiated structural and behavioral components. The
crucial behavioral components were missing in the related works of the past. Second, it givesa clear-cut
and natural model to compose the individual skeletons to develop the ertire parallel application. As
a result, it is easy for the user to compose skeletons correctly. Thir d, unlike the previous approaches,
the user can work at various levels of abstraction and also intermix them. For instance, the user can
intermix skeletons with the lowest level of communication primitiv es available to him. This giveshim a
high degreeof °exibility in developing his application. Fourth, a library-based approach, together with a
generic de nition of a skeleton, makesit a highly extendible approach, i.e. a new skeleton can be added
to the system as per need. Somerecert approaches, which intended to be extendible, were in fact hardly

extendible due to the absenceof a generic viewpoint of a skeleton. As a direct realization of the model, a



library-based development system using object-oriented design methodologiesin C++ and the standard
Message-Passinginterface (MPI) has beenimplemented. The latter part of the paper focuseson the

implementation and preserts experimental results obtained on a cluster of workstations.

Keyw ords: Parallel Programming Environments, Skeleton-based Parallel Programming, High Per-

formance Computing Models, Software Tools for Parallel Programming.

1 Intro duction

One of the greatest obstaclesto the mainstream adoption of parallel computing is its complexity. Over
the years, various approaces have been proposedto aid parallel program developers. A majority of these
approaces emplay a high level model of parallel computation, thus hiding details of low-level parallelism
related issues, such as hardware architectures, interconnection topologies, processcreation/binding, and
communication and syncdironization. Di®erert models employ di®erert abstraction techniques, such as

communication libraries, macros, new parallel languages,and abstract data types.

Depending on the degreeto which the programmer speci es the parallel interactions, these models can
broadly be categorizedasexplicit, implicit or semi-explicit. As anillustration: (1) TCP/IP sockets[17], mes-
sagepassinglibrary (MPL) padkageslike PVM [14] and MPI [15], and various remote procedure call(RPC)
padkagesfall into the explicit category. (2) Tedniqueslike parallelizing compilers [1] fall into the implicit
category Many functional and logic programming languages[2] also explore implicit parallelism. (3) Sev-
eral other approaces fall into the semi-explicit parallelism category, where the user handles part of the
parallelism-related issues. For instance: High Performance Fortran (HPF) [18], Fortran D [16], C/C++
Linda [7], object-oriented programming models based on active objects (e.g. ABC++, CHARM++, etc)

[29], and various skeleton-based[25] and similar approaces (for instance, refer to [28]).

In this paper, we discussa skeleton-basedapproac for parallel programming, which is basedon the
useof frequertly occurring structures for parallelism. Before we proceed,we should emphasizethat various
terminologies have beenemployed in the literature to expresssimilar ideas, but in di®erent contexts. For
example,the term designpattern is usedin [13] for represeting frequertly occurring patterns in the corntext
of object-oriented design methodology. The sameterminology has beenusedin the cortext of parallel and
distributed computing to imply commonly occurring parallel or distributed computing abstractions [27].
Someother authors have usedterms like programming paradigm, algorithmic skeletonor templateto express
similar concepts[4, 10, 24]. Also di®erent authors have usedit at di®eren levels of abstraction. Irrespective

of the context, the terminology, or the level of abstraction, theseare all basedon similar ideas.



A skeleton-basedapproad hasthe sameintention asthe other approacesto parallel programming, i.e.
making it easierto dewvelop a parallel application. In addition, it emphasizesthe following issues: (a) re-
usabilit y of the frequertly occurring patterns for parallelism and also of the existing sequetial code; (b)
usabilit y through the study and documertation of the frequertly occurring patterns for parallelism, thus
avoiding re-learning solution strategies;and (c) the possibility of writing correct programs by hiding most

of the tedious and error-prone, low-level parallelism related details from the user.

The skeleton-basedapproadc to parallel programming is not something new. It was usedin the 1980's
in systemslike CODE [5, 6] and FrameWorks [25, 24]. Somerecert systemsbasedon skeletonsand similar
techniquesinclude CODE?2 [6], Enterprise [22], HeNCE [6], PUL-TUF [28], TRAC [3] and DPnDP [27, 26].
Similar ideasare exploredin the domains of functional and logic programming languagesin systemslike FP
[11] and Strand [12]. Model programming [4] and Archetypes [8] emphasizeusing the skeletons from the

viewpoint of education and exampleimplementations.

This work focuseson a few additional but extremely important issueson the top of the previously
described goalsof a skeleton-basedapproach. They are: (d) °exibilit y, by allowing the userto work at any
level of abstraction and to intermix higher- and lower-level primitiv es. Thus the user has all the freedom of
working in a low-level message-passingystem (for instance: using something very similar to PVM/MPI),
aswell asworking in a higher level of abstraction if desired. Most of the previous skeleton-basedapproades
hand-tied the user by forcing him to work only in a higher level of abstraction. The user was often out
of luck if something desirable was not supported through skeletons. (e) Extendibilit y, by letting a user
or system designerextend the system as per need. This allows an experienceduser or system designerto
add new skeletonsto the systemwhich might be useful for future re-use. This will also cortribute towards
°exibilit y. Most of the previous skeleton-basedsystemswere closel in a sensethat they only supported a
closed-setof skeletons. As a result, the usercould not usethe systemif it did not support somethingrequired
by his application. (f) Canonization, by giving a generic viewp oint of a skeleton, with its structural and
behavioral componerts. This should have a signi cant cortribution towards extendibility. The extremely
crucial behavioral componerts were missing in the recert approacdesknown to us. (g) Presenceof a clear-
cut and natural model, which will allow a userto composethe various skeletonsto build an application,
without any confusion. This will also allow him to work at the various levels of abstraction and inter-mix

levelsif desired.

The term natural usedbeforehandsuggestghat this work is not yet another model for developing parallel
applications. Rather, it naturally follows from our day-to-day experienceswith writing parallel applications.

In that process,it seemsto elegarily handle many of the goalsdescribed previously. The rest of the paper



focuseson the main issuesof this ongoing researd.

2 A Summary of the Skeleton-Based Mo del

We start this sectionkeepingin mind the words of Einstein: \ make everything as simple as possible,but not
simpler”. Before describingthe skeleton-basedmodel, we start with a number of key issueswhich motivate

the model, together with a simple example:

2 An application is composedof a nite collection of modules. Each module is a single- or multi-pro cess
ertity, where eat processis either single- or multi-threaded. A module represents a sequettial or
parallel componert of the application. Modules interact with one another using the network-based
communication primitiv es. The initial collection of these modules constitutes the initial nite universe

of the application.

2 Each module can be viewed as a self-cortained logical ertit y, which takessomeinput, performs some
action on this input, and then givessomeoutput to the other modules. It can be viewed like this: \ |
am a module. Others are giving me somework to do, and are expecting someresultsfrom me. As long
as my interface with the other modules remain unchangel and they get what they expect, | can do my

work whateverway | want to do. | will geneally take the best possibleaction to make others happy".

2 Each module could be a single- or multi-pro cessertit y, where eat processcould be single- or multi-
threaded. The processesnside a module have speci ¢ interconnection topology, assciated parallel
computing paradigm(s), and other structural and behavioral componerts. In other words, ead module

follows a speci ¢ parallel computing pattern to perform its actions.

2 |t is obsened that a majority of parallel applications are composed of a collection of well known
parallel computing patterns. Though, this doesnot excludethe possibility that new patterns cortinue

to emerge.

2 |t is also obsened that a large number of parallel computing patterns assaiated with modules can
be captured as re-usable componerts for future use. Ideally, a re-usable componernt is completely

application-independert.

2 The programmer has the complete freedomto do whatever he wants to do, i.e. he might choosean

existing re-usablecomponert, create oneon his own, or usenone at all.



2.1 A Motiv ating Example

As an illustration, let us refer to the graphics animation program described in [25]. It is composedof three
modules, namely Generate, Geometry and Display. The program works on a sequenceof graphical images,
called frames. Depending on the subject of animation, Generate computesthe location and motion of each
object for ead frame. It then passesthe output to Geometry, which performs actions sudc as viewing
transformations, projection and clipping. Finally, the output frame is processedy Display, which performs
actions sud as hidden-surfaceremoval and anti-aliasing. Then it stores the frame on the disk. In the
meartime, Generate continuesto work on the next frame, and thus the whole processrepeats. It is evidert
that the three modulescanwork independertly, in parallel, on their own input frames. Figure 1(a) illustrates

the processgraphically.
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Figure 1: A graphics animation program

It is found that Display generally takesmuch longer time to do its processingcomparedto the other two
modules. It is possibleto speed-upthe processingby instantiating multiple copiesof Display, where eat
copy works on oneinput frame. This possibility is illustrated in Figure 1(b). There is one hitch here: should
the other two modulesfeel the changeinside the Display module? The answer is certainly \ No". Otherwise,
the other modules (in this case,de nitely the Geometry module which is directly interacting with Display)

would needto be changedto accommalate any changeinside Display.

Another possibility is to make the changesinside Display a completely local phenomenon. In that case,

the rest of the universe,i.e. Generate and Geometry, remain completely unaware of any changesinside



Display. To adieve this, we introducethe notion of a representative which acts asan interface of Display to
the rest of the universe. In this case,Geometry interacts directly with the represenativ e of Display and is
completely unaware of how Display performsits action. This is illustrated in Figure 1(c). The sameconcept
appliesto the other two modules. In fact, more speed-up can be obtained by replicating Geometry, while

keepingthis replication processcompletely hidden from the other two modules.

The following points should be noted here : (1) each module hasits own pattern of computation with
its own parallel computing paradigm which is not visible to the others; (2) the initial "nite universe of
the application is composed of the three modules which interact using the commonly used network-based
communication primitiv es(for instance: Send Receive, etc); (3) the initial pattern of computation of Display,
as well as of the other two modules, is sequettial; it is later re ned to a static/dynamic replication pattern
of computation. On the other hand, the three initial modules form a pipeline. Thus, seeral patterns of
computation are assciated with the sameapplication; (4) it is obsened that a majority of these parallel
computational patterns can be captured as application-independert re-usable componerts for future use;
also, (5) most parallel applications are found to follow a collection of previously known patterns, though new

patterns might also arise basedon need.

2.2 A Mo del for Developing Parallel Applications

This section preserts a conciseand informal description of the skeleton-basedmodel for developing network-

oriented parallel applications. For a more detailed, formal description of the model, refer to the next section.

In the rest of the discussion, the term parallel computing paradigm will be usedto specify a set of
rules that govern a collection of interacting processes.The rules address(i) the operation of ead process
and (ii) the interaction of a processwith the other processesn the collection. Asscciated with ead parallel
computing paradigm is a communication protocol that capturesthe rules of interaction betweenthe processes
participating in the paradigm. For instance: the data-parallel computing paradigm, the data-°ow computing

paradigm, and the control-°0 w computing paradigm.

Similarly, in the context of our discussion, a communication protocol Ps means a set of compatible
commandsfor interactions betweentwo or more processegarticipating in a particular parallel computing
paradigm. A communication protocol generally depends on two aspects of the participating processes:(1)
the parallel computing paradigm, and (2) the interconnection topology of the processes.For instance: let

Pnet be the communication protocol for network-based, low-level communication between processes.The



assaiated parallel computing paradigm is the control-parallel computing paradigm. As a represertativ e
illustration, let Pyet = fsend(to; data; size;tag), receive(f rom;data; size;tag), broadcas{data; size;tag),
receive_broadcas{data; size;tag)g. Here, to and f rom are processidenti ers, data is an array of a speci ¢
data-type, size is the size of data, and tag is a messageidenti er. It is not necessarilythe casethat all

processesiseall the commandsin a protocol.

A parallel application is a composition of parallel computing modules, or simply modules. Each module
encapsulatescertain structural and behavioral aspects of a sub-part of the application and can interact with
other moduleswithout knowing about their internal structures or behaviors. Each module hastwo separable
componerts: an application-independert componert and the application speci ¢ part inserted into it. The
application-independert part is an incomplete module. For instance: a module for 2-D data-parallel mesh
computation, a module for pipeline-°ow computation, or a module for dynamically replicated computation,
etc. The insertion of the application speci ¢ part makesit complete The application independert modules

are the re-usablecomponerts which are the basic building blocks of an application.

In general,a parallel computing module M is composedof the following (Figure 2): (1) a logical process
ertit y, called the representativeof the module, which represens M to the rest of the universe. The represen-
tativ e is a single- or multi-pro cessertit y, where ead processcan be single-or multi-threaded; (2) a cluster of
zeroor more modules, called the processcluster. The modulesinside the processcluster are the child modules
of M. Thus M is their parent. Any two modulesinside the processcluster are called peers. (Note that there
are modules inside a module. This makesthe de nition of a module recursive); (3) a topology speci ¢ ation,
which determinesthe interconnection topology of the represenativ es of the child modules. By default, the
represenativ e of M is always connectedto the represenativ esof the child modules; (4) a parallel computing
paradigm, which is an integral part of the module, that determinesthe way the parent and the child modules
interact with one another; (5) a set of communication protocols: an internal protocol, P, for interactions
between the represenativ e and the child modules and for interactions among the child modules; and an
external protocol, Pgy; , for its interaction with the rest of the universe. The internal protocol captures both
the parallel computing paradigm of M and the topology of its processcluster. The external protocol adapts
to the context; (5) a set of statically and/or dynamically con gurable parameters. Thus, each module is

parameterized; (6) other documertable speci cations of M, best described in somesuitable textual form.

Figure 2 illustrates the structure of a parallel computing module. It should be noted here that the
internal protocol P, can be further sub-divided as, Pint = Prep [ Preer. Prep i for interactions between
the represerative of M and the child modules inside the processcluster. Using Ppcer, €ad child module

can interact with its peers.
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Figure 2: A parallel computing module

A module can be further classi ed basedon the topology of its processcluster: (1) for a regular structured
topology, it is called a regular structured module, or simply a regular structure. For instance: a 3-D mesh;(2)
the corresponding courterpart is an irr egular structured module, or simply an irr egular structure; (3) when
the processcluster is empty, i.e. the module contains just the represenativ e, then it is called a singleton.

Note: both the parallel computing paradigm and the internal protocol are absert for a singleton.

Asscciated with ead module M is a hierarchical tree. The represetativ e of M is at the root of this tree,
while the represertativ esof its child modules are the child nodesof the root. Recursiwely, the child modules

form the sub-treesof this tree. The represenativ e of a singleton is a leaf of the tree.

An incomplete module becomesinstantiated when its statically con gurable parameters are speci ed.
For instance: for a 2-D data-parallel mesh,the sizeof the meshand its external protocol are two of its static
parameters. For an instantiated module, the values of these two parameterswill be known statically (i.e.
at compile time). It should be noted here that an instantiated module remains incomplete as long asit is

dewoid of the application speci ¢ part.

Finally, the developmert of a parallel application using this model is a two-stepprocess:(1) The “rst step

createsthe software architecture of the application without the application speci ¢ part. This architecture is
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Figure 3: The dewelopmen phasesof a parallel application

called the virtual architecture of the application. It is a collection of instantiated but incomplete modules. (2)
Next, the application speci ¢ part is implemented on this architecture, while conforming to the interactional
rules de ned in the formal model. This amounts to Tling in the incomplete modules accordingto the rules.

The "nal parallel application is a composition of complete modules.

There is another optional step assaiated with the virtual architecture, which is called a re nement.
Assuming that more than one type of modules can be usedto solve a sub-part of the application, while
keepingthe rest of the application unchanged,a module can be re ned to another module while keepingthis
change hidden from the rest of the application. Thus, re nement createsanother virtual architecture for
solving the sameapplication in a better way. Re nement follows certain rules called the rules of re nement,
de ned in the formal model part in the next section. Figure 3 illustrates this multi-step processfor developing

a parallel application.

The next sectiongivesa detailed discussionof the formal model. The reader may skip directly to section

4 if desired.

3 The Formal Mo del

This section preseris a formal speci cation of a model for structuring and developing network-oriented

parallel applications. We begin with a few de nitions:



De nition  1: A parallel computing module, or simply a module, is an application-independert, multi-
processcollection with assaiated structural and behavioral componerts. Mathematically, a module M can
be de ned asthe set, M = fRep;Cluster; Topology; B ehavior g, wherethe rst three componerts are related

to the structure of the module. (Also refer to Figure 2.)

2 The structural comp onents:

{ Denition 1.1: The Repis called the representative of the module M. It is a logical process
ertity. In practice it might consist of single or multiple processesgad of which may be single-

or multi-threaded. It represens M in interactions with other modules.

{ Denition 1.2: The Cluster is a set of modulesfM 1;M 2;::;;Mng, n , 0. This set will be

called the Processcluster of M. Note that the de nition of a module is recursive.

{ Let Repl,Rep2,...,Repn be the represertativ es of the modules M 1,M 2,....M n respectively. The
Topology componert speci es the interconnection topology of the n represenativ es. Implicitly ,
Rep is always connectedto ead of the Repi's. The notation Topology = A is usedto indicate

either that the processcluster is empty or that the Repi's are not interconnectedwith oneanother.

2 The behavioral comp onents: The fourth componert of the module, B ehavior, is composedof the

following:

1. A parallel computing paradigm, which is an integral part of the module.
2. A set of communication protocols f Pg y ; Py nt g, where:

{ Denition 1.3a: P, is the internal protocol of the module. It re°ects both the parallel
computing paradigm of the module and its topology. Let, Pint = Prep[ Preer- Prep iS
the protocol for interactions betweenthe Rep and the Repi's. The Repi's interact among
themselvesusing Ppeer. It should be evidert that for an empty processcluster, Py = A

{ Denition 1.3b: Pgy is calledthe external protocol of the module. It is usedfor interactions
betweenthe represenativ e and other external modules. It is an adaptableprotocol becauseit

can be adapted to the cortext in which the module is used.

3. A setof zeroor more static and/or dynamic parameters(i.e. parameterscon gurable at compile-

and run-time respectively).

4. Other documertable speci cations of the module, which might include its properties described in

sometextual form (i.e. in plain English or someother suitable form).

10



Note 1: From now onwards we will usethe terms module and representativeinterchangeably depending on
contexts. For instance: interaction betweentwo moduleswill meaninteraction betweentheir represenativ es;
interaction betweena module M and its processcluster will meaninteractions betweenthe represerativ e of
M and the represertativ es of the modules inside its processcluster; similarly, the interconnection topology

of a collection of modules will mean the interconnection topology of their represenativ es.

Note 2: In the subsequen discussion,the set of communication protocols f Pgy ; Pyt g for a parallel com-
puting module M will be represerted asf (Pext )m ; (Pint )M 9, Whenewer necessary Similar is the casewith

(PRep)M and (PPeer)M .

De nition  2: A parallel computing module is application independert (refer to De nition 1). When the
application speci ¢ part is Tled inside a module, it is called a complete parallel computing module, or simply

a complete module. Unlessotherwise speci ed, a module meansthe application-independert componert.

De nition  3: A parallel computing module M can be classi ed into three categories:

1. When the interconnection topology of the modulesinside the processcluster is regular (with sometype
of repetitiv e pattern in it) then the corresponding module M will be called a regular structured module

or simply a regular structure.
2. The corresponding counterpart is an irr egular structured module or simply an irr egular structure.

3. When the processcluster is empty, i.e. Cluster = A, then M is called a singleton In that case,

M = fRep;A;A;Behaviorg. Note that P,y = A for a singleton. The Behavior componert, in this

case,speci es the behavior of Rep.

De nition  4: Let us consider the module, M f Rep;Cluster; Topology; Behaviorg. Leaving aside
Topology and Behavior, there is a tree structure assaiated with M. This tree is called the hierar-
chical tree assaiated with module M and is represetted by HTregM). Formally, we can de ne it as
HTregM) = fRep HTregM 1), HTregM 2),....HTreedM n)g, where M 1, M2,..., Mn 2 Cluster. Rep
is the root of this tree and eat of Htreg(M i), i - n, is its sub-tree. Each of the Repi's, i.e. represenativ es

of the M i's, is a child of Rep. When Cluster = A, i.e. for a singleton, Rep s a leaf of the hierarchical tree.

Consider Figure 4. Here, M = fRep, fM1, M2, M 3g, Topology, Behaviorg. Rep is the root of
HTregM). Its three sub-treesare HTregM 1), HTregM 2) and H TregM 3). Repl, Rep2 and Rep3 are

the roots of these respective sub-trees, as well as the children of of Rep. The Topology componert of the

11
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Figure 4: Hierarchical tree assaiated with a module.

module speci es the interconnection topology of the Repi's, which is not shown in the gure. Implicitly , Rep

is always connectedto ead of the Repi's.

De nition  5: The following de nitions apply to a parallel computing module:

2 Denition  5.1: An instantiated parallel computing module is a parallel computing module whose
statically con gurable parametersare speci ed. Initially (i.e. beforere nement, refer to De nition 7),
all modules inside its processcluster are singletons. An instantiated module becomescomplete when

the application speci ¢ part is lled in.
2 Denition  5.2: Two modules M1 and M2 are peers if they belongto the sameprocesscluster.

2 Denition 5.3: Let P be a non-singleton module and M be a module inside its processcluster. In
the light of De nition 4, P is called the parent module, or simply the parent, of M. Similarly M is

called a child module, or simply a child, of P. A singleton, with an empty processcluster, has no child.

De nition  6: A parallel application is composedof two separablecomponerts:(1) a virtual architecture?,

which is a collection of instantiated parallel computing modules. The construction of this architecture is

1Analogous to a skeleton in similar contexts, and a framework in the software engineering terminology .

12



discussedn the next sub-section;(2) the application speci ¢ part, implemented on this virtual architecture.
This amounts to Tling in the application speci ¢ parts inside the instantiated modules. Thus, the parallel

application is a composition of complete (and instantiated) parallel computing modules.

De nition  7: While referring to the virtual architecture for solving an application, ead of its modules
is usedfor solving a sub-part of the application. Assuming that a sub-part can be solved in more than one
way without a®ectingthe rest of the application, there can be more than onetype of module for solving that
sub-part. The processof replacing a module with another without a®ectingthe rest of the virtual architec-
ture is called a re nement. Thus, re nement can be thought of as an operation on a virtual architecture

which results in another virtual architecture for solving the sameapplication in a better way.

3.1 The Structural and Interactional Mo dels

Next we specify the structure and the interactional behavior of the virtual architecture assaiated with a
network-oriented parallel application:
The structural model: The virtual architecture for a network-oriented parallel application is constructed

as follows:

2 Step 0: Study the application in detail and identify its various modules: M1, Mj,..., M. Initially ,

beforere nement, eact of thesen modulesis a singleton.

2 Step 1. Start the virtual architecture with an instantiated irregular structure, say MRroot. Two Of
its static parametersare speci ed as follows: its internal protocol P,y = Pnet and external protocol
Pex = A The M;'sidentied in the previousstep,i - n, becomeits n children. The external protocol

of eah M i adapts to the internal protocol of its parent Mggot, i.€. (Pext)m;, becomesPy et.

Mgroot and the n singletonsinside its processcluster constitute the initial virtual architecture of the
application. HTregMRgoot) is the hierarchical tree assaiated with this virtual architecture. Obviously,

the initial depth of this tree is 1.

2 Step 2: Let M be a module, other than Mg, in the present virtual architecture. M can be re ned
to another module M ° to result in another virtual architecture. This re hement processstrictly follows

the rules of re nement for its parent module. Theserules are discussednext.

Re nemernt (i.e. Step 2) is repeated as many times as necessary

13



Rules of re nemen t: Let M = fRep;Cluster; T opology; B ehavior g be a module inside the current virtual

architecture. A module N 2 Cluster can be reed to another module N°, provided: (1) the only change
in M is inside its Cluster. This will result in a new hierarchical tree, due to the changein the sub-tree
HTreg(N); (2) the external protocol of N’ must adapt to the corntext, sothat (Pex: )yo becomes(Pn)wm ;
(3) someother peersof N might be required to be re ned simultaneously, while satisfying both (1) and (2).
This will be determined by the speci cations of M, inside B ehavior. Thesethree rules together are called

the rules of re nement for module M .

The Interactional Mo del: This refersto the nal virtual architecture after all re nements and speci-

“es the rules for interactions among the modules. Let us considera module M in this architecture.
2 Rules for direct interaction:

{ M caninteract with its peers,obeyingthe parallel computing paradigm of its parernt Py, , provided
(Ppeer)py 6 A

{ M can interact with its parent Py using the communication protocol (Prep)p,, - It should be
noted at this point that (Pext)m = (Pint)py = (Prep)pu [ (Ppeer)py -

{ Other than the above, no other direct interaction among modulesis possible.

2 Rules for indirect interaction: A module M; can indirectly interact with another module M,
provided there exists another module M3 sudc that, M1 can directly interact with M, and M, can

directly interact with M 3, and vice versa.

The nal parallel application: The application speci ¢ part constitutes the Tling in of the represenativ es
of all the modules, conforming to the previous interactinal model and to the parallel computing paradigm
of each module. This results the "nal parallel application, which thus becomesa composition of complete

modules. The stepsdescribed here are the sameasillustrated in Figure 3 earlier.

4 An Implemen tation of the Mo del

In this section, we brie°’y describe an implemenrtation of the model. The implementation usesthe object-
oriented designmethodologiesin C++. It wasinitially built ontop of PVM [14]. Later, it was ported to the

MPI (the standard messagepassinginterface) version developed at the Ohio Supercomputer Center [20].

A module encapsulatesthe structural and behavioral componerts of the interacting processes.Some of

these componerts are directly realized in the implementation (for instance: the communication protocols,
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con gurable parameters, and the topology of the processcluster). The rest are the textual speci cations of
the module (including examplesthat illustrate how to usethe module and its assaiated parallel computing

paradigm).

The following conceptis important in understanding the model:(1) the virtual architecture of a parallel
application is the maximal separablecomponert of the ertire application. An experienced user can me-
chanically create this architecture by using the ready-madeand re-usablepool of modules available to him.
The architecture capturesthe generalstructure of the ertire application. It encapsulatesa large amourt of
parallelism related issues,which are otherwise quite tedious and error-prone to implemert from scratch. The
architecture, by itself, doesnothing (i.e. it compiles,and runs, but doesnothing speci ¢ to the application).

(2) Filling in the application-speci ¢ part of the virtual architecture createsthe ertire application.

Another issue,that isimportant here,is correctness.The userhasto build the correctvirtual architecture
for the application, and then 71l it in correctly to get the desired result. This processis analogousto an
experiencedbuilder building a house. He hasall the right tools and the ready-madecomponerts (e.g. bricks
and frames), and the right knowledge (the theoretical as well as practical) for building a house. The tools
and componerts make the job easierand the knowledge makeshim usethem correctly. (Use of all the right
tools, but somewrong mathematics might make the housecollapse!) Sothe basic essencds that, the use of
the right tools the right way will make the job of the builder much more easier. The knowledge mentioned
here is important: part of the knowledge comesfrom experience, part (in this context) comesfrom the

textual speci cations (i.e. examples,usages.etc) of each module.

4.1 The Building Blo cks

The two basic setsof building blocks in the implementation are: a collection of parallel computing modules
and a collection of communication protocols. Each module is a parameterized class (i.e. it usesC++

templates) and is derived from a common baseclass. Similarly, ead protocol classis derived from a common
protocol baseclass. Two or more protocol classesnay sharesomecommoncharacteristics (for instance: data-
parallel protocols supporting various topologies) and, thus, may further extend a common baseclass. The

classhierarchies are illustrated in Figure 5.

The user de nes his own module classby extending one of the existing module classes.In that process,
he hasto specify the various static parametersassaiated with the super class. As a result, the user-de ned
classrepreserts an instantiated module (refer to De nition 5 in the previous section). The various instan-
tiated modules are composedfollowing the structural model discussedpreviously. This createsthe virtual

architecture of the application. Each instantiated module inside the architecture is still incomplete (refer to
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‘ PROT_Net ‘ PROT_Repl ‘ ‘ PROT_DataParallel ‘PROT_PipeIine .
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‘ PROT_1DMesh ‘ ‘PROT_ZDMesh ‘ ‘PROT_HCube ‘

Figure 5. The ClassHierarchy Diagram

De nition 2). Filling in the modules (i.e. their represertativ es) with the application speci ¢ componerts,
satisfying the interactional rules discussedpreviously, results in the complete parallel application.

As an illustration, let us refer to the motivating example discussedpreviously. The three user-de ned
modules are: MYGenerate, MYGeometry and MYDisplay , ead of which extends MODULSingleton . In-
stancesof these modules are contained inside another user-de ned module named MYMRoot which extends
MODULEregular (also refer to the structural model in the previous section). The external protocol of eath
instantiated module adapts to the context of its parent module. Since MYMRoothas no parert, its external
protocol is A, represerted here by PROIVoid. The object diagram in Figure 6 illustrates the relationships
betweenthe various classeausedin this application. The enclosurewithin the dotted box is the user'sportion

of the application.

Figure 7(a) illustrates the simple hierarchical tree assaiated with this virtual architecture. Later, as
discussedinside the motivating example, MYDisplay is re ned to a dynamically replicated module. In
practice, this is achieved by re-de ning MYDisplay , sothat it is now derived from MODULReplication

The new hierarchical tree is illustrated in Figure 7(b).

Since the three modules form a pipeline, an alternate way to compose the virtual architecture is to
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Figure 6: The Object Diagram for the Application
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use MODULEipeline . In that case,the three modules are contained inside a user-de ned module named
MYPipeline , which extends MODULPEipeline . The assaiated internal protocol of MODULEipeline is
PROTPipeline . MYPipeline , in turn, is contained inside MYMRoot This alternative composition is not

shown here.

The "nal parallel application is obtained by “lling in the application speci ¢ code inside the represetta-
tives of all the modules, while conforming to the interactional rules discussedin the previous section. All

theseissuesare discussedin detail in the user's manual and are omitted here for brevity.

4.2 Pro of-of-Concept: Exp erimen ts and Results

The module for data-parallel 1-D mesh computation was tested on the following algorithms: (1) 2-D dis-
crete corvolution [19], and (2) parallel sorting using regular sampling (PSRS) [21]. The rst algorithm is
embarrassingly parallel (lik e somany other image processingalgorithms), wherethe given data can be easily
partitioned and mapped to a 1-D or a 2-D mesh. Computation donein ead partition is independent and,

as a result, no peer-to-peer communication is needed.

On the other hand, PSRSis an excient parallel sorting algorithm that is much more complex compared
to discrete corvolution in terms of its operation and the amourt of communication needed. In fact, PSRS
needsa good amourt of peer-to-peer communication (each mesh-elemeh needsto communicate with all its
peersbesidescommunicating with the represenativ e). The algorithm hasthe following four phases:(1) the
represenativ e partitions the data items to be sorted to the N children (i.e. mesh-elemets). Each child then
performs sequetial quick sort on its own data items, selectsN data items as regular samples,and sends
them badk to the represenative. (2) the represertativ e gathers the regular samplesfrom all its children,
sorts them, gathersN j 1 pivot valuesand broadcaststhem to the children. Each child partitions its portion
of sorted items into N disjoint partitions, basedonthe N j 1 pivot values. (3) Child i keepsthe i partition
and sendsthe | partition to its | peer. Thus, at this phase,ead child hasto communicate with all its
N j 1 peers. (4) Each child receivesN j 1 partitions from its peers, mergesthem with its own partition
to form a single sorted list, and sendsthe sorted list bac to the represenativ e. Finally, the represettativ e

concatenatesthe sorted sub-lists from all its children to form the "nal sorted list.

The 2-D discrete convolution algorithm wastested on a 400£ 400 pixel image,usinga 5£ 5 mask. A pixel
sizeis 1 byte. The PSRSalgorithm was usedto sort 100000bjects?. In this case,the timing was compared

with the samesequetial quick-sort routine, which is used inside PSRS. The underlying architecture was

2Time to compare two objects is approximately 5 ms.
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con gured to a cluster of SparcStation's with identical speeds,interconnectedwith a slow 10Mbit network.

The results are illustrated in Figure 8.
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Figure 8: Mesh width vs. speed-up

5 Summary and Future Directions

5.1 Comparison with Related Research

The idea of using commonly occurring parallelism structures is not something new. Similar conceptswere
explored in a number of parallel programming systemsin the 1980's[5, 10, 23]. Somerecert systemsbased
on skeletonsand similar techniquesinclude CODE?2 [6], Enterprise [22], HENCE [6], PUL-TUF [28], TRAC
[3] and DPnDP [26, 27]. Similar ideas are explored in the domains of functional and logic programming
languagesin systemslike FP [11] and Strand [12]. A good deal of discussionon experienceswith some of
these skeleton-basedsystems, their limitations and the expected requiremerts can be found in [25]. This
researd is inspired by these large body of previous work. However, it di®ersfrom most of the previous

systemsin a number of aspects:

First, this work provides a generic view of a skeleton, with its structural and behavioral componerts.
The crucial behavioral componerts were missing in most other approaces. The protocols ass@iated with
a module provide parts of its behavior; a protocol captures both the parallel computing paradigm and

the topology of the processcluster of a module. Somerecert system like DPnNDP [27] had no notion of
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the behavior of a skeleton. The patterns in DPnDP supported only one type of communication behavior,
something analogousto a client-server paradigm. As a result, creation of somecommonly used patterns of
computation, for instance: an n-D mesh,was not supported in DPnDP. The samesituation appliesto some
other recert systems,like TRAC [3]. In this GUI-based approad, the structure of a skeleton can be created

graphically, but there is no way to assignthe behavior to a skeleton.

Second,it provides a natural model to composeand to re ne thesedi®eren skeletonsto build an appli-
cation. All the work the userhasto do is to selectthe right modules and then build the hierarchical tree
using them. The external protocol of eadh module adapts to the context of its parent. This type of clear
picture was completely absert in earlier systems. This, in turn, highly a®ectedtheir °exibilit y and usability.
For example, due to the absenceof a standard interface for skeletons,there is no clear picture of composing

di®eren skeletonsin TRAC.

Third, the availabilit y of the di®erert protocolstogether with the structural model makeit a highly °exible
approac. At the lowest level of abstraction, the userhasall the °exibilit y of using low-level network-based
primitiv es, inside Py ¢;. It is possiblein the model that all modules are singletons and that they interact
using Py et. At this level of the hierarchical tree (i.e. level 1), the user hasall the freedom of dewveloping his
application in a low-level network-based system (i.e. something similar to PVYM/MPI based). A singleton
can later bere ned to somehigher-order module (i.e. thus giving more depth to the hierarchical tree), which
usesa di®erert parallel computing paradigm in a higher level of abstraction. Thus the user can inter-mix
patterns with low level primitiv es. Most previous systemsforced the userto work in a high level model and,

as a result, the user was often hand-tied by the constraints of the model.

Fourth, alibrary-based systemtogether with a genericde nition of a skeleton makesit a highly extendible
approad, where new skeletons can be added to the systemby an experienceduser or a system designeras
per need. Most earlier systemswere closel in the sensethat they provided an built-in non-extendible set of
skeletons. Thus, if somepattern required by an application was not supported by the system, then the user

was out of luck. For instance, there was no way of implementing a 2-D meshusing Enterprise [22].

To the best of our knowledge, TRA C and DPnDP are two of the recen skeleton-basedsystems,which
have the goal of providing both °exibilit y and extendibility. The major di®erencesvith DPnDP and TRAC
have already beendiscussed.Besides,being GUI-based, TRA C hasits other limitations. For instance: (1)
As already mertioned, only the structural part of a skeleton can be created graphically. (2) Unlike our

approac, TRA C skeletonsare not parameterized.

Recerily, someresearters have focussedtheir attention towards application-independert solution strate-
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gies from the viewpoint of understanding and classifying them. Model programming [4] illustrates how a
genericalgorithmic skeleton can be usedto solve a speci ¢ set of problemsin the domains of scierti¢ com-
puting. Concurrent programs archetypes|[8] is also basedon similar ideas. As mertioned in the abstract
of the work on mesh-sgectral archetypes,\ A parallel program archetype aids in the developmentof reliable,
excient, parallel applications with common computation/communication structure by providing development
methads and code-libraries speci ¢ to that structure” [9]. These works emphasizeon enhancing a devel-
oper's understanding of commonly occurring parallelism structures through documenrtation and example

implemertations.

5.2 Future Directions

In this paper, the representative of a module is described as a single- or multi-pro cessertity, where each
processcan be single- or multi-threaded. In the presert implementation, the represertativ e is a single-
processsingle-threadedertit y. We do not yet know of a real-life situation where the represettativ e needsto
be multi-pro cess.But, when we look at the MPI model, we seethat a group of processesan spavn another
group of processesand can interact with it. One possibility is to dewote a module ertirely for MPI-style of
computation, where the represenativ e could be a multi-pro cessertity with a leader process. This will also
add-up much more °exibilit y to the user. Bringing in multi-threading will require additional insights into

the shared-memorypatterns. Theseissuesneedfurther researdt.
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