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Abstract

Parallel programming is complicated. This complexity arisesfrom the compound-
ing of low-level parallelism related issueswith the problems of writing good sequetial
code. Over the years, various approaces have beenproposedto aid parallel program
dewvelopers. These approaces employ high-level models of parallel computation, thus
hiding the low-level parallelism-related details from the user. Di®erert approachesem-
ploy di®erert abstraction techniques, sudh as communication libraries, macros, new
parallel languagesand abstract data types. In this paper, we presen a template-
basedapproadc to parallel application developmert, which usesfrequertly occurring
patterns for parallelism. A parallel template is a re-usable, application-independen
encapsulation of a commonly used parallel computing pattern. It is implemented as
a re-usable code-sleleton for quick and reliable developmert of parallel applications.
In the past, parallel programming systems have allowed fast prototyping of parallel
applications basedon commonly occurring communication and synchronization struc-
tures. The uniquenessof this approac is that the templates in this model are generic,
with assaiated structural and behavioral attributes which canbe parameterized. Tem-
plates have standard interfaceswhich facilitate their composition. Unlik e the similar
approadches in the past, which were mostly suitable for solving a limited subset of
parallel applications, this approad provides a systematic developmert model for the
hierarchical developmert and the subsequeh re nements of a vast majority of coarse-
grained parallel applications, which can be suitably solved on a network cluster. Two
of the main issuesaddressedare: degreeof °exibilit y in application developmert and
extendibility (henceadaptability) of the developmernt systemas per user's need. Both
of theseissueswere someof the major concernsin the past.

1 Intro duction

High complexity of building parallel applications is often cited as one of the major impedi-
merts to the mainstreamadoption of parallel computing. This complexity is the maximum



at the lowest level of abstraction, e.g., at the sacket level which is closestto the hardware
architecture. The complexity generallydecreasesvith higher levels of software abstraction,

which move the userfarther from the architectural details (though at the cost of someper-

formanceoverhead). Over the years,various approaheshave beenproposedto aid parallel

program dewelopers. A majority of theseapproahesemploy a high level model of parallel

computation, thus hiding details of low-level parallelism related issues,sut as: hardware
architectures, interconnectiontopologies,processcreation/binding, communication and syn-
chronization, data marshaling and un-marshaling, etc. Di®erert models employ di®eren

abstraction techniques, sud as communication libraries, macros, new parallel languages,
and abstract data types.

Dependingonthe degreeto which the programmerspeci esthe parallelinteractions, these
models can broadly be categorizedas explicit, implicit or semi-explicit. As an illustration:
(1) TCP/IP sockets [18], messagegpassinglibrary (MPL) padageslike PVM [14] and MPI
[15], and various remote procedure call(RPC) padagesfall into the explicit category (2)
Tedniqueslike parallelizing compilers[1] fall into the implicit category Many functional and
logic programminglanguageg3] alsoexploreimplicit parallelismwhich is naturally presen in
theselanguages.(3) Se\eral other approatesfall into the semi-explicit parallelism category
wherethe userhandlespart of the parallelism-relatedissues.For instance: High Performance
Fortran (HPF) [19], Fortran D [17], C/C++ Linda [8], object-oriented programming models
basedon active objects (e.g. ABC++, CHARM++, etc) [32], and various template-based
[28] and similar approades(for instance,refer to [31]).

In this paper, we discussa template-basedapproad for parallel programming, which
is basedon the use of frequertly occurring patterns for parallelism. Before we proceed,
we should emphasizethat various terminologieshave beenusedin the literature to express
similar ideas, but in di®eren cortexts. For example, the term design pattern is usedin
[13] for represeting frequertly occurring patterns in the cortext of object-oriented design
methodology The sameterminology hasbeenusedin the context of parallel and distributed
computing to imply commonlyoccurring parallel or distributed computing abstractions[29].
Some other authors have usedterms like programming paradigm, algorithmic skeletonor
templateto expresssimilar conceptg[5,10,27]. Also di®eren authors have usedit at di®eren
levels of abstraction. Irrespective of the cortext, the terminology, or the level of abstraction,
theseare all basedon similar ideas. The terminology template usedin this paper will mean
a parallel template and should not be interpreted asa C++ template (or the terminology
templateusedin any other corntext).

A template-basedapproad hasthe sameintention asthe other approahesto parallel
programming, i.e. to facilitate the dewelopmen of a parallel application. In addition, it
emphasizeghe following issues: (a) re-usability of the frequertly occurring structures for
parallelism and of the existing sequetial code; (b) usability through the study and doc-
umertation of the frequerly occurring patterns for parallelism, thus avoiding re-learning
solution strategies;and (c) the possibility of writing correct programs with lessere®ort by
hiding most of the tedious and error-prone, low-level parallelism related details from the
user.

The template-basedapproad to parallel programmingwasusedin the late 1980'sin sys-



temslike CODE [6] and FrameWorks [27]. Somerecen systemsbasedon similar techniques
include CODEZ2 [7], Enterprise [25], HeNCE [7], PUL-TUF [31],and Tracs[4]. Similar ideas
are exploredin the domainsof functional and logic programming languagesin systemslike
FP [11] and Strand [12]. Recertly, someresearters have turned their attention towards in-
vestigating application-independen solution strategiesfrom the viewpoint of understanding
and classifyingthem. In [5], a programming paradigm for parallel computing is de ned as
a classof algorithms that solve di®eren problemsbut have the samecortrol structure. The
term Archetype is usedin [9] to denotea program designstrategy for a classof parallel algo-
rithms along with the assaiated program designand exampleimplemertations. Emphasis
here is on enhancinga deweloper's understanding of common classesof parallel problems
using documerntation and exemplarimplemertations.

As discussedin detail in [28], the desirable characteristics of a template-basedmodel
are: (1) Sepration of speci cation, which enablesone to specify the templates (i.e. the
parallel structures of the application) separatelyfrom the application speci ¢ code. From
implemenrtation point of view, this bringsin the notion of code-skeletos, which are template-
implemertations without the application speci ¢ componerts. (2) Hierarchical resolution of
parallelism, which allowsthe re nemert of parts of a parallel application graph by expanding
it using the samemodel. That is, templates can include other templates. (3) Mutually
independenttemplates which makestemplatescornext insensitive. l.e. it shouldbe possible
to useead template with all other templates, basedon the application's requiremerts. (4)
Extendible repertoire of templates, which will enablea userto add new templates to the
systembasedon need. (5)Large collection of useful templates, sothat it extensiwely covers
a wide range of applications. (6) An open systemconcept, which provides the user enough
of °exibilit y in deweloping his application. The absenceof sut a feature often hand-ties
the userwith the limitations and the constrairts of the particular parallel computing model.
(7) Program correctness (8) Use of an existing programming languagerather than language
extensionor a new languagewhich will enhancere-usability of existing sequetial code and
also reduce learning and dewelopmern times. (9) performane. (10) Supprt tools. (11)
portability and usability.

The issueof the separationof speci cations was a key feature of most of the template-
based models of the past. Howewer, ead of them has its own limitations which can be
classi ed basedon the above-merioned desirablecharacteristics. Comparisonof this work
with the related researt is discussedseparatelytowards the end of this paper.

This work focuseson the additional and important issuesbesideghe previously described
goals,i.e.(a) through (c), of a template-basedapproad. They are: (d) °exibility or open-
ness by providing a user high degreeof freedomin deweloping his application. It should be
noted herethat the highestdegreeof freedomis at the lowest level, sud asthe sacket level.
This freedom decreasewith higher and higher levels of software abstraction, as the user
becomeamore and more constrainedby the limitations of the particular parallel computing
model. This template-basednodel allowsthe userto dewelop his application in a hierarcical
fashion, with varying degreesof abstraction at the di®eren levels of the hierarchy. Conse-
quertly, the user has most of the freedomof working in a low-level message-passingystem
(for instance: somethingvery similar to PVM/MPI), as well as working in a higher level
parallel programming model (for instance: data-parallel computation). (e) Extendibility, by
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allowing a useror systemdesignerto extend the systemas per need. This enablesan expe-
rienceduser or systemdesignerto add new templatesto the systemwhich might be useful
for future re-use. This will alsocortribute towards °exibilit y. (f) Canonization by giving a
genericde nition to a template, with ass@iated structural and behavioral attributes. This,
together with a well-de ned dewelopmert model, allows a userto systematically extend and
composethe various template extensionsin a hierarchical fashion. Thesegenerictemplates
are context-insensitive and they can include other templates, as part of the model. The
dewelopmen model elegarly allows hierarchical re nemerts of an application. It also al-
lows the userto work at the various levels of abstraction and to inter-mix di®eren parallel
computing paradigmson a single dewvelopmer platform.

The dewelopmen systemis presenly implemerted using the industry standard C++
(SunCC compiler, version4.1), without requiring any languageextension. It is built on top
of the portable layers of PVM and MPI (i.e. initially built on PVM and later ported to
MPI).

2 The Template-based Mo del

A parallel template abbreviated as a template is an application-independert ertity with
asseiated structural and behavioral attributes. A userextendsa template by Iling in the
application speci ¢ code and the various application-dependernt parametersassaiated with
the attributes. A user'sextensionof atemplate is calleda parallel module or simply a module
Figure 1 illustrates relationship betweena template and a user'sextensionto a template,i.e.
a parallel module. Here, modules M1 and M2 extend the template T1, while Module M3
extendsthe template T2.

De nition 1: A parallel templateT is the set of attributes, f Rep, Chil d_cluster, Topolbgy,
Behaviorg. A user extends a template by Iling in the application speci ¢ componerts
inside theseattributes. This resultsin a parallel module When a parallel module M extends
atemplate T, it is denotedby M 3. T. Someof theseattributes corvey their meaningsonly
in the cortext of a parallel module. Consequetly, they are discussedn both the cortexts:

2 Repis a logical processertity. When lled in with the application speci c code, rep
acts as the representativeof the corresppnding module.

2 Chil d_cluster is an attribute referingto the badk-end of a parallel module. The actual
parallel computation takes place at the badk-end. Mathematically, Chil d_cluster =
fMy, My, ..., Mg, whereead of M; is itself a parallel module. M is the parert of eah
of the M;'s. M; is a peer of M; if both of them belongto the sameChil d_cluster.

2 Topobgy is an attribute which speci esthe designatedtopology of the modulesinside
the Child_cluster. A template is designedfor a speci c topology, or a collection of
speci ¢ topologies. Topology can be regular (for instance: a 2-D mesh) or irregular
(for instance: user speci ed irregular topology). There can be various application-
dependent parametersassaiated with this attribute. For instance: the dimensionsof
a 2-D meshtopology; or the connectivity speci cation inside an irregular topology.
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2 Behawvior is a set of two entities which capture the behavior of the template, i.e.
B ehavior = f M odel, Protocokg.

{ Modelis an abstract ertity describingthe parallel computing model, for which
the template T is designedfor. For instance: data-parallel, cortrol-parallel, or
the dynamic replication model.

{ Protocok is a set of communication-related protocols, f P, n;, Pex 0, using which
a usercanimplemert his application speci ¢ code on a template extension. The
two menbers are: (1) the internal protocol, P, which re°ects the M odel and
the designatedT opology of the template. Using the primitiv esinside P, the
represemative can interact with the child _cluster, and the modules inside the
child _cluster can interact with their peers. The internal protocol is an inherert
property of the template. (2) The external protocol, Pey, is an application de-
penden attribute. A module M adaptsto the context of its parernt by choosing
the right external protocol.

Templatescan be broadly classi edinto three categories:

2 A Compositional templateis onewhich is designedfor an irregular user-de nedtopol-
ogy. Inside the child _cluster of a module M extendinga compositional template, a user
canirregularly composeother modules. Its internal protocol is PROT Net, i.e. P, =
PROT _Net. The primitiv esinside PROT _Net are very closeto thosein PVM/MPI. It
providesthe userthe lowestlevel of abstraction and the necessaryamourt of °exibilit y,
which he will enjoy in application developmen.

2 A Singletonis a special template, with empty Chil d_cluster and Topology attributes.
Thus a module extending a singleton cortains only the represemativ e, which makesit
a sequetial computing module.

2 A Basic template is designedfor a fundamenal model of parallel computation. For
instance: a template for data-parallel, dynamic replication, pipelined or systolic array
computation.

De nition 2: Let usconsiderthe template, T = f Rep, Chil d_cluster, Topolbgy, B ehavior g.
Let M be a module which extendsT . There is a hierarchical tree ass@iated with M and is
denotedby HTree(M). Formaly, HTree(M) = f Rep HTree(M), HTreeM,),..., HTree(M,)g.
Here, ead of M; is a child of M. The leavesof a hierarchical tree are modules extending
singletons(sincethey have no children). If the module M extendsa singletontemplate, it is
both the root and the leaf of the assaiated tree.

The development model: The userfollows thesestepsin deweloping his application: (1)
Study the application in detail. (2) Study the various templates, and selectthe appropriate
oneto createthe root of the hierarchy. (3) At any level of the hierarchical tree, suitably
selectthe proper child templatesand the asseiated modules. Eadh child module adapts to
the cortext of its parert by choosingthe right external protocol. The following simple rule
applies: if M is the parert and M; is one of its child, then Pgy of M; = Py of T, where
M % T. (4) Write the application speci ¢ code for eadn module using its protocols.
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The development system: The dewelopmen systemdirectly builds the hierarchical tree
for an application (while completely hiding it from the user). It alsotakescare of many of
the previous details (for instance: choosingthe right protocols), which can be automated.
Examplesin the next sectionwill illustrate the simplicity of the developmen system,which
hidesmost of the theory behind it.

2.1 An Example

We consideran examplewhich illustrates the previousdiscussion.Its implemertation using
the dewelopmert systemis illustrated in the next section. Let us considera producer-worker-
consumerexample: the producer producesa streamof data and passest to the worker. The
worker processeshe data and passest to the consumer.The consumerconsumeghe data.
The whole processcortinuesin a loop. Also let us assumethat the worker is the most time
consumingof the three modules.

Sincethe three modulesform a pipeline,a pipelinetemplate is the most reasonableoneto
choose. We can also choosea compositional template, which by default createsan all-to-all
interconnectiontopology. For illustration, we have decidedto usea compositional template
in this example.

So the root of the hierarchy becomesa module extending a compositional template,
which we nameas Root. Its internal protocol is PROT _Net, which providesthe lowest level
of abstraction. There are two possibleways to chooseits children. Case 1. The Root has
three children: Producer, Worker and Consumer Sinceead of the three children performs
its work sequetially (at leastfor now), they are modules extending singletontemplates. In
this case,the represemativ e of the Root is idle, sinceit doesnot have to interact with any
other module. Figure 2(a) illustrates the hierarchical tree, HTree(Root). Case 2: To make
it more excient, the Root can do the work of the producer. In that case,it hastwo children:
Worker and Consumer eat one of which is a singleton extension. Figure 2(b) illustrates
the new hierarchical tree.

As said before, the Worker module is the most time consumingof the three. Soit is
decidedto usea dynamic-replication template (a basic template) rather than a sequetial
singletontemplate. Consequetly the sequetial Worker module is replacedwith a dynami-
cally replicated Worker module, which is an extensionof dynamic-replicationtemplate. The
resultant hierardical tree is illustrated in Figure 2(c). It shouldbe notedthat the rest of the
modulesand their application code remain unchanged. This type of localized replacemetn is
calledare nement

The next section illustares the implemertation of this example using the dewelopmert
system.

3 The Development System

The library-based dewelopmer systemis implemerted using the industry standard C++
(SunCC compiler, version4.1). It was initially built on top of PVM, and later ported to
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the MPI version deweloped at the Ohio Supercomputing Certre [23]. Eadch parallel tem-
plate implemertation is a part of the library. The current catalogof implemerted templates
are: (1) compositional template, (2) singletontemplate, and (3) the following basic tem-
plates: pipeline, dynamic replication, data-parallel (with meshand hypercube topologies),
and dynamic divide-and-conquertree. The catalogalsocortains detailed description of ead
template: the attributes and the various application-dependen parametersassaiated with
theseattributes, and their usageghrough examples.

Presertly the userhastwo options of using the system: (1) he can directly work on the
C++-based userinterface. In that case,he hasto handle someof the theoretical and C++-
related implemertation issues. (2) Alternately, he can use a speci cation languagewhich
eliminates most of the badk-ground details and automatically generatesthe badk-end C++
code. The speci cation languageparseris preserly implemerted using PERL. The textual
interface basedon the speci cation-languageis illustrated next.

3.1 The User Interface

Let us considerthe Producer-Worker-Consumerexamplediscussedn the previous section.
The implemertation using the compositional template is illustrated next. As said before,
there are two possiblecases.Let usillustrate the rst case,wherethe root module hasthree
children: Producer, Worker and Consumer. The user'sportion of the application using the
speci cation-languagelooks exactly asfollows:

# Case 1: In this case, the root module of the HTree extends a compositional template.
# The root has three child modules: Producer, Worker and Consumer.
Root EXTEND®&ompositionalTemplate
{
# Below, fill in the various attributes.
CHILDREN:= Producer, Worker, Consumer;
# Other attributes  like internal protocol and the external protocol are automatically
# picked up by default, although the user can specify them if he wants to. For
# instance:
# INT_PROTOCGL PROT_Net;
REP{
# The representative  code goes here. In this case, the representative is idle.
}

# The Producer module, which extends a singleton template.
Producer EXTENDSingletonTemplate
{
# A singleton extension can have no children.
REP{
# The representative  code goes here.
int *data;
int dataSize;
while (True) {
Produce (data, dataSize);
Send (Worker, data, dataSize); # The "Send" Primitive (a memberof protocol: PROT_Net).
}
}
# Other user defined procedures and functions go below:
MISC{
void Produce(int*& data, int& dataSize)
{

}

# User code for "Produce" will go here.



# The Worker module.
Worker EXTENDSIngletonTemplate

REP{
# The representative  code for worker goes here.
int *inData, *outData;
int inDataSize, outDataSize;
while (True){

Receive (Producer, inData, inDataSize); # The "Receive" primitive (a memberof protocol: PROT_Net).
#.

# Nowprocess the data:
Process (inData, inDataSize, outData, outDataSize);
#.

H

Send (Consumer, outData, outDataSize); # The "Send" Primitive (a memberof PROT_Net).

}

}
MISC{
void Process (int*& inData, int& inDataSize, int*& outData, int& outDataSize)

{

}
}

# The Consumer module.
Consumer EXTENDSIingletonTemplate

# User code for "Process" goes here:

REP{

int *inData;

int inDataSize;

while (True) {
# The representative  code for consumer goes here.
Receive (Worker, inData, inDataSize);
Consume(inData, inDataSize);

}

}
MISC{
void Consume(int* result, int resultSize)

{

}
}

# User code for "Consume" goes here:

The internal comnmunication protocol of the compositional template is PROT _Net. Conse-
qguertly, the external protocol of ead child module of Root becomedROT _Net (refer to the
dewelopmen model in the previoussection). The primitiv esSend(...) and Receive(...), used
inside the usercode, are menbers of this protocol.

3.2 Renement

Let us once again refer to the previous example. Assuming that the Worker module is
the most time consuming,it can replicate its work within some subordinate workers. To
adhiewe this, the sequetial Worker module is re ned to a dynamic replication module. Each
replicated subordinate worker, nameda SubWorket is a sequetial computing module (also
referto Figure 2(c)). The changein the application isillustrated next. Sincethe interactions
of Worker with the other modules (i.e. the two peers, Producer and Consumer and the
parert) remain unchanged,the other modulesand their application code remain untouched
by this change.



# The refined Worker, which is now a dynamic-replication module instead of a sequential computing module.
Worker EXTEND®ReplicationTemplate

# The dynamically-replicated children:
CHILDREN= SubWorker;
REP{
# The representative  code for Worker goes here.
int *inData, *outData;
int inDataSize, outDataSize;
int success;
SetReplicationWidth(10); # The maximumnumber of replicated
# SubWorkers. Not mandatory to set.
while (True){
do {
Receive (Producer, inData, inDataSize); # Interaction  with Producer.
success = SendWork(inData, inDataSize); # Keep sending work-loads to free sub-workers
# until  none is free and can no longer spawn
# one dynamically.
# It is a memberof the internal protocol: PROT_Repl.
} while (success);
# Whenno sub-worker is free, the Worker processes itself.
Process (inData, inDataSize, outData, outDataSize);
Send (Consumer, outData, outDataSize); # Interaction  with Consumer.

while (success = ReceiveResultNB(outData, outDataSize)) # Memberof protocol: PROT_Repl.
Send (Consumer, outData, outDataSize); # Interaction  with Consumer.

}
}
MISC{
void Process (int*& inData, int& inDataSize, int*& outData, int& outDataSize)
{
# User code for "Process" goes here:
}
}

}

# Each replicated  SubWorker extends a singleton template.
SubWorker EXTENDSIngletonTemplate

REP{
int *inData, *outData;
int inDataSize, outDataSize;
while  (True){
ReceiveWork (inData, inDataSize); # Receive work from parent,i.e. Worker (Member of PROT_Repl).
Process (inData, inDataSize, outData, outDataSize);
SendResult (outData, outDataSize); # Sendresult to parent (Memberof the protocol: PROT_Repl).

}

}
MISC{

void Process (int*& inData, int& inDataSize, int*& outData, int& outDataSize)

{

# User code for "Process" goes here:

}

}

The internal comnmunication protocol for ReplicationTemplateis PROT _Repl. The primitiv es
SendWork(...), ReceiveResult(...), ReceiveResultNB(...), ReceiveWork(...), and SendResul(...),
usedinside the previoususercode, are menbers of this protocol.

3.3 Another Example

Now we illustrate one more examplewhich implemerts an excient parallel versionof quick
sort, calledthe PQSRS(parallel sorting usingregular sampling) [24]. It isimplemerted using
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data-parallel template with PROT _-1DMesh as its internal protocol. The implemertation
needspeer-to-peer commnunication, i.e. eath mesh-elemenhasto comnunicate with some
or all of its peers.

The algorithm performsthe following steps: (1) the root partitions the data items to be
sorted to the N children (i.e. mesh-elemets). Eadc child then performs sequetial quick
sort on its own data items, selectsN data items asregular samples,and sendsthem bad to
the root. (2) the root gathersthe regular samplesfrom all its children, sorts them, gathers
N j 1 pivot valuesand broadcaststhem to the children. Each child partitions its portion of
sorted items into N disjoint partitions, basedon the N j 1 pivot values. (3) Child i keeps
the i partition and sendsthe j™ partition to its j" peer. Thus, at this phase,ead child
hasto comnunicate with all its N j 1 peers.(4) Eadc child receivesN j 1 partitions from its
peers,mergesthem with its own partition to form a single sorted list, and sendsthe sorted
list badk to the root. Finally, the root concatenateshe sorted sub-listsfrom all its children
to form the nal sorted list.

For brevity, only the important portion of the code is illustrated.

# In this example, we namethe root of the HTree as "FrontEnd" since it resembles the front-end
# of a physical data-parallel computer.
FrontEnd EXTEND®ataparallelTemplate
{
CHILDREN:= MeshElement;
# In this case, the internal protocol needs specification from the user,
# as several variations are possible.
INT_PROTOCGt PROT_1DMesh;
REP{
int meshWidth = 8;
Array A,
SetMeshWidth (meshWidth); # Set the width of the back-end mesh (Member of the protocol).
ReadData(A, inFile);
PQSRSA, meshWidth);
WriteData (A, outFile);

}
MISC{
void ReadData (Array& A, char* inFile)

{

# User code for reading in the unsorted data elements.
void WriteData (const Array& A, char* outFile)
{

# User code for writing out the sorted data.

}
void PQSRSArray& A, int meshWidth)

{
Array* Temp= new Array[meshWidth];
int partitionSize = A.DataSize()/meshWidth;
# Step 1: Partition list and distribute  work to mesh elements.
for (int i =0; i < meshWidth; i++){
if (i < (meshWidth - 1))
Temp[i] = A.SubRange(i * partitionSize, ((i+1) * partitionSize) - 1);
else

Temp[i] = A.SubRange(i * partitionSize, A.DataSize() - 1);

for (i =0; i < meshWidth; i++)

SendSpecific (i, Temp[i].Data(), Templi].DataSize()); # Send to a specific  child.

# A memberof the protocol: PROT_1DMesh.

# Step 2: Receive regular samples from mesh-elements, sort them, create pivots and broad-cast
# them to all mesh-elements.
for (i =0; i < meshWidth; i++)

ReceiveSpecific (i , Templ[i].Data(), = Templil.DataSize()); # Memberof the protocol: PROT_1DMesh.
A = Cat (Temp, meshWidth);
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QuickSort (A);
CreatePivots (A, meshWidth);
BroadCast (A.Data(), A.DataSize()); # Broadcast to all children (A memberof the protocol).
# Step 3: Finally receive sorted sub-lists from mesh-elements and concatenate them.
for (i =0; i < meshWidth; i++){
Array temp;
int id;
ReceiveFromAnyChild (temp.Data(), temp.DataSize(), id); # Memberof the protocol: PROT_1DMesh.
Temp[id] = temp;

A = Cat(Temp, meshWidth);
delete[] Temp;

}
Array Cat(Array *Temp, int meshWidth)

# Called from PQSRS(). Insert code here.
void CreatePivots (Array& A, int meshWidth)
# Called from PQSRS(). Insert code here.

}
}
# Wenameeach child module as "MeshElement", since it resembles a mesh-element at the
# back-end of a physical data-parallel computer with mesh topology.
MeshElement EXTENDSIingletonTemplate

REP{
# Obtain information about the width of the mesh, and my
# position in the mesh.
int meshWidth = GetMeshWwidth(); # A memberof the protocol: PROT_1DMesh.
int mylndex = GetMyPosition(); # Memberof the protocol: PROT_1DMesh.
Array A, Sample;
# Step 1: Receive data, quick-sort it, create regular samples, and send samples back to parent.
ReceiveFromParent (A.Data(), A.DataSize()); # Receive from FrontEnd (A memberof the protocol).
QuickSort(A);
CreateSamples (A, Sample, meshWidth);
SendToParent (Sample.Data(), Sample.DataSize()); # Sendto FrontEnd (A memberof the protocol).
# Step 2: Receive pivot values from parent, exchange sorted data with peers based on these
# pivots to create the final sorted sub-list, and send it back to parent.
Sample.Delete();
ReceiveFromParent (Sample.Data(), Sample.DataSize());
Exchange (A, Sample);
SendToParent (A.Data(), A.DataSize()); # Finally, send results to FrontEnd.

}

MISC{
void CreateSamples (const Array& A, Array& Sample, int meshWidth)
{

# User code to be inserted here.

}
void Exchange (Array& A, const Array& Sample)

{
# Code for exchanging information with its peers, and to create the final
# sorted sub-list. It needs peer-to-peer communication. The membersof the
# protocol, wused for communicating with the peers, i.e. other mesh-elements,
# are:
# SendToSpecificPeer (int to, datatype* Data, int dataSize), and
# ReceiveFromSpecificPeer (int from, datatype*& data, int& dataSize).
#
# The actual code size is large enough and hence it is omitted for brevity.
}
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4 A Critical Assessment of the Mo del

After having described the template-basedmodel and illustrating somefeaturesof the de-
velopmen system, we turn our attention towards reviewing someof the key issuesof the
model: °exibility or openness and extendibility. Resultsof experimerts conductedto assess
the performanceof the systemare also discussed.

Eadh template designis essetially basedon the message-passingrogrammingparadigm.
The internal communication protocol ass@iated with a template capturesthe parallel pro-
grammingmodel and the designatedtopology assaiated with the template. A good selection
of parallel templateshave beenimplemerted. To the bestof our knowledge,this selectionof
templates covers a vast majority of the parallel algorithms in frequert usetoday. Howewer,
if a user choosesnot to useany of thesetemplates, and instead use the low-level message
passingprimitiv es, he can still usethe systemwith ease. The compositional template and
its assaiated internal protocol PROT _Net providesthis lowest level of abstraction. An ap-
plication can always be implemerted using sequetial modules (i.e. singleton extensions)
which caninteract with oneanother using the lowest-leel messaggassingprimitiv esinside
PROT _Net. Besides,asis already illustrated in the previous section, the programmer can
inter-mix theselow-level primitiv eswith higher-level programmingmodelsat di®eren levels
of hierardhy, under the samedewelopmert platform.

By laying down a genericway of de ning and implemerting a template, programmers
can dewelop new templates and add them to the template library, thus making the system
truly extendible. As discussedbefore, templates have generic attributes. Consequetly,
eadt template inherits from a commonbaseclass,which providesthe commonbehavior and
interfacesfor all templates. The commonbaseclasscontains somepure virtual functions,
i.e. interfacesand protected menberswithout implemertation, that individual template can
override to de ne its unique structure and behavior. The issueof extendibility is itself the
topic of a full paper, and will not be discussedherein detail for brevity.

4.1 Experiments and Performance Results

A set of experiments were conductedto assesshe performanceof the system. The PQSRS
algorithm described in section 3 was implemerted using the data-parallel template with

mesh-toplogy (as already illustrated) and experimerts were conductedto ascertainits per-
formanceon a cluster of Sun Sparc workstations connectedby a 10-megabitethernet net-
work. The algorithm needsextensive amourt of peer-to-peer commnunication among the
mesh-elemets. A secondset of experimerts was conductedto measurethe performanceof a
2-D discrete convolution algorithm [22]. The samedata-parallel template and the topology
was used. Unlike the PQSRSalgorithm, the discrete-conolution algorithm doesnot require
any communication amongits peers.

The 2-D discrete convolution algorithm was tested on a 400£ 400 pixel image, using a
5£ 5 mask. A pixel sizeis 1 byte. The PQSRSalgorithm wasusedto sort 10000randomly
generatedobjectst. For the discreteconvolution algorithm, the speed-upratio was measured

1Time to comparetwo objects is approximately 5 ms.
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with respect to the best sequetial algorithm. In the caseof PQSRS,the speed-upratio
was measuredwith respect to the samesequemtial quick-sort routine usedinside PQSRS.
The sequetial and parallel versionswere implemerted using identical data-structures and
tested on the same data-sets. The results are illustrated in Figure 3. Granularity and
problem sizesplayed major rules in both experimerts. As it turns out in both the cases,
the granularity becomedoo small with more than 10 processorsand hencethe performance
gradually degrades.

4.2 Assessing Complexit y using Software Metrics

From the software engineeringpoint of view, a recent quartitativ e study was done at the
University of Waterloo [30]. The conceptof software metricsis well establishedand a variety
of software metrics have beenusedover time to measurethe qualities of software products.
In this researth work, somecandidate metrics for measuringsoftware qualities, especially
complexity, have been collected. The set of software metrics was measuredfor template-
basedand non-template-basedcode for the sameset of applications.

The relationship between software quality and complexity metrics has beenresearbed
for many years. Thoseexperimerts have shovn that complexity metrics are interrelated with
eat other and seweral complexity metrics are related to software quality to somedegree.
There are se\eral metrics related to code complexity. This quartitativ e study concenrated
on four prominert complexity metrics for code: (i) executablelines of code, (i) number
of decision points, (iii) Halstead software sciencemetrics [16], (iv) McCabe's cyclomatic
complexity metrics [20,21]. Halstead's metric is a re nemert of courting executablelines
of code. Operators and operandsform the basicunits of measuremehin Halstead'smetric.
McCabe's metric is a re nemert of the number of decisionpoints. McCabe's objective is to
determine the number of paths through a program that must be tested to ensurecomplete
coverage.lt is a measuremen of the amourt of dizcult y in understandingthe program.

The study [30]shownsthat the useof templateslowerssoftware complexity ascomparedto
the code written using MPI. Table 1 shaws this comparisonfor PQSRSalgorithm basedon
someof the collectedmetrics. Table 2 showns the samecomparisonfor Discrete Convolution
algorithm. Each table hassix columns. The rst column cortains the namesof the metrics.
The secondcolumn cortains the metric mnemonics. Rangesof the acceptablevaluesof the
selectedmetrics are cortained in columnsthree and four respectively. The averagecalculated
valuesfor the correspnding metrics are illustrated in the next two columnsfor the same
application, one for the implemertation using MPI and the other for the implemertation
using the template-basedmodel. Both implemertations useidentical data-structures.

5 Related Research Work

The idea of using commonly occurring parallel structures is not something new. Its sig-
ni cance was recognizedand explored by a number of researbers and system designers.
A number of parallel programming systemssupport sud structures|[2,4,6,7,10{12,25{27].
All these systemsemploy the idea of semration of speci cations (also refer to section 1).
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Distinctions betweenthesesystemsand others like those basedon comnunication libraries,
parallel programming languagesetc. are discussedn detail in [28].

This template-basedmodel has in part beeninspired by the large body of the previ-
ously menrtioned work. Howewer, it handlessomeof the major shortcomingsof the previous
approades.

First, most of the previous systemssupport only interconnection of modules, possibly
with special syntax, to perform replication, fan-in or fan-out. There is no encapsulationof
higher level comnunication behavior. On the contrary, a parallel template in this model has
behavioral attributes: the parallel programming model and the commnunication protocols,
which re°ect the model and the designatedtopology of the template. Furthermore, various
attributes asswiated with a template are parameterized. Compareit with graphical systems
like Tracs [4] where, for example, separatedrawings are necessaryfor creating divide-and-
conquerstructureswith di®eren depthsand widths. The divide-and-conquetemplate in our
model encapsulateghe genericstructure and behavior of sudh a template, without requiring
separatespeci cations.

Second,the support for high-level parallel structures in most previous systemsis hard-
coded into the system. This meansthat adding a new template to the system usually
requiresmajor modi cations to the system. On the cortrary, the templatesin this model
are genericand context-insensitive, which allow gradual addition of new templatesto the
template library as per need. This issueof extendibility has already beendiscussedn the
previous section. Besides,the presen library of templates already covers the high-level
structures found in hard-coded systemslike Frameworks [27], Enterprise [25] and HeNCE
[2].

Third, in most of the previous systems,the user was restricted to use only the high
level parallel structures supported by the system. If the user'sapplication requirescertain
structures that are not directly supported, it is often very dixcult or even impossibleto
usethe systemfor that particular application. In other words, the useris hand-tied by the
constrairts of the system,which a®ecthis °exibilit y (or openness).As discussedn detail in
the previoussection, °exibility is one of the major issuesaddressedoy this model.

To the best of our knowledge, Tracs [4] is the only other parallel programming system
that hasthe goal of providing both °exibilit y and extendibility while supporting high level
parallel structures. Howewer, there are a number of major di®erencesvith Tracs. In Tracs,
a usercan graphically createa multipro cessstructure and save it in the library for later use.
Thereis noway of assigningbehavior to sud a graphicalstructure. Besidesthe systemdoes
not useany standard interface to thesestructures (compareit with the represemative and
the adaptable external protocol in this model). This would adverselya®ectthe capability to
composean application using morethan oneof thesestructures. Also, asalready mertioned,
the structuresin Tracsare not parameterized.
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6 Future Directions and Conclusion

Supporting the abstraction of high-level parallel templatesasre-usablecomponerts for com-
monly used parallel algorithms is a challenging goal. To the best of our knowledge, this
template-basedmodel together with the dewelopmen systemis the rst model and system
that aims at providing context-insensitive and application-independen library of templates.
The templatesin this model are generic,with assaiated structural and behavioral attributes
which can be parameterized. The canonical de nition of templates, together with their
conext-insensitivenessand a library-based approad, facilitates extendibility of the system.
The support for various protocols and programming models, starting from the lowest-le\el
message-passingrimitiv esinside PROT _Net, under the samedewelopmert platform and the
possibility of inter-mixing them at various levels of hierarchy can provide a good amourt of
°exibilit y to the user. The model directly supports composition of various parallel modules
through their genericinterfaces. This, in turn, facilitates the hierarchical dewvelopmen and
subsequetre nemerts of a parallel application.

The presen set of templates support those message-passinmodels of parallel compu-
tation, which can provide high granularity parallel applications on a MIMD ervironmert.
The programming model is SPMD (which is completely hidden from the user). Incorpora-
tion of new templates for sud environmerts is an ongoingresear activity. The ultimate
goal is to support templates for a network-cluster where someof the nodesin the cluster
can be shared-memorymultipro cessors.To adhieve this, templatesfor shared-memorybased
algorithms and the necessarye nemerts in the modelto t in thesetemplates, needto be
investigated. Usability of the systemis anotherissue. The template and protocol implemen-
tations, and the user'sinterface of the dewelopmen systemare cortinually being re ned to
improve performanceand the usability of the system.
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AverageValue

AverageValue

Metrics Mnemonic Low High Using MPI Using Templates
Number of statemerts N_STMTS 1 50 27.14 11.54
Total operand occurrences TOT OPND 1 152 82.28 32.72
Di®erert operands DIFF _OPND 1 38 20.14 10.45
Total operator occurrences TOT OPTR 2 198 133.00 43.36
Di®eren operators DIFF OPTR 2 18 24.14 12.09
Program size PR._SZ 2.00 274.47 211.16 133.52
Intelligencecontent INTELL 4.75 1255.98 21.61 17.64
Program complexity PR_CPXTY 1.00 36.00 48.46 24.64
Mental e®ort EFFORT 4.75 73172.68 1.09E+05 28846.95
Programming time CODE_T 0.26 4065.15 6061.17 1602.60
Cyclomatic number VG 1 15 4 2.81
Designcomplexity DES CPX 1 10 3.57 2.54

Table 1: Assessmeinfor the PQSRSAIgorithm
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AverageValue

AverageValue

Metrics Mnemonic Low High Using MPI Using Templates
Number of statemerts N_STMTS 1 50 20.33 8.81
Total operand occurrences TOT OPND 1 152 64.33 27.09
Di®erert operands DIFF OPND 1 38 18.33 9.45
Total operator occurrences TOT _OPTR 2 198 103.66 35.90
Di®eren operators DIFF OPTR 2 18 24.83 11.54
Program size PR_SZ 2.00 27447  196.97 119.24
Intelligencecortent INTELL 4.75 1255.98 20.04 16.62
Program complexity PR CPXTY 1.00 36.00 44.39 21.64
Mental e®ort EFFORT 4.75 73172.68 62480.73 16564.92
Programming time CODE_T 0.26 4065.15 3471.15 920.27
Cyclomatic number VG 1 15 3.66 2.45
Designcomplexity DES.CPX 1 10 3.16 2.18

Table 2: Assessmeinfor the Discrete Convolution Algorithm
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