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Abstract

A data-flow execution model that supports program reentrancy, recursion, and automatic
run-time loop unraveling without the use of tagged tokens is described. This execution
model is based on a novel data-flow program graph representation scheme which is a hybrid of static and dynamic data-flow program representation methods. In particular, the
use of separate instruction and data token spaces allows program reentrancy. Execution
environments called contexts execute acyclic data-flow graphs associated with high-level
code blocks. Iteration and function calling are implemented by the dynamic creation of
contexts.
A multiprocessor architecture that supports this execution model is proposed. The system
architecture is based on a partitioned ring in which each partition of the ring is a conventional processor/memory bus. Each processor consists of a processing element and a task
manager together with a portion of global memory.
The proposed architecture has been simulated in software. A number of test programs
have been developed and their execution on the proposed architecture has been evaluated.
The performance of the proposed architecture with various numbers of processing elements is described. In addition, a number of task scheduling algorithms are presented
and evaluated.
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1
Introduction

The data-flow model of computation has recently attracted considerable research interest.
Data-flow multiprocessor systems have the potential for exploiting the parallelism inherent in computations. However, data-flow research has had only qualified success. Many
issues in the design of data-flow systems remain open questions.
In this thesis, a data-flow execution model that supports program reentrancy and automatic loop unraveling without the use of tagged data tokens is presented. A novel data-flow
program representation scheme is also described. Finally, an architecture that supports
these ideas is proposed and simulated in software.
The important developments in this thesis arise from applying techniques used in conventional computer architectures to the data-flow execution model. In particular, the notion
of using separate instruction and data token spaces and the concept of a generalized program counter are adapted from conventional architectures. The proposed architecture also borrows concepts from conventional computer design. It uses a standard processor/memory connection and data token caching serves to decrease total computation time.
Chapter two provides a survey of data-flow research to date. The development of the data-flow execution model from data-flow analysis is outlined. The two competing approaches to the design of practical data-flow machines — static and dynamic data-flow
architectures — are described. Finally, the designs of a number of data-flow machines
actually built or currently under construction are described and compared.
In chapter three, some new ideas for data flow are presented. These ideas centre around a
program representation scheme that supports program reentrancy. Computational tasks
are represented by data-flow graphs that are partitioned into acyclic sub-graphs. Such
sub-graphs are spliced together at execution time using dynamic program splicing techniques.
1-ix
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In the fourth chapter, an architecture that supports the execution model developed earlier
is proposed. This architecture consists of a partitioned ring of processors. Each processor consists of four architectural components — node controller, processing element, task
manager, and memory.
In the fifth chapter, the software simulation of the proposed architecture is described. In
connection with this, a number of execution-time task scheduling algorithms are described. The parameters to the simulation model are also described. Finally, some comments are made on the usefulness of the programming language used — Concurrent EUCLID — as a simulation language.
In the sixth chapter, the results of executing a number of test programs on the simulated
machine are presented. The test programs were selected to exhibit certain specialized
forms of parallelism. A simple, theoretical analysis was performed to predict the simulation results. Finally, the notion of computing with streams is introduced and a program
that demonstrates this concept is presented.

1-x
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Data-Flow Computer Architectures

2.1 Introduction
Data-flow computer architectures have been touted as a solution to the problem of designing computer systems capable of exploiting the parallelism inherent in the algorithmic
representation of computational tasks in order to decrease total computation time. The
decrease in computation time is with respect to the total time needed for task execution
on a strictly sequential, conventional, Von Neumann-style architecture. In this respect, it
is useful to introduce informally the notion of maximum possible speed-up as corresponding to the situation in which the data flow architecture is able to use its parallel execution
units to realize all of the inherent parallelism in the task.
Data-flow systems can automatically recognize and take advantage of both microscopic
and macroscopic parallelism. The genesis of data-flow systems can be traced to the notion of data-flow analysis — a procedure used in compilers to minimize the usage of temporary memory locations by optimizing the usage of CPU registers. Data-flow computers
execute a graphical base language derived from high-level language programs by dataflow analysis. A data-flow graph is a bipartite directed graph whose nodes are either links
or actors (atomic operators), and whose arcs represent the conceptual or actual flows of
information [Dennis 1974]. Methods for interpretation of such schemata come under the
general heading of dependence-driven computation. Data-flow computation is a special
case of dependence-driven computation, which is the antithesis of the conventional (Von
Neumann) instruction-sequence-driven computation.
Data-flow architectures are designed with the goal of efficiently executing programs expressed in the graphical base language. These architectures are generally classified as either static or dynamic. This classification is based on the mechanisms used to implement
program flow control constructs, particularly those that facilitate iteration and function
calling. Data-flow computers are programmed either directly in the graphical base lan2-xi
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guage or in a high-level language compatible with data-flow concepts. High-level dataflow languages enforce disciplined control structures, prohibit module interactions, and
guarantee freedom from side-effects [Ackerman 1979a].
Practical data-flow architectures achieve less than the maximum possible speed-up. This
is due to factors such as the need for instructions to perform the overhead of processor
synchronization, the need for massively parallel algorithms in order to glean efficiency
from the architecture, and the awkwardness of handling large data structures [Gajski 1982].
These faults notwithstanding, data-flow research is being actively pursued in centres
around the globe.
2.2 Parallelism and Concurrency
High performance computer architectures use multiple operational units, executing in
parallel, to increase computational throughput. Parallelism can be classified by scope as
either macroscopic or microscopic and by type as regular or irregular. Vector and array
(SIMD) machines take advantage of the regular, microscopic parallelism inherent in numerical matrix manipulation algorithms. Multiprocessor architectures (MIMD) perform
concurrent tasks, efficiently exploiting the irregular macroscopic parallelism at the process level. Irregular, microscopic parallelism is exploited in certain pipelined architectures where several machine instructions proceed in parallel.
These architectures have evolved from the so-called Von Neumann machine model. This
model consists of a global addressable memory which holds program and data objects
and an instruction (program) counter which contains the address of the next instruction
[Agerwala].

The essence of this model is the single locus of control and strict instruction

sequencing.
Computer programs can be described as a partially-ordered set of high-level functions
[Gajski 1981].

The partial order means that the execution sequence of certain subsets of in-

structions does not alter the function computed by the program. Those subsets of instructions for which no ordering relation holds can be executed in parallel. SIMD architectures are intended for programs that contain non-ordered subsets of instructions whose el2-xii
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ements all have the same operator but different operands. MIMD architectures are intended for programs that can be partitioned into partially-ordered subsets of instructions
(coroutines) such that no ordering relations hold between elements of the partition.
Hence, the SIMD and MIMD architectures each execute a certain class of problem efficiently. Algorithms which execute efficiently on one machine may suffer serious performance degradations on the other. An example of a computer architecture that exploits
more general parallelism is the IBM 360/91 floating point processor. This architecture
exploits concurrency in a small window around the locus of control [Agerwala]. Data-flow
architectures have evolved in an attempt to efficiently exploit general parallelism without
suffering serious performance degradation when executing programs exhibiting the specialized forms of parallelism discussed above.
2.3 Data-Flow Analysis
Data-flow analysis is the procedure by which instruction sequencing constraints (partial
orderings) are determined. The analysis procedure transforms a high-level language program into a directed graph whose nodes correspond to atomic actions and whose arcs correspond to sequencing constraints. Such graphs reveal concurrency at the operator, function, and computation levels [McGraw].

Consider the program fragment of figure 2.1 consisting of a simple sequence of assignment statements (example from [Ackerman 1982] ). A data-flow (or data-dependence)
graph is constructed by making the assignment statements the nodes of a directed graph
2-xiii
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and by placing directed arcs from nodes in which a variable appears on the left side of an
assignment to the nodes where the variable appears on the right side of an assignment.
The result of applying this procedure to the program fragment of figure 2.1 is shown in
figure 2.2. The arcs in this example represent constraints variously called data dependencies or flow dependencies [Gajski 1982]. The graph indicates that the second and third
statements may proceed in parallel as may the fourth and fifth.

Consider the program fragment of figure 2.1 with a seventh statement added as in
figure 2.3. The resulting program fragment exhibits a different kind of dependency, variously called (memory) space dependency or data antidependence [Heuft].

2-xiv
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The data-flow graph is constructed as above with additional arcs from nodes in which a
variable is used to those in which the variable is reassigned. The result of applying the
procedure to the program fragment of figure 2.1 and figure 2.3 is shown in figure 2.4.
The data-flow graph without the data antidependence arcs indicates (incorrectly) that the
seventh statement can proceed in parallel with statements two and three. The data antidependence arcs force statement seven to follow statements four and five.
Sequential code such as this always produces an acyclic data-flow graph. Cyclic dataflow graphs arise from high-level programs containing iteration. A third kind of dependency called data output dependence arises in loops. The dependency exists between
statements that assign a value to the same variable; it spans the boundary between one iteration and the next [Heuft].
Data-flow analysis has several uses. It is used in optimizing compilers to optimize the
use of registers and temporary memory locations. Data-flow analysis procedures are used
to translate high-level languages to parallel target languages. Data-flow analysis can be
used to determine the efficiency of computational algorithms by estimating the inherent
parallelism of the algorithm [Dhas].
A top-down recursive descent data-flow analysis procedure is given in [Allan 1979] and
[Allan 1980].

It is a procedure for translating a high-level PASCAL-like language to a da-

ta-flow graphical representation. Such graphs are intended to be directly executed on data-flow machines.

2-xv

Graphical Base Languages

Section 2.4

2.4 Graphical Base Languages
Graphical base languages formalize the syntax and semantics of data-flow graphs. Such
graphs can be automatically derived from high-level language programs or directly constructed by the programmer. Well-formed data-flow graphs constitute the equivalent of
assembly language programs for data-flow architectures.
A data-flow graph is a bipartite directed graph. The two types of nodes are link and actor
[Dennis 1974].

The arcs connecting the nodes represent data paths, along which flow data

items called tokens. Firing rules for each actor (node) describe the conditions under
which the actor fires (executes). An actor whose firing rule predicate is satisfied executes
by absorbing tokens from its input arcs and producing tokens on the output arcs. The firing rule and the semantics of an actor can be summarized by a sequence of diagrams
called snapshots corresponding to the state of an actor before and after firing.
2-xvi
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All data-flow graphical base languages encompass a set of five primitive actors called
source, sink, link, switch and merge (see figure 2.5). Generally, these actors manipulate
arbitrary data tokens. However, by restricting the domain of the data tokens to Boolean
values, it is possible to construct a graph which computes the NOR Boolean function and
hence any logical or arithmetic operator [French]. Thus, data-flow graphs have the same
computational power as all other computing mechanisms.

The source node (also called constant node) fires when its output arc is empty. It places a
data token on its output arc (figure 2.6a).
The sink node fires when a data token is present on its input arc. It consumes the input
data token, removing it from the graph (figure 2.6b).
The link node (also called copy, fork, and dup [licate]) fires when a data token is present
on its input arc. It replicates the input data token on all of its output arcs (figure 2.6c).

2-xvii
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The switch node (also called distributer) fires when both a Boolean data token (the control input) and an input data token are present on the input arcs. It places the input data
token on the output arc specified by the control input (figure 2.6d).
The merge node (also called selector) fires when a Boolean data token is present at the
control input and a data token is present at the input arc specified by the control input. It
places the specified input token on the output arc (figure 2.6e).
With the exception of the merge actor, all the actors obey the general firing rule that a
node is enabled when all of its input arcs contain data tokens. However, the merge actor
can be simulated using the other four primitive actors (figure 2.7), thus making all of the
primitive actors obey the same firing rule. Note that in figure 2.7, the crossed-circle symbol indicates a legal merging of output arcs since at no time will both output arcs contain
a data token [Arvind 1978].
Although the five primitive actors comprise a complete set in the sense that all programs
can be expressed in terms of such actors, actual implementations include additional compound actors (figure 2.8). Such compound actors include arithmetic operators and
Boolean operators. An m-input, n-output data-flow graph can be represented as a compound actor. More complex graphs can be recursively constructed from such compound
actors. Special purpose actors for input/output, function calling, and data structure manipulation are also included in practical data-flow implementations.
2.5 Data-Driven and Demand-Driven Computation
Execution control mechanisms for interpreting data-flow graphs are broadly classified as
either data-driven or demand-driven. These mechanisms govern the interaction between a
node and its predecessors and successors (collectively called its environment). These
mechanisms are the practical implementations of firing rules.
The conceptually simplest of these mechanisms is called data-driven execution
(figure 2.9). A node fires (i.e. the corresponding machine instruction is executed) when
all its operands are made available by the environment. The results of the computation
2-xviii

Data-Driven and Demand-Driven Computation

Section 2.5

are passed to the environment on the output arcs. No throttling mechanism exists to pre2-xix
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vent data tokens output from a fast node from piling up on the input to a slow node. Even
2-xx
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if all nodes execute at the same rate, pile-ups are possible in cyclic graphs containing
paths of different lengths. In practical implementations of this form of data-driven execution, arc capacity is finite. Special methods are used to prevent pile-ups — for example,
certain graph transformations that eliminate pile-ups can be performed [Brock]. This is
accomplished by inserting dummy nodes into the graph that do not affect the function
computed by the graph, but cause all paths in the graph to be of equal length.
A second method of dependence-driven computation also called data-driven execution is
shown in figure 2.10. The basic cycle of the mechanism proceeds as follows: The node
receives data from the environment on its input arcs. Concurrently with or immediately
thereafter, the node expects a signal from the environment that its output arcs are empty.
The node fires; places the results on its output arcs; and informs the environment that the
data on the input arcs have been consumed.
Demand driven execution is the opposite of data-driven execution (figure 2.11). The basic cycle of this mechanism proceeds as follows: The node receives a demand for data
from the environment. The node then requests input data from the environment. The en2-xxi
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vironment then provides input data to the node. The node computes the result and returns
it to the environment on the output arcs.
These execution sequencing mechanisms have been presented in terms of a token (or token-stream) model of execution [Davis 1982]. Each node processes a stream of tokens (one
at a time) for the duration of the computation. A more general model is the structure
model of execution. During the course of the computation, a data structure is constructed
(in concept if not actually) on each arc of the program graph. Although structure models
are more difficult to implement, they provide elegant solutions to certain computational
tasks. For example, demand-driven, structure-model-based execution allows the pro2-xxii
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grammer to construct ‘‘infinite’’ data structures [Backus]. Greater parallelism is also possible in such models, since computation can be spread over a larger number of nodes by
allowing partial execution. According to structure-model firing rules, each actor is enabled when enough of the data structures have been constructed on its input arcs that it
may begin to compute the data structure on its output arcs. Despite the elegance of the
structure model, most data-flow research has focussed on the token-stream model of execution.
2.6 Static and Dynamic Multiprocessor Architectures
Conventional multiprocessor architectures can be broadly classified according to the nature of the logical connections between processors as either static, reconfigurable static,
or dynamic [Sharp].
A static (or fixed) multiprocessor architecture is one in which the logical connections are
fixed in hardware. The logical connections and the physical connections are one and the
same. The processors in such architectures are usually special-purpose devices with limited computational power. An example of this architecture is the so-called systolic processor array. Such special purpose machines are capable of executing only one program.
In this case, the only interesting program is the one that interprets data-flow graphs
[Sharp].
2-xxiii
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Reconfigurable static (often simply called static) multiprocessor architectures are those in
which logical connections between processors are established prior to program execution.
Connections can be arranged when the program is compiled as well as when the program
is loaded in preparation for execution [Sharp].
In dynamic architectures, logical connections between processors can be established and
changed during execution and can do so in response to scheduling constraints. Virtually
all data-flow architectures are dynamic multiprocessor architectures.
This classification is based on the logical connections between processors. Data-flow architectures can be similarly classified on the basis of arcs (instead of logical connections)
and nodes (instead of processors). The two classes of interest are (reconfigurable) static
data-flow and dynamic data-flow architectures.
2.6.1 Static Data Flow
Static data-flow architectures differ from dynamic architectures in essentially three ways:
Instructions and operands are interspersed in the same storage space (impure code); an instruction can have at most one activation at any instant; programs are loaded in completed
form (no run-time loader) [Todd].
The data-flow program graph is internally represented by a collection of activity templates. For each node of the data-flow graph there corresponds an activity template. An
activity template is a triple consisting of an operation code, a set of operand slots, and a
pointer list [Dennis 1980b]. The operand slots correspond to the input arcs of a node. A
node’s predecessors store their results in its operand slots. Elements of the pointer list are
pointers to operand slots in the activity templates of the node’s successors. An activity
template is enabled for execution when all of its operand slots are filled and the operand
slots of its successors (indicated in the pointer list) are empty. Since activity templates
are stored in contiguous memory locations, the instructions are not pure. Furthermore,
since there is only one operand slot for each arc of the data-flow program graph, arcs
have the capacity to hold at most one token. The ramifications of these constraints affect
function calling and iteration mechanisms.
2-xxiv
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The mechanisms of macro-expansion and function sharing are two ways in which functions are made reentrant. Macro-function definition involves the specification of a hierarchy of data-flow graphs. The hierarchy is constructed by associating a data-flow program
graph with a node in some other data-flow graph. This node can be expanded either at
compilation time or execution time [Davis 1982]. In order to support recursive functions,
execution-time expansion must be used. A special actor is introduced whose two inputs
are a pointer to a function and an argument list. The actor duplicates the function by
making a copy of the activity templates and binds the arguments to the input arcs of the
function [Miranker].
Function sharing involves pipelined execution of data-flow program graphs. This mechanism relies on the fact that each arc is a first-in, first-out (FIFO) queue. Hence, a dataflow graph has the FIFO property. A sequence of arguments to a function can be submitted to the function, one set of arguments at a time. The function will return a sequence of
results (in the same order). A mechanism to do this is described in [Todd].
2.6.2 Dynamic Data Flow
Dynamic data-flow architectures are characterized by the use of tagged data tokens which
support pure, reentrant code and automatic loop unraveling. In dynamic data-flow architectures, the data-flow program graph is represented as a linked list of pairs. The pairs
consist of an operation code and a destination list — no storage is reserved for operands.
Hence, the code is pure. Furthermore, the arc capacity is not constrained by the method
of code representation.
Data tokens are stored separately from the code. They consist of two parts — a value part
and a tag (also called a label or colour). The tag part keeps track of the arc upon which
the data token conceptually resides. The basic execution cycle involves locating nodes
whose input arcs are full; computing the function specified by the operation code using
the value parts of the input data tokens; and forming the value parts of the output data tokens from the results of the computations and the tag parts from the elements of the destination list.

2-xxv
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In order to support loop unraveling and reentrant functions, the arcs of the data-flow
graph must have unrestrained capacity. Data tokens from different contexts must be able
to occupy the same arc. In order to keep the data tokens separate, their tag parts are augmented to include information about the context in which they reside. Techniques required to achieve nested iteration and recursive function calls can be achieved by the use
of special purpose actors that manipulate the tag parts rather than the value parts of data
tokens [Watson 1979].
Static data-flow architectures and dynamic data-flow architectures demonstrate two different approaches to the problem of reentrancy. A static data-flow machine limits the
number of tokens residing on an arc to one. Nodes can fire when all the input arcs are
full and output arcs are empty. This prevents loop unraveling and constrains concurrent
execution of functions by pipelining. A dynamic machine does not constrain arc capacity. This allows loop unraveling and true concurrency of function execution. However,
such machines have the added overhead of tag manipulation and matching. The modified
firing rules require the input tokens to have compatible tags before a node can fire in a
given context. Hence, the dynamic architectures pay the price of having each node carry
a complete specification of its context.
2.7 Programming Data-Flow Machines
Data-flow machines can be programmed in one of four ways:
(1)

The machine can be programmed directly in a graphical data-flow language.

(2)

An existing compiler for a conventional language can be modified to produce
data-flow graphs.

(3)

One of the recently developed languages with explicit concurrency features can
be extended to support data-flow principles.

(4)

New languages can be designed to take advantage of the features of data flow
[McGraw].

Of these, the first and last seem to be the methods most commonly used. However, the
second option is not without interest due to the large investment in existing software.

2-xxvi
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Three examples of graphical programming languages are GPL, LZ, and FGL. GPL
(graphical programming language) is a high-level, data-driven programming language,
the syntax of which is based on directed graphs. Nodes (or vertices) in such program
graphs either represent atomic functions or correspond to sub-graphs. An example of a
business application program in GPL is given in [Davis 1981] and a real-time signal-processing application is described in [Davis 1980].
LZ is a language in which the concepts of operation, procedure and process are unified.
Graphical programming facilitates communicating parallel structures directly to the computer [Boarder].
FGL (function graph language) is a graphical language designed for top-down software
development. The programmer constructs a graph and recursively defines the nodes in
the graph until all nodes have been specified in terms of atomic actors [Keller 1981].
These languages are based on graphical representations of programs. Although graphics
elucidate program structure more clearly, textual representation remains the most common form of program representation. This is due largely to a considerable investment in
text-based input/output devices and in part to programmer bias.
A fundamental requirement of a language suitable for a data-flow machine is freedom
from side effects. Procedures cannot alter their arguments and they have no memory.
Hence, procedures are true mathematical functions. Pure LISP is an example of such a
language. Such languages are also called applicative languages or functional languages.
(The latter term is more correctly reserved for a style of programming in which there are
no variables, only functions and function combinators; e.g. the FP language of [Backus] ).
Applicative languages have the added advantage that program verification is also easier.
LUCID is an example of a language developed for program verification that is suitable for
programming data-flow machines [Ackerman 1979a].
The VAL (value-oriented algorithmic language) language was developed for a static dataflow machine. Its syntactic structure resembles that of PASCAL. The language mirrors
the underlying machine in that it does not support recursion [McGraw]. Extensions to the
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language to support acyclic tree data structures are described in [Ackerman 1979b] and
stream data structures in [Dennis 1979].
The ID (Irvine data-flow) language was developed for a dynamic data-flow architecture.
It is a block-structured, expression-oriented, single-assignment language [Arvind 1980c].
Extensions to the language that support incremental creation and consumption of data
structures are described in [Arvind 1980b].
Other languages developed for data-flow architectures include VALID (a cross between
VAL and ID) [Amamiya] ; SALAD (single assignment language) [Christopher] ; LAU (language à assignment unique) [Plas] ; and ADFL (applicative data-flow language) [Brock].
2.8 An Overview of Data-Flow Architectures
2.8.1 The Manchester Machine
The Manchester machine is a tagged-token, dynamic data-flow machine with a ring architecture (figure 2.12) [Watson 1982]. It consists of five components — processing unit,
switch, token queue, matching store and node store — connected in a ring topology. The
processing unit produces data tokens which are sent around the ring to the token queue.
The matching unit collects together tokens destined to the same node and fetches the corresponding activity template from the node store. The activity template, together with its
data tokens, is sent to the processing unit where execution takes place. The switch connects the ring to a host which provides file storage and input/output functions.
The matching store is a large content-addressable memory, implemented using a conventional read/write memory and hardware hashing. The purpose of the associative memory
is to collect together data tokens having the same tag part.
The processing unit consists of a number of processing elements that can operate in parallel. The maximum number of processing elements that actually execute in parallel is
governed by the rate at which enabled nodes can be detected by the matching store. A
bit-slice/MSI-logic prototype with a maximum computational throughput of 3.3 million
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instructions per second has been constructed [Watson 1982].
2.8.2 The MIT Machine
The MIT Machine is an example of a static data-flow machine using a packet communication network (figure 2.13) [Dennis 1980a]. The major architectural components are cell
blocks, a set of processing elements, and a routing network. The cell blocks contain instruction cells (activity templates). They comprise an activity store. When all the
operands have arrived in an instruction cell, the cell block containing that instruction cell
sends an operation packet to its processing element. The processing element computes
the result and sends results packets through the interconnection network to the appropriate cell blocks. The interconnection network is a Banyan network constructed with custom LSI 2×2 routers. The network is pipelined and therefore supports a large throughput
at the expense of delays through the network. Provided that the program exhibits suffi2-xxix
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cient parallelism, the pipeline will be full and the network delay will not adversely affect
the computational throughput. A 4×4 prototype has been constructed using bit-slice technology.

2.8.3 The UCI Machine
The UCI (University of California — Irvine) machine is an example of a dynamic,
tagged-token architecture using a packet communication network (figure 2.14)
[Arvind 1981].

Despite the similar global topologies of the MIT and UCI machines, the

underlying execution mechanisms are completely different. The processing elements of
the UCI machine consist of a pipeline containing a matching section, an instruction fetch
unit with an associated instruction memory, and a processing section. These sections
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function in the same fashion as the sections of the same name in the Manchester architecture. In particular, token matching is also done using a hardware hashing algorithm
[Arvind 1982].

Work on a MOS VLSI implementation is reported in [Arvind 1981].

2.8.4 Other Machines
The first data-flow machine built was DDM1 (data-driven machine 1) [Davis 1979]. The
machine architecture is a hard-wired, tree configuration of processing elements.
The first data-flow multiprocessor was constructed by Texas Instruments [Johnson]. It
consists of four microprogrammed execution units connected to a word-wide, variablelength, circular shift register. This machine is programmed in FORTRAN. An existing
optimizing FORTRAN compiler was modified (mostly by removing code) to produce data-flow graphs for execution on this machine. This was possible since the compiler used
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data-flow graphs in the optimization phase.
2.9 Criticisms of Data Flow
The major criticism of data-flow architectures centre around the following basic problems:
(1)

The manipulation of large data structures and arrays is awkward.

(2)

Data-flow multiprocessors rely on complex interconnection networks.

(3)

Practical data-flow architectures deliver much less than the maximum possible
speed-up.

(4)

Practical issues such as fault tolerance and debugging techniques have not been
addressed [Gajski 1982].

Various approaches to the data structure problem have been made. Special purpose structure processing units that manipulate data structures in the form of acyclic trees have been
designed [Ackerman 1979b]. A data-flow architecture that manipulates data structures
called streams is described in [Dennis 1979]. A special class of data structure, called Istructure is described in [Arvind 1980b]. I-structures are incrementally and monotonically
constructed arrays. Such structures are a generalization of the notion of data streams.
More recently, data-flow techniques have been applied in the design of data base machines [Boral]. These developments suggest that the data structure problem is not insurmountable.
The processor interconnection problem is common to all multiprocessor architectures.
The size and complexity of interconnections grow as the number of processing elements
increases. This problem remains an important one — no insights to its solution have
been provided by data-flow research [Gajski 1982].
Practical implementations of data-flow architectures deliver less than the maximum possible speed-up. This is due in part to the length of the pipelines and the time required to fill
them up. Another factor is the relatively primitive data-flow actors used in data-flow machines. Recent work in data-flow architectures addresses these issues by providing data
paths which bypass long pipelines and by designing more powerful instruction repertoires
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[Burkowski 1982].

Finally, the issues of fault tolerance and hardware and software debugging techniques remain open questions in data-flow designs. The decentralized control and lack of program
counters makes debugging a difficult task.
2.10 Summary
The data-flow model is based on two principles:
(1)

Asynchrony — all operations execute when the required operands become
available.

(2)

Functionality — all operations are functions (in the mathematical sense)
[Gajski 1982].

These principles allow the automatic exploitation of the most general forms of parallelism. The roots of the data-flow model can be traced to data-flow analysis which produces graphical representations of programs. Data-flow machines directly execute programs expressed in these graphical base languages. Computation based on such graphs is
either data-driven or demand-driven.
Data-flow architectures are either static or dynamic. Static data-flow architectures are
characterized by impure code and arcs with the capacity to hold only one token. Dynamic data-flow architectures provide loop unraveling and reentrant functions by using tagged
tokens.
Data-flow machines are programmed in either graphical or textual high-level languages.
Special languages have been developed that exploit the data-flow principle of asynchrony
and enforce the principle of functionality. Formal translation techniques exist that convert textual languages to graphical forms.
Data-flow multiprocessor architectures are either ring-based or network-based. The
Manchester machine is an example of a ring-based dynamic data-flow architecture. The
MIT and UCI machines are both network based architectures. The former supports static
data flow and the latter supports dynamic data flow.
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Some New Ideas for Data Flow

3.1 Introduction
In this chapter some new ideas for data-flow-based execution models will be developed.
The cornerstone of this work is the development of a program-representation scheme
based on separate instruction and token spaces. This representation scheme will be
shown to be a hybridization of static data-flow program-representation and dynamic dataflow program-representation methods. A program execution environment called a context is associated with each high-level code block. The data-flow graph inside a context
is acyclic. Iteration and function calling are achieved by the dynamic creation of contexts
using a special fork actor. Intercontext communication is performed using special send
and receive actors classes. The effect is to dynamically splice data-flow sub-graphs together by forming arcs at execution time. The execution of a simple iterative program
will be described in order to illustrate these concepts.
Associated with a context are an instruction space and a data token space. It is proposed
that the size of these spaces be limited to a page of physical memory. This enables the
utilization of demand-paged, virtual-memory-management schemes.
The basic execution cycle will be explained in terms of a virtual processing element and
control tokens. A control token is an object with properties similar to a program counter.
A control token is created when an instruction is ready to execute and is consumed after
execution. A practical execution mechanism will be described in terms of a physical processing element and a task manager. A set-associative storage mechanism for the manipulation of control tokens will be described. The use of a set-associative store, rather than
the large fully associative stores used in other dynamic architectures simplifies the practical implementation aspects of this data-flow execution model.
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A data token caching mechanism that further increases execution time efficiency will be
described. The mechanism is shown to be equivalent to automatic execution-time allocation of CPU registers.
The basic thrust in the development of these new ideas has been to adapt to the data-flow
model those aspects of conventional computer architectures that lead to time-efficient
computation.
3.2 A New Data Token Storage Mechanism
A novel data token storage scheme which is a hybrid of static data-flow and dynamic data-flow storage mechanisms will be presented. This scheme allocates fixed memory locations for data tokens, yet supports reentrant data-flow program graphs.
In static data-flow architectures, the program graph is represented by a linked list of activity templates with memory locations (operand slots) reserved for data tokens
(figure 3.1a). Since the code is impure, program graph reentrancy is severely restricted.
Activity templates and data tokens occupy the same address space.
In dynamic data flow, the program graph is also represented by a linked list of activity
templates. However, no storage is reserved for data tokens. Instead, data tokens are
stored in a separate associative matching store. Matching is done on the tag part of a data
token whose function is twofold (figure 3.1b):
(1)

The tag field indicates to which activity template the tokens belong. This is indicated by the pointers in figure 3.1b.

(2)

The tag field associates data tokens that have the same context with each other.
The C field of the tag (figure 3.1b) indicates the context to which the data token belongs.

Practical realizations of the matching store invariably use hardware hashing of the tag
field to address a standard read/write memory. The effect is to provide an unique memory
location for each data token [Caluwaerts].
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A novel storage scheme which uses separate address spaces for instruction (activity tem3-xxxvi
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plate) storage and data token storage is proposed. An activity template is considered to
occupy the same range of addresses in both the instruction space and data token spaces.
Only the operation code and destination pointer parts of the activity template occupy the
instruction space (figure 3.1c). Hence, the code is pure. Rather than point back into the
instruction space, the destination pointers point to operand slots in the token space. The
data tokens associated with a given activity template are stored in fixed memory locations. A trivial relationship (namely equality) associates the address of an activity template in the instruction space with its operands in the token space.
Data-flow graph reentrancy is achieved in this scheme by associating several token spaces
with a single instruction space. An instruction address space, token address space pair
will be called a context. The information contained in the tag part of a token in a dynamic data-flow architecture is equivalent to specifying the context and address of an activity
template in this scheme. Whereas in a dynamic data-flow architecture the information is
explicitly represented in the tag portion of every data token; in the scheme proposed in
this thesis, the same information is implicit and is not carried around by the data tokens.
This mechanism has the static data-flow property of arcs with the capacity to hold one token, yet it will now be shown that recursion and automatic loop unraveling are possible.
Recursion and loop unraveling are made possible by the following mechanisms:
(1)

Only acyclic data-flow graphs are allowed within a given context. During the
execution of such graphs, only one token is produced on each arc and hence
no pile-up prevention mechanisms are required.

(2)

Special actors are introduced for context generation and intercontext communication of tokens. These special actors are used to implement iteration and recursion (eliminating the need for cyclic graphs).

3.3 Dynamic Program Splicing
Dynamic data-flow program splicing involves the connection together of contexts at execution time. A new data-flow context is created for each high-level code block. In particular, a new context is created each time a function is called and for each iteration of a
loop. This means that recursion is possible as well as dynamic loop unraveling. Mecha3-xxxvii
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nisms are required to facilitate the creation of a context and to enable the interchange of
information between contexts. Communication between contexts is achieved by establishing arcs between disjoint graphs at execution time — hence the term dynamic program splicing. A set of actors to accomplish dynamic arc splicing is shown in figure 3.2.

The purpose of the fork actor is to create a new context. It is a non-standard data-flow actor in two senses:
(1)

It is not free from side effect.

(2)

It is not a function.

The fork actor expects the input data token to be a pointer to a function in the instruction
space. The fork actor is not a function since it returns a new and different context each
time it is used.
The send i actor represents a class of actor used to establish arcs from the calling context
to the called context. The called context is an acyclic data-flow graph having an arbitrary,
finite number of input arcs. The calling context must have a send actor for each input arc
of the called context. The send actor has two input arcs. On one it expects a pointer to a
context (as produced by a fork actor). On the other it expects a data token. The send i actor establishes an output arc between itself and the i th input arc of the graph in the indicat3-xxxviii
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ed context. The other input data token is placed on this dynamically created arc.
The receivei actor represents a class of actor used to establish return arcs from the called
context to the calling context. The called context can have an arbitrary, finite number of
output arcs. The calling context must have a receive actor for each output of the called
context. The receive actor has one input arc and a virtual output arc. The input arc is expected to contain a pointer to a context (as returned by the fork actor). The virtual arc
serves to indicate the node in the calling context to which the called context is to send a
data token. The called context creates a dynamic arc in place of the virtual arc by means
of a send actor.
A similar mechanism for a dynamic, tagged-token architecture is described in [Amamiya].
Four actors — call, link, rlink, and return — are used to implement function calling. The
call, link and rlink actors play similar roles to fork, send and receive, respectively. The
return actor sends a data token from the called to the calling contexts. The general class
of send actors proposed in this thesis covers both the link and return actors, since their
function is the establishment of dynamic arcs.
Similar mechanisms are also used in the dynamic, tagged-token architecture of
[Caluwaerts].

Two actors — GNCF (generate a new context for a function) and GNCL

(generate a new context for a loop) — play the roles of both fork and receive. As such,
they are double-output actors. The actors SNC (set to new context) and RTC (return to
context) play the same role as the send actor does in the calling and called contexts respectively. By grouping the fork and return mechanisms, functions are restricted to returning a single result token. Multivalued functions must amalgamate their results in a
single data structure which leads to inefficiency. Furthermore, it is desirable to have an
actor produce the same value on all its output arcs as this simplifies the representation of
code. The set of fork, send and receive appears to be the simplest and most general of the
three means of performing dynamic program splicing. In particular, this set supports
multi-valued functions that can return their values individually as they are computed.
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3.4 A Sample Program
To illustrate the dynamic-program-splicing mechanisms, a program which computes the
sum of the first n integers (figure 3.3) is shown in data-flow graphical form (figure 3.4).
The data-flow program consists of three acyclic directed graphs — G 1 , G 2 , and G 3 . The
data-flow graph labeled G 2 corresponds to the body of the loop. It has four input arcs;
the first three correspond to the variables i, n, and sum. The purpose of the fourth arc will
become evident shortly. Inside the loop, a new value for sum is computed by adding sum
and i. Similarly, a new value for i is obtained by adding one to the old value. If the new
value of i is less than or equal to n, the merge gate selects G 2 , otherwise it selects G 3 .
The fork actor generates a new context and associates either the graph G 2 or G 3 with it.
The four send actors create dynamic arcs between the current context and the newly generated one. Note that in a loop, the number of dynamic arcs created must equal the number of input arcs, since iteration is accomplished by context self-replication.
When iteration must terminate, the graph G 3 is used. Although G 3 discards two of its inputs, they must be included since G 2 uses them. This is because it must be possible to
splice either G 2 or G 3 at the same place. The purpose of the input called return arc is evident in G 3 . It is used to carry a pointer to the main context. In G 3 the send actor returns
the final value of sum to the calling context by establishing a dynamic arc.
The mechanism of G 1 should now be clear. G 1 corresponds to the main body of the function f. It accepts a value n from its caller and in turn calls the loop body. The variables i
and n are initialized and a dynamic return arc is established. The value returned by the
loop is itself returned to the context that called f by means of a send actor.
The mechanisms for calling functions are identical to those used in iteration. It should be
noted that there is no restriction on the number of inputs or outputs to a context. Another
feature of this scheme is that a function can begin executing as soon as one of its inputs is
available. Similarly, values are returned from functions as soon as they are available.
These properties make dynamic loop unraveling possible. Loop unraveling will take
place when the computation inside the loop body is very lengthy and the loop termination
decision computation is very simple. In the example of figure 3.4, loop unraveling will
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not occur since the loop termination decision is more complex than the loop body.
3.5 Program Blocks and Paged Memories
A context has been defined as a pair consisting of an instruction space and a token space.
Since a new context is created for each function call and for each iteration of a loop,
many contexts will be created during the execution of a program. Furthermore, such contexts may have the potential for concurrent execution. An efficient implementation of the
model of execution should have the capability to handle many concurrent contexts.
A practical data-flow machine will have a finite amount of memory. An execution model
with many concurrent contexts and the associated memory spaces must utilize the finite
memory resource efficiently. It is proposed that the size of the token and instruction
spaces associated with a context be small. Small here means a number of words of memory which is a fraction of the actual physical memory resource available. It should not be
so small as to unduly constrain the amount of useful computation possible within a given
context. The amount of memory associated with either the instruction space or the token
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In a practical machine, as page size increases, execution time will increase. This is because the number of contexts able to occupy the physical memory resource decreases as
page size increases. On the other hand, if the page size becomes small, the amount of
useful computation possible in a context decreases. Furthermore, the number of contexts
used to represent a given computation increases and therefore the amount of intercontext
communication overhead increases as the page size decreases. Hence, there exists some
page size (or range thereof) for which the execution time for a given algorithm (on a
given implementation) is minimized.
The partitioning of memory into pages and the association of a context with a page naturally introduces the notion of demand-paged virtual memory systems. In a conventional
demand-paged memory system, some pages reside in the primary (fast) memory while
the rest reside in a secondary (slow) memory. This memory system exploits the property
of locality of reference exhibited by the Von Neumann, control-flow model of execution.
That is, control-flow programs exhibit the property that for significant time intervals only
a small subset of the total set of memory pages will be accessed.
The context-based method of data-flow program representation has introduced the property of locality of reference to the data-flow model of execution. This means that the memory management techniques used in conventional demand-paged virtual memory systems
can be exploited in data-flow architectures as well.
A paged-memory data-flow system is also described in [Caluwaerts]. It is based on the
MIT system of program representation which utilizes impure code. Reentrancy is
achieved by copying portions of the program graph. The main advantages of the paged
memory in this architecture are to reduce storage overhead and to facilitate program
copying required for reentrancy. Programs and data structures are stored in trees with entire memory pages at the leaves and nodes. By associating a page of memory with leaves
and nodes, rather than a word of memory as done in the MIT machine, storage overhead
is reduced. The advantage of the scheme proposed in this thesis is that the separation of
instructions and data means that no program copying is required at all.
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3.6 Control Tokens
A method for implementing instruction sequencing in data flow is based on the introduction of an object called a control token which is a generalized program counter. A control
token is a pair consisting of a pointer to a context and a pointer to and activity template
(graph node) within that context. Recall that a context is identified by specifying an instruction page and token page. A control token is created when a node becomes enabled
for execution and is consumed when a node fires.
At any point during the course of a computation, there may be many control tokens in existence. The cardinality of the control token set corresponds to the parallelism at a given
point in the computation. An ideal data-flow machine would simultaneously fire all
nodes specified by the elements of the control token set. In this thesis, the control token
set is partitioned into subsets of control tokens having the same context. Execution will
proceed by selecting one node from each block of the partition of the control token set.
The goal is to exploit the intercontext parallelism — possibly at the expense of potential
intracontext parallelism.
Rather than unduly restrict this execution model by specifying the architecture of an actual implementation, it will be presented in terms of virtual processing elements. Each context has an associated virtual processing element. It is the responsibility of the virtual
processing element to keep track of its subset of the set of control tokens and to actually
execute the data-flow graph of the associated context.
The acyclic property of a data-flow graph within a context guarantees that the associated
virtual processing element executes each node at most once. Furthermore, each node of
the data-flow graph will be executed exactly once if the switch actor (figure 3.5) is not
used. This is a desirable property for a data-flow graph to have as it greatly simplifies the
instruction sequencing mechanism.
The restriction of eliminating the switch actor is not as severe as it may seem. The same
effect can be produced using dynamic-program-splicing techniques (figure 3.5). The
switch actor sends a data token to either of two sub-graphs depending on the value of the
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data token at the control input. The same effect is achieved using a send actor to create a
dynamic arc to the selected sub-graph at execution time.
Given that all the nodes in a context will fire exactly once, then the instruction sequence
is completely specified by the program graph (and is known at compile time). If the activity templates are stored in memory in a sequence satisfying the partial order constraints
imposed by the data-flow graph, then a possible control token sequence is the one which
steps through the activity templates in order like a program counter.
A similar sequencing scheme is described in [French]. A data-flow uniprocessor is described which pushes activity templates onto an instruction/data stack in reverse order. It
then executes by popping instructions off the stack one by one. This is inefficient because not only reentrancy, but all execution is accomplished by copying data-flow graphs.
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3.7 Control Token Storage
The basic execution cycle performed by a virtual processing element is summarized by
the following steps:
(1)

The activity template for the instruction expected to become enabled next is
fetched from the instruction page of the context.

(2)

For each input arc, an attempt is made to fetch the data token operand from the
token page of the context.

(3)

When all operands are available, the result is computed.

(4)

For each output arc (dynamic and static) the result is stored in the appropriate
token memory page location.

In the first step, the activity template for the next instruction expected to become enabled
is fetched. With a properly sequenced set of activity templates, this is merely the next
template in the sequence. A proper sequence is one in which the partial order imposed by
the data-flow graph is obeyed. Such sequences are not necessarily unique. Selection of a
sequence will be discussed in a later section.
Step two involves fetching the operands from memory. Operands are placed in memory
by either the given virtual processor executing in the given context or by another virtual
processor sending a value over a dynamic arc. In order to detect whether memory contents are valid, a flag bit called the presence bit is used. All the presence bits in a context
are reset when the context is created and they are set when values are stored in memory.
The partial order sequencing constraints guarantee that operands will always be present
on static (intracontext) arcs. However, it is possible that a value will be absent from a dynamic (intercontext) arc. In this case the context is blocked and the virtual processing element becomes idle. The virtual processing element resumes execution when it sees another virtual processing element store a result in the desired location.
In a practical data-flow implementation of this scheme a single task manager/physical
processing element pair will be responsible for the execution of many virtual processing
elements. The task manager will contain a set of enabled control tokens corresponding to
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virtual processing elements currently able to execute and a set of blocked control tokens
corresponding to virtual processing elements whose contexts are blocked. The physical
processing element obtains a control token from the task manager and then executes instructions in the associated context until it becomes blocked. The physical processor then
returns the blocked control token to the task manager.
It is the responsibility of the task manager to detect when a context becomes unblocked
and to move the control token from the blocked to the enabled control token sets. This
can be easily done using a set-associative store.
The set-associative store requires as many sets as there are token pages. The size of each
set is equal to the maximum number of simultaneously active control tokens in a given
context. When a control token becomes blocked, it is placed in the store as follows:
(1)

The set is selected by the token page part of the context associated with the
control token.

(2)

The control token is then stored in a free location in that set.

Every time a data token is stored into a token page location, the blocked control token
store is searched to see if there is a context waiting for that data token. This search is
done by using the addressed token page to select the set and then by associatively matching the destination node of the data token with the node of the blocked control token. If a
match is found, the matching control token will be moved to the enabled control token
list.
This mechanism has several advantages over those used in other data-flow machines. In
particular, a smaller set-associative store is used in place of large, fully-associative memories. Furthermore, in this mechanism only control tokens are stored in the associative
memory instead of all of the data tokens as is done in dynamic data-flow architectures.
3.8 Data Token Caching
In general, data-flow machines execute memory-to-memory instructions. A data-flow
processing element is required to be purely functional and hence has no need for state in3-xlvii
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formation and registers. This leads to inefficiency since all partial results must be stored
in memory.
A virtual processing element executing in a given context could recognize that data tokens destined for the next activity template in the sequence will be required soon. Such
data tokens could be stored internally in a data token cache. In fact, the cache might have
sufficient room for the data tokens about to be used in a short sequence of activity templates immediately following the current one.
A sliding window cache mechanism is proposed which will hold the data tokens to be
used in the following activity templates. Since data token memory locations are read only once and only by the current context, the cache does not need to write the values
through to memory.
As the size of the data token cache decreases, execution time will increase since more and
more data tokens are being written to and read from memory. The data token cache could
be made as large as the token page itself. However, when the virtual processing element
becomes blocked, the underlying physical processing element must perform a context
switch. This means the values in the token cache must be written out to memory. Hence,
there exists an optimal cache size which is a function of the program being executed.
The cache can be described as a bank of automatically allocated CPU registers. The fact
that these registers exist is irrelevant to the programmer in that they are allocated dynamically at execution time. However, the efficient utilization of these registers depends on
the sequence of activity templates selected. It is possible that by rearranging the order of
the activity templates, a given program may execute more efficiently for a fixed size of
data token cache.
3.9 Summary
In this chapter some new ideas for data-flow execution have been developed. In most
cases these ideas were borrowed from techniques used in conventional control-flow (Von
Neumann) architectures. The data-flow graph representation scheme based on separate
3-xlviii

Summary

Section 3.9

instruction and data token spaces in an example of such a transfer of control-flow concepts to data flow. Other ideas borrowed from control flow include the use of paged
memories, set-associative content addressable memory techniques, and the use of registers.
This transfer of technology was made possible by considering only acyclic data-flow
graphs in which each node is executed exactly once. Iteration, function calling and condition execution mechanisms are all implemented using dynamic data-flow graph splicing. Every data-flow sub-graph executes in its own context. A special set of actors facilitates the generation of a context and the establishment of dynamic arcs between nodes of
different contexts to allows intercontext communication.
The notion of a virtual processing element was used to explain the basic execution cycle
and the control token concept. A control token was shown to be a generalized program
counter. A practical implementation was sketched in terms of a physical processing element and a task manager. The task manager is charged with the responsibility of keeping
track of the status of control tokens. A set-associative control token storage mechanism
is used to discover when a blocked context is enabled for execution. Finally, a method
for automatic allocation of internal processor registers at execution time was briefly described.
A data-flow execution model that utilizes control-flow techniques, yet remains inherently
based upon data flow has been presented. In the next chapter, a specific architecture
which supports this execution model is described.
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4
A Proposed Implementation

4.1 Introduction
In this chapter an architecture will be proposed that supports the context-based data-flow
execution model described in the previous chapter. First, the program representation
methods will be described. The essential feature of the program representation scheme is
the use of separate instruction and data token spaces. A basic repertoire of actors that
provide the ability to perform scalar computation will be described. This set of actors includes the dynamic-program-splicing actors called send and receive.
A system architecture based on a partitioned ring in which each partition of the ring is a
conventional processor/memory bus will be described. The architecture provides a twolevel hierarchy of memory access corresponding to intracontext and intercontext communication. Each partition of the bus has a processing element and a task manager associated with it. The internal data paths of the processing element will be described in terms of
the basic execution cycle. The basic execution cycle consists of four phases — instruction fetch, operand fetch, compute, and result store.
A task manager is in charge of the management of control tokens. A control token represents the state of the computation in a context. The processing element obtains control
tokens corresponding to enabled contexts from the task manager and returns them when
the context becomes blocked. The task manager also allocates memory and participates
in the generation of new contexts.
4.2 Data and Instruction Formats
A set of five generic actors is used to represent the classes of actor supported by the proposed implementation of a data-flow machine (figure 4.1). The actors are classified according to the number of input arcs and whether the arcs contain variable or constant data
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tokens. The classification of actors excludes the number of output arcs as this is a property of the data-flow program graph and not the actor itself.
In order to simplify the relationship between an actor and its operands, they both occupy
the same memory addresses in their respective address spaces. This simplification is at
the expense of wasted memory locations. For example, a two-input actor requires two
consecutive memory locations in the data token space, whereas the corresponding instruction occupies only one location in instruction space (figure 4.1).
The properties of the five generic actors are described in the following:
(1)

The zero-input actor requires one word in instruction space. The associated
word in data token space is unused (as indicated by the symbol Φ in
figure 4.1a).

(2)

The one-input actor requires one word in each of the instruction and data token
spaces (figure 4.1b).

(3)

The single-constant, one-input actor uses two words of instruction space —
one for the instruction and one for the constant. The associated words in data token space are unused (figure 4.1c).

(4)

The two-input actor requires two words in data token space — one for each input. A single word in instruction space is required; the second is unused
(figure 4.1d).

(5)

The single-constant, two-input actor uses two words in instruction space —
one for the instruction and one for the constant. A single word of data token
space is used for the variable input.

The format of an instruction word is shown in figure 4.2. The instruction consists of an
opcode field and three destination fields. The destination fields (d 0 , d 1 , and d 2 ) use relative addressing to specify the address of the instruction corresponding to the destination
node with respect to the address of the instruction immediately following the current one.
Since the instruction sequence in memory satisfies the partial order constraints of the data-flow graph, all destination offsets are non-negative. A 32-bit instruction format was
chosen for compatibility with the data token format to be discussed shortly.
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The opcode part of the instruction format contains a number of fields (figure 4.2). The
ND field specifies the number of destinations (0-3) used by the actor. The C bit specifies
whether a constant is present on an input arc. The H bit specifies the ‘‘handedness’’ of
asymmetric, two-input actors. For example, a divide actor assumes the first input is the
dividend and the second, the divisor. Examination of the generic actor classes reveals
that only the second input can be a constant. If a constant dividend (normally the first input) is desired, the handedness of the actor must be reversed. Finally, the operation field
of the opcode part of an instruction specifies the action performed by the actor. Implicit
in the operation is the number of input arcs required by the actor.
The general format of a data token is shown in figure 4.3. A 32-bit token was chosen to
allow a data token to contain floating point values. In addition, data tokens have a presence bit which indicates whether the value part of the token is valid, and a type field
which specifies the type of the data carried by the data token. The types supported are:
error/instruction, Boolean, byte (character), word integer, double word integer, floating
point, and memory address. The error/instruction type deserves special mention. Since
data-flow machines have no global machine state, error status flags indicating such events
as arithmetic overflow and divide by zero do not exist. The situation is remedied by having actors which return error-type results for undefined computations. The same type is
also used to hold instruction-valued data. This is consistent with the error type, since it is
usually an error for a program to attempt to manipulate instructions (with the obvious ex4-liii

The Basic Actor Repertoire

Section 4.3

ception of compilers).

4.3 The Basic Actor Repertoire
The basic repertoire of data-flow actors that provide scalar computation consists of datatoken-flow-control actors, arithmetic and Boolean operation actors, comparison actors,
dynamic-program-splicing actors, and type-manipulation actors.
The token-flow-control actors are link, tgate, and fgate. The link actor merely duplicates
the input data token on the output arcs. The tgate (fgate) actor transfers data from its input arc to its output arc if the data token on the control arc is of type Boolean and has the
value true (false). Since it is required that all arcs receive a data token, the only legitimate use of tgate and fgate is to simulate the three-input merge actor (figure 4.5).
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The arithmetic operators include plus, minus, times, div and mod (figure 4.6). The data
tokens on the input arcs must be of the same type. The arithmetic actors are defined for
the byte, word and double word integers, and floating-point data types (with the exception
of mod which is undefined for floating point). The output data token has the same type as
the inputs except when an error such as a zero divisor is detected, in which case the result
is of type error.
It is important to note that in data flow machines there are no processor status bits. In
particular, the lack of the carry bit seems troublesome. The usual way in which the situation is remedied is to augment the arithmetic actors with secondary output arcs that produce Boolean data tokens containing the value of the carry bit that results from the particular operation performed by the actor.
The Boolean actors include and, or, exor, and not (figure 4.7). The data tokens on the input arcs can be either Boolean type or one of the integer types (byte, word, and double
word). The result is of Boolean type for Boolean inputs and in the case of integer inputs,
a bit-wise computation produces a result of the same type as the input type.
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The comparison operators include gt (greater than), ge (greater than or equal), eq (equal),
and ne (not equal) (figure 4.8). The data tokens on the input arcs must be of the same
type. The comparison actors are defined for byte, word, double word and floating-point
data types. In addition, eq and ne are defined for all data types. The output data token is
of type Boolean. It is an error to compare data tokens of different types. This set of actors is merely a representative subset of the class of comparison operators. Other operators would allow unsigned as well as signed comparisons.
The dynamic-program-splicing actors are fork, send, and receive (figure 4.9). The input
data token to the fork actor is of address type. Its value specifies the physical address of a
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sequence of instructions. The fork actor creates a context by allocating a free page of
memory as the data token space for that context. The output arc receives an address-type
data token whose value is the physical address of the data token space of the created context.

Conceptually, the send actor creates a dynamic arc from the currently executing context
to another context. Actually, it performs a memory store operation. On its input arcs, the
send actor expects and address-type data token and an arbitrary token. The send actor
adds an offset (stored in the d 0 part of the instruction) to the address token and stores the
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other arbitrary data token at the resulting memory location.
The receive actor provides the address in the current context to which the another context
is to return a result using a send actor. The receive actor expects an address-type data token on its input arc. This is the address of the token space of the other context. It adds an
offset (stored in the d 0 part of the instruction) to the address to compute an address in the
other context. It then determines the location of the node in the current context expecting
the result from the called context (using the d 1 part of the instruction as an offset from the
following instruction). The address of this location is stored in the called context at the
address computed previously. After this set-up procedure, the other context is able to return its result using a simple send actor.
This is by no means a complete and exhaustive set of actors. In particular, special-purpose actors are required to manipulate the type part of the data tokens to support type
conversion. The mechanism for constructing data structures and the associated actors
will be discussed in a later section.
4.4 The System Architecture
The goal in the system architecture design is to provide a hardware configuration that naturally supports the context-based data-flow execution mechanism. The basis of the execution model is the partitioning of the computation into concurrently executing contexts.
The division of the task into separate processes naturally leads to an implementation
based on a multiple processor architecture. Such architectures are generally characterized
by a number of processors connected to a shared memory.
The context-based model of execution relies on two forms of communication. They are
intracontext and intercontext communication corresponding to the flow of data tokens
over static and dynamic arcs, respectively. Furthermore, most of the arcs in a data-flow
graph are static. This leads naturally to a two-level hierarchy of memory. A processor
executing within a given context should have fast access to the data token memory space
associated with that context. However, that same processor must be able to establish dynamic arcs with any other context. Hence, the processor must be able to access all data
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token memory spaces. Since dynamic arcs occur less frequently, such cross-context
memory references may proceed more slowly.
Finally, since each context can fork, each processor should be able to execute the fork (i.e.
create a new context) with equal efficiency. This means that there is no natural hierarchy
among the processors — they are all equal.
The two-level memory hierarchy is provided by a partitioned memory and bus scheme.
Each processor has associated with it a memory and processor bus. The processor buses
are connected together in a ring topology by bus switches called node controllers
(figure 4.10). A processor has fast access to its own memory by means of its partition of
the bus. However, a processor can also access the memories of other processors. The
mechanism by which a processor accesses a remote memory is based on the transfer of a
request from node controller to node controller.
Each node controller is the master of its partition of the bus (figure 4.11). The node controller grants the use of the bus to the associated processor. If the associated processor
wishes to access a remote memory, it addresses the next downstream node controller and
requests the memory access. The node controllers forward the request in the same manner until the request reaches the desired bus segment. The memory access is performed
and a response travels around the ring to the requesting processor. A processor can have
at most one request pending at any time. This guarantees that all processors have equal
access to the memories. Furthermore, since the node controller is the master of the bus
partition, a request is guaranteed to circulate (i.e. it cannot be indefinitely postponed).
The partitioned bus concept was patterned after the MP/C architecture [Arden 1981 and
Arden 1982].

The MP/C architecture partitions a linear bus rather than a ring. The result is

an architecture in which there is a hierarchy of processors. The processor at one end of
the bus is the master and has preemptive access to all memories. Each successive processor is subservient to its predecessor and has preemptive access to one fewer memory. The
data-flow model requires an absence of hierarchy among processors and the ability to address all memories, so a ring topology is used.
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A similar multiprocessor architecture is the FERMTOR architecture [Loucks]. The
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FERMTOR architecture uses packet communications around a ring connection of node
controllers. Each partition can have several processors and memories attached to it. In
the FERMTOR architecture, the processors need not be identical — special-purpose, single-function processors are used. In the proposed data-flow scheme, all processors are
identical. Furthermore, in the FERMTOR machine, instructions are issued across the
ring. The purpose of the ring in the proposed data-flow machine is to provide access to
memory and to carry fork requests. Individual instructions are not issued over the ring
(except when loading the program for execution).
4.5 The Processing Element
A processor consists of two logical components, a processing element and a task manager
(figure 4.11). The task manager is responsible for keeping track of the status of contexts
and will be discussed in detail in the next section. The processing element constitutes a
data-flow uniprocessor which actually executes the data-flow graph programs.
A block diagram of the data paths of a processing element is shown in figure 4.12. The
processing element is connected to the partitioned ring bus in the conventional manner
through a memory address register (MAR) and a memory data register (MDR). In addition, the processing element communicates with the task manager over a control token
bus. The processing element is organized around a single data path to which the cache
registers (CR), staging registers (SR) and instruction register (IR) are attached. The functioning of the processing element will be described by examining the execution sequence
for a typical instruction.
Before execution can begin, the processing element must obtain a control token form the
task manager. There is always exactly one control token for every context in the entire
machine. The control token is obtained from the task manager and placed in the control
token register (CTR). The CTR consists of four parts, the page offset register (POR), the
initial page offset register (IPOR), the instruction page register (IPR), and the token page
register (TPR). An execution context has two address spaces associated with it. These
address spaces have the same size as a page of memory. The IPR specifies the memory
page containing the instructions for the current context. The TPR specifies the memory
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page in which data tokens are stored. The POR specifies the offset into the instruction
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page at which the current instruction is located and the offset into the data token page at
which the operands for the current instructions are stored. The purpose of the IPOR will
be discussed later.
The basic execution cycle consists of four successive activities:
(1)

instruction fetch,

(2)

operand fetch,

(3)

instruction execution, and

(4)

result store.

The instruction fetch begins with the formation of the memory address of the instruction.
A memory address consists of two parts, a page and an offset. In an instruction fetch, the
page part of the MAR (MAR.page) is copied from the IPR. The offset part of the MAR
(MAR.offset) is obtained by adding zero to the contents of the POR. The memory read
cycle returns the instruction to the MDR. It is then transferred to the IR. The operation
code is partially decoded in preparation for the operand fetch phase of execution.
For the purpose of this discussion, it is assumed that the instruction is a link actor. A link
actor has one input operand which is stored in the data token page at the same offset as
the instruction in the instruction page (figure 4.1). The address of the operand is formed
as follows: The contents of the TPR are transferred to MAR.page and the contents of POR
are transferred to MAR.offset. A memory read cycle returns the operand to the MDR. It
is then transferred to the staging register SR0 . If a second operand was required, it would
be obtained and placed in SR1 . The POR is incremented in preparation for the instruction
execution phase of the basic execution cycle.
The link actor involves no execution since it is analogous to a move instruction on a conventional machine. The instruction execution phase would normally involve utilization of
the arithmetic/logic unit (ALU) to compute some result value.
The result store phase involves storing the result of the instruction back into memory.
Each instruction has a maximum of three destinations. The destination addresses are
formed by adding the contents of the destination fields (d 0 , d 1 , and d 2 ) of the IR to the
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POR to form MAR.offset and by copying the contents of the TPR to MAR.page. The result of the execution is placed in the MDR and a memory write operation initiated. Note
that the instructions have been ordered in memory so that the destination offsets are always non-negative. Upon completion of the result store phase of execution, the basic execution cycle can start again (the POR having already been incremented to point to the
next instruction).
The cache registers are used to increase execution time efficiency by automatic allocation
of CPU registers. The cache registers represent a sliding window on the data token address space. The cache always corresponds to the next n data token page memory locations following the current instruction (where n is the number of cache registers). A base
register (BR) always points to the cache location corresponding to the first operand of the
next instruction. The operand fetch and result store phase of the basic execution cycle are
slightly modified to take advantage of the cache mechanism.
The operand fetch phase proceeds by first selecting the cache register corresponding to
the memory location of the next operand. The contents of the BR plus zero performs this
selection. If a valid data token exists in the cache (as indicated by the presence bit being
set) then it is transferred to the appropriate staging register and the presence bit in the
cache register is cleared. If the data token is not present in the cache, the memory fetch
cycle proceeds as usual.
During the result store phase of execution, if any of the destination offsets (d 0 , d 1 , or d 2 )
is less than the number of cache registers minus one, then the result is stored in a cache
register. The cache register is selected by the contents of BR plus the appropriate offset
(d 0 , d 1 , or d 2 ). It should be observed that the BR and the POR behave identically. In
fact, the BR may be implemented as a part of the same register as the POR. If the destination offset is too large, the result must be stored in memory in the usual way. Since
each arc of the data-flow graph connects with only one destination node, each data token
will be used only once. Hence, it is not necessary for the cache to write through to memory.
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So far it has been assumed that the operand data tokens will be present in either the memory or the register cache. This is not always the case. If a memory fetch returns a data
token with the presence bit cleared, then the currently executing context has become
blocked and a context switch is required. The IPOR always contains the offset of the beginning of the current instruction. It is used to restart execution of the current instruction
when the context becomes unblocked. The first thing the processing element does upon
becoming blocked is to transfer the contents of the CTR to the task manager. The processing element must then flush the cache out to the data token memory page. Every data
token in the cache with a valid presence bit is stored in the appropriate memory location.
When the processing element has completed flushing the cache, it can obtain a new control token from the task manager and begin the execution cycle again.
The execution of the dynamic-program-splicing actors deserves special mention here as
they are essential to the understanding of the context-based data-flow execution model.
The send actor will be considered first, followed by the receive actor.
The send actor establishes a dynamic arc across contexts. The first input data token has
an address-type value. It is an address in the data token memory page of some other context. It is saved in SR0 . The second input data token is the data token to be placed on the
dynamic arc. It is saved in SR1 . The send instruction is essentially a memory write operation. The contents of MAR.page become the contents of the page portion of the address
in the SR0 . The MAR.offset is computed from the offset portion of SR0 plus the destination offset d 0 . The contents of SR1 are transferred to MDR and a write cycle is performed. Note that the cache registers play no part in the send nor the receive instructions.
The purpose of the receive actor is to specify the local arc to which a remote context
should establish a dynamic connection using a send actor. The receive actor has a single
input data token with an address-type value. It is the address of a location in the data token page of some other context. It is placed in SR0 . The contents of MAR are computed
exactly as for the send actor. The contents of the MDR become an address in the data token page of the local context. The page part is obtained from the TPR and the offset from
the contents of the POR plus the destination offset d 1 . The effect is to store in a remote
context the address of the destination node in the local context.
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All of the basic data-flow actors are computed in the processing element with the exception of the fork actor. Execution of the fork actor is shared between a processing element
and a task manager. The mechanism will be described in a later section. The task manager is responsible for keeping track of the status of contexts. In particular, it must detect
when a blocked context becomes enabled for execution again. This mechanism is described in the following section.
4.6 The Task Manager
The purpose of the task manager is twofold. First, the task manager is responsible for detecting when a blocked context becomes enabled. Second, the task manager allocates and
keeps track of the status of memory pages. The first of these responsibilities is covered in
this section; the second, in the following section.
The task manager consists essentially of two memories, the control token matching store
and the control token queue (figure 4.13). The function of the control token store is to
hold the control tokens of blocked contexts until they become enabled. The control token
of an enabled context is placed in the control token queue. In order to prevent indefinite
postponement, the control token queue obeys the first in, first out (FIFO) rule. When the
processing element requests a control token, one is obtained from the control token
queue. When the processing element returns the control token of a blocked context, it is
stored in the control token matching store.
The control token matching store has an entry for each page of memory associated with
the ring partition to which it is attached. When a blocked context control token is received from the processing element, it is stored in the control token store. The token page
(TP) part of the control token is used to address the control token store. The page offset
(PO), initial page offset (IPO), and instruction page (IP) parts of the control token are
stored in the matching store along with a tag. The purpose of the tag will be explained
later.
A context becomes blocked when it finds an operand is missing. The operand will eventually be computed and stored in the correct memory location by some other context.
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When that happens, the context is enabled for execution. In order to detect such events,
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the task manager examines every memory write to see if it enables some blocked context.
Every time a memory write occurs, the page portion of the address is used to address the
control token matching store. If a blocked context control token is found and if the page
offset portion of the control token matches the offset portion of the MAR, then the context
becomes enabled. The presence of a control token in the matching store is indicated by
the tag. The enabled control token is transferred to the control token queue. Note that
the page offset is reset to the initial page offset in order to restart the instruction. This is
necessary because in some cases a context becomes blocked on the second operand of a
two operand instruction.
The control token queue is implemented using a standard read/write memory and a pair
of pointers to indicate the head and tail of the control token queue. The size of the control token queue is an important parameter in that it governs the number of concurrently
executing contexts. The control token queue need not be any larger than the control token matching store. This is because the amount of memory also limits the number of
concurrently executing contexts. Thus, the length of the control token queue is the same
as the number of entries in the control token matching store, which is the same as the
maximum number of memory pages.
4.7 Memory Allocation and the Fork Mechanism
The allocation of memory for a data token space and the generation of a new context by
execution of a fork are intimately related. Examination of the fork mechanism will serve
to illustrate both issues.
A processing element executing a fork instruction expects as its single operand an address-valued data token. The address is assumed to be that of a page containing a dataflow program graph. A new context executing the indicated program is to be created.
This involves two operations:
(1)

A free memory page is to be allocated as the data token space for the new context.

(2)

A control token is to be created and entered in the control token queue of some
task manager.
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The processing element begins a fork operation by selecting another processing element
(possibly itself) in which the new context will be executed. The selection process is governed by a scheduling algorithm to be discussed in a later chapter. The processing element then executes a fork bus cycle which is identical to a memory fetch except that a
task manager responds instead of a memory. The selected task manager responds by performing three jobs. First, it obtains a free memory page from its free page buffer
(figure 4.13). The address of the free memory page is placed in the MDR.page of the task
manager and is eventually returned to the processing element. Second, the task manager
creates a new control token using the free page as the new data token page and the
MAR.page as the new instruction page. The page offset and the initial page offset of the
new control token are both set to zero. The newly created control token is placed in the
control token queue, ready for execution. Finally, the task manager addresses the control
token matching store and sets the tag to indicate that the page of memory is used as a data
token space for some context. The address-valued data token returns to the processing element executing the fork. The element then distributes the data token to the destination
nodes of the fork instruction.
It should be noted that the control token matching store serves two functions. The first is
the control token matching function itself. The second is memory allocation. Each entry
of the control token matching store corresponds to a page of memory. The tag field is a
two-bit flag which indicates whether the associated memory page has been allocated to a
context and whether the context is enabled or blocked. The free page buffer is kept continuously full by scanning the control token matching store until an unused memory page
is found.
When a context has finished executing, the data token storage space associated with the
context is released. The task manager must first clear all of the presence bits in the memory page in preparation for its reuse. The tag field corresponding to the memory page is
then changed to select the new status of the released memory page.
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4.8 Summary
A data-flow computer architecture that supports the proposed context-based execution
model has been described. It is a shared memory multiprocessor architecture with a ring
topology. The internal data paths of the processing element and the task manager components of the architecture have been described. The basic execution cycle was demonstrated by describing the sequence of execution of the link actor. The implementation of the
dynamic-program-splicing mechanisms has been described in detail.
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Software Simulation
of the Proposed Implementation

5.1 Introduction
The data-flow computer architecture described in the previous chapter was simulated using a computer program. Simulation of a process involves the specification of a model of
behaviour that mimics the process at a suitable level of detail. Simulation of a computer
architecture does not necessarily correspond to the actual underlying hardware mechanisms. On the other hand, an emulation mimics an actual hardware configuration.
Hence, an emulation program is very closely related to a hardware specification. The
simulation program developed for this thesis is really part simulation and part emulation.
In particular, the portion of the program describing processing elements can be called an
emulation. This is because there is a very tight relationship between the simulation software and the proposed hardware implementation shown in figure 4.12. However, the portions of the program dealing with the task manager, node controller, and memory components of the proposed architecture are not as closely related to an actual hardware design
and can only be properly called simulation.
The benefits of software simulation are threefold:
(1)

The simulation program itself constitutes a formal specification of the proposed
architecture.

(2)

The use of a software simulation allows verification of the correctness of the
proposed architecture.

(3)

A software simulation provides the ability to examine the impact of design decisions on the performance of the proposed machine.

In the previous chapters, a data-flow execution model was presented and an architecture
that supports this execution model was described. This presentation was a rather informal
description of the proposed architecture. A computer program written to simulate the ex5-lxxii
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ecution of the proposed architecture serves as a formal description of that architecture.
The actual process of designing the software simulation of a computer architecture serves
as a second pass through the design process. The formalism imposed by the programming process increases the likelihood of a correct design. The design can be further tested by execution of the simulation program. Successful execution of the simulation increases the likelihood of a correct design.
The software simulation of a machine allows the examination of the effect of design decisions on the performance of the simulated machine. Actual test programs can be ‘‘run’’
on the simulated machine and the effects of design parameters on the total execution time
of the test programs can be determined.
The simulation program will be described in this chapter and the simulation results obtained by executing the program will be described in the following chapter. The discussion begins with a brief description of the programming language used — Concurrent
EUCLID (CE). In particular, the features of CE that make it suitable as a simulation language will be described. A program structuring style that attempts to reflect the underlying hardware mechanisms will also be described.
The global structure of the simulation program will be very briefly sketched in terms of
its processes and in terms of the monitors governing the interactions between the processes. The input to the simulation program is a textual representation of a data-flow program
graph. The output is a trace of the execution of the the input graph on the data-flow multiprocessor. The formats of the input and output data will be described.
Determining optimum task scheduling on a multiprocessor system is a non-trivial problem. Instead of performing time-consuming global optimization, it is proposed that (suboptimal) run-time scheduling algorithms be used to assign execution contexts to processors. Several of these algorithms will be described in this chapter.
Finally, a retrospective examination of the suitability of CE as the programming language
for the simulation program will be made. In particular, certain deficiencies of the CE pro5-lxxiii
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gramming language that lead to inefficient execution of the simulation program will be
described.
5.2 The CE Programming Language
The simulation program was written in the Concurrent EUCLID (CE) programming language. EUCLID is a highly-structured, PASCAL- like, modular programming language.
Modularity supports desirable program structuring features such as information hiding
and well-formed module interfaces. These features, together with rigid type checking
and restricted variable scopes make it possible to formally verify program correctness.
Even when such formal verification is not performed, a program that compiles successfully is very likely to execute correctly [Holt]. CE is an extension of EUCLID with special
programming constructs that support concurrently executing processes.
Two features of the CE programming language make it useful as a simulation language.
The first is the ability to define concurrently executing processes and the second is the
ability to simulate the passing of time. A CE program consists of a number of asynchronous communicating sequential processes. Processes communicate with each other
via shared memory locations. Process synchronization and mutually exclusive access to
shared memory locations are achieved using monitors. Physical systems can usually be
partitioned into a number of parallel activities. The CE process is a natural programming
construct to use to simulate each of these activities.
Time is simulated in CE using the busy statement. When using CE as a simulation language, the convention is to assume that all CE statements (except busy) execute in zero
simulated time. In order to simulate time, a CE process executes a busy(n) statement
where n is some positive (non-zero) integer. The effect is to suspend execution of the CE
process until n simulated time units have elapsed. Simulated time advances only when all
active CE processes have suspended their execution. Simulated time advances only far
enough to begin the execution of at least one CE process. Note that this means that for
simulated time to advance at all, all CE processes must periodically suspend themselves.
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The simulation program was developed and executed on a PDP 11/23 computer running
the UNIX V7 operating system. In order to run a CE program in this environment, it is
loaded together with a simulation kernel. All CE processes execute in the same PDP
11/23 user address space and in the same UNIX process. The compiler automatically inserts code into each CE process that causes each process to periodically call the simulation kernel. The kernel simulates concurrent execution by time slicing the execution of
the individual CE processes.
5.3 Some Programming Conventions
Certain programming conventions were adopted in order to make clear the relationship
between the proposed design of the processing element (figure 4.12) and the simulation
program. These conventions are merely stylistic — they do not affect the correctness of
the program. However, they facilitate verification of the equivalence of the simulation
program and the proposed architecture.
The first convention concerns the use of variables. Registers in the proposed architecture
are represented by static variables in the CE program. Assigning a value from one static
variable to another corresponds to transferring data between the associated registers. This
implies that an appropriate data path must exist in the proposed architecture. Dynamic
variables are used as temporary memory locations to facilitate the writing of the CE program and do not directly correspond to actual data registers in the proposed architecture.
In effect, the dynamic registers contain information about the activity of the control logic
that implements the functioning of the machine. Since CE controls the scope of variables
and since dynamic variables do not persist for the duration of the execution of the simulation program, it can be assured that they do not contain some subtle state information that
needs to be implemented in the proposed architecture.
The second convention concerns the use of the busy statement. Use of the busy statement
is restricted to a single module of the CE program. This is done in order to separate the
CE process control code (which has nothing to do with the proposed architecture) from
the instructions concerned directly with simulating the proposed architecture. This forces
a separation of the code that facilitates the simulation from the code that forms the speci5-lxxv
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fication of the proposed architecture.
The third convention consists of the use of begin and end statements to group together CE
statements corresponding to microscopic parallelism in the proposed architecture. Consider the program fragment of figure 5.1, which is taken directly from the simulation program. This example is part of an instruction fetch. There are three phases indicated by
the begin/end blocks. In the first, an address is formed in the MAR. Note that several register-to-register transfers can proceed in parallel. During the second phase, the instruction is retrieved from memory and placed in the MDR. Finally, the instruction is extracted from the MDR and placed in the IR during the third phase.

At the end of each begin/end block, a procedure from the Synch module is called. The
purpose of this procedure is to simulate the elapse of time and to keep all of the simulation processes synchronized.
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5.4 The Simulation Program
The simulation program consists of a number of CE processes, each of which simulates a
segment of the data-flow multiprocessor. In particular, each CE process is responsible for
a processing element, its associated task manager and memory, and a node controller.
Thus, the number of processors in the simulated multiprocessor system is easily changed
by adding or removing processes.
Each CE process executes the same procedure (BasicProcess), which emulates the basic
execution cycle of a processing element and simulates the associated task manager, memory, and node controller. The pattern of execution within a process consists of first emulating an atomic action within the processing element and then simulating any responses
to that action made by the task manager, memory, and node controller. Two CE procedures (OperandFetch and InstructionExecute) completely specify the operation of the
processing elements. When simulating the functioning of the node controller, interprocess communication occurs. A monitor (NodeManager) in the simulation program is
used to synchronize adjacent processes and to facilitate the simulation of memory and
fork requests that must circulate around the ring.
Memory is simulated using a disk file. This is done because the PDP 11/23 restricts the
amount of memory available to the simulation program to 64 kbytes. Since all CE processes execute in the same user address space, insufficient space remains to hold the simulated memory. Using a disk file to simulate memory has the unfortunate effect of requiring a disk seek for virtually every simulated memory reference. A monitor (MemoryManager) was used in the simulation program to guarantee mutually exclusive access to
the disk file for the duration of the memory transaction.
The control token matching store and control token queue portions of the task manager
were simulated using dynamically allocated storage. This was done for the same space
limitation reasons as above. By using dynamically allocated memory, less memory space
was required since only locations containing valid information had to be simulated. Two
monitors, PageManager and QueueManager, were used to perform the task manager
functions of memory management and control token manipulation, respectively.
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Each CE process periodically outputs a report on its current execution status. Each process prints a line on the standard output that indicates its identity, the activity currently
being performed by the simulated processing element, and the duration of that activity. A
monitor (StatisticsReporter) is used to guarantee that processes do not write simultaneously on the standard output.
Finally, each CE process periodically checkpoints with all other processes at predetermined intervals in order to determine when simulation has finished. A monitor (StatusManager) is used to facilitate this. All processes enter the monitor and indicate whether
the associated simulated processing element is active or idle. All but the last process to
enter the monitor then executes a wait. The last process either signals all waiting processes in order to cause the simulation to continue when it detects at least one active processing element, or it stops the simulation program when it detects that all processing elements are idle.
5.5 Input and Output Data
The input data to the simulation program is a textual representation of a data-flow program graph. The output data is a trace of the execution of the input program on the simulated data-flow machine. The simulation program loads a copy of the data-flow graph into the memory associated with each processing element. A single processing element is
selected to begin execution. As simulated execution proceeds, each processor periodically outputs information indicating its identity, the activity it is currently performing (memory fetch or store, ALU operation), and how long in simulated time it has been performing the current activity. An auxiliary CE program was written that collates output from
the simulation program and prints it in a more easily understood format.
In order to illustrate the format of the input data to the simulation program, the data-flow
program graph of figure 5.2 is shown in the format required by the simulation program in
1
figure 5.3. This trivial program computes the expression
.
(a + b)
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The first three memory locations correspond to the inputs to the data-flow program graph.
It is the responsibility of some other context to store values in the associated data token
space locations. The first three actors are link actors. The numbers following the name
of an actor are the destination offsets. The offset is measured from the address of the following actor. Thus, the first link actor sends the value on input arc a to memory location
three (figure 5.3).
Two-input actors occupy two memory locations in instruction space (figure 4.1). The
second, unused memory location is indicated with an asterisk (*). For example, the plus
actor in figure 5.3 occupies memory locations three and four, the second of which is
marked with an asterisk.
An actor with a constant input is indicated by appending a colon (:) to the name of the actor. For example, the div actor has a constant input. The constant is stored in the memory
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location immediately following the actor. Constants always begin with a number sign
(#).
Actors with reversed handedness are indicated by appending an exclamation mark (!) to
the name of the actor. In the example of figure 5.3, the div actor must have reversed
handedness, since only the second input of a two-input actor can be a constant.
All contexts must be terminated with an endcontext actor. The endcontext actor is a zeroinput, zero-output actor. It is implicitly present in all data-flow graphs. It is executed only when all other actors in the given context have completed execution. Its purpose is to
release the memory reserved for the data token space of the currently executing context.
The contents of the data token space immediately before execution of the endcontext actor are shown next to the code in figure 5.3. By examining the data token spaces during
the course of execution, it is possible to observe the execution process. Note that the data
token space contains the complete history of the computation. This feature was used as
an invaluable aid in dubugging the simulation software and suggests that the same proce5-lxxx
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dure might be useful in debugging software on an actual implementation of the proposed
data-flow architecture.
5.6 Task Scheduling Algorithms
When a processing element executes a fork instruction, it must specify the processing element in which the new context is to be created. Task scheduling can be performed either
at compile time or run time. In this thesis, only run-time scheduling algorithms are considered. This is because the following problems with compile-time scheduling are anticipated:
(1)

Determination of a good task schedule may take more computation time than
execution of the program itself.

(2)

Reentrant code makes compile-time scheduling inefficient since the same processing element would be used for each call of a reentrant context.

(3)

A different fork actor than the one previously described would be needed to
implement the compile-time scheduling.

(4)

A compile-time task-scheduling algorithm would depend on the number of
processing elements in the particular machine on which the program is run.

The run-time scheduling algorithm must execute very quickly. This is because a new
context is created for every high-level code block. If the scheduling is slow, it can conceivably take longer to execute the scheduling algorithm than the context being scheduled. For this reason, only simple scheduling algorithms that can be implemented in
hardware are considered.
Three scheduling algorithms are considered. They are called simple, cyclic, and global.
The simple task-scheduling algorithm requires that each processing element creates new
contexts in a specific, fixed processing element. In particular, each processing element always generates new contexts in its immediately downstream neighbour. This scheduling
algorithm has the advantage that it is very easy to implement. Furthermore, this algorithm is clearly a good one for automatic loop unraveling. On the other hand, a program
which executes many forks within any given context will overload its downstream neighbour, causing a load imbalance which will lead to inefficient execution.
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The second algorithm, called cyclic task scheduling, is implemented with a counter in
each processing element. Each time a processing element executes a fork actor, it increments the counter and then creates a new context in the processing element indicated by
the counter. This algorithm attempts to remedy the problem with simple scheduling by
attempting to spread the processing load more evenly over all the processing elements.
This algorithm has the problem that task scheduling is dependent on the initial settings of
the counters. Thus, total execution time is somewhat non-deterministic. An alternative to
this algorithm is random scheduling. This can be accomplished using a pseudo-random
number generator instead of a counter. Note that neither of these methods is sensitive to
the states of the processing elements in the system.
The third scheduling algorithm, called global scheduling, attempts to perform scheduling
based on the states of the processing elements. This algorithm takes advantage of the fact
that when a processing element executes a fork, a fork request circulates around the ring.
A register in each processing element stores the number of the last processing element in
which a context was created. When a fork is executed, the new context is created in the
processing element immediately following the one in which the last context was created.
The effect is to create a context in the processing element in which a context was least recently created. In this manner, a sort of global load leveling is attempted. However, it is
possible that near simultaneous forks in different processing elements will select the same
processing element in which to create a new context.
It will be shown that the efficiency of the task-scheduling algorithm depends on the nature of the parallelism in the program. In particular, the simple algorithm produces the
most efficient execution of iterative programs. On the other hand, the cyclic algorithm
produces the most efficient execution of binary-recursive programs. However, the algorithm that appears to perform the best for all types of parallelism is the global taskscheduling algorithm.
5.7 Simulation Parameters
A number of parameters in the simulation can be varied in order to determine their effect
on execution in the proposed architecture. These can be classified as either architectural
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parameters or timing parameters. The architectural parameters are
(1)

the total number of processing elements,

(2)

the size of the data token cache,

(3)

the size of memory pages, and

(4)

the number of memory pages.

The timing parameters are
(1)

the processing element internal cycle time,

(2)

the memory cycle time, and

(3)

the various ALU operation execution times.

Of the aforementioned parameters, only the number of processing elements and the data
token cache size can be specified when the simulation program is run. All other parameters are compile-time constants. An interesting problem arises because CE requires all
processes to be declared at compile time. This was overcome by compiling the simulation program with a maximum number of processes and then terminating unwanted processes at execution time. The maximum number of processes used was sixteen. A similar problem occurs in the case of the data token cache size. Since CE does not allow execution-time allocation of space for arrays, the simulation program had to be compiled
with the largest possible data token cache size. The largest data token cache size was 32
words.
The effects of memory page size and total memory size are more related to particular programs than to general properties of the proposed architecture. In particular, memory page
size governs the amount of computation possible within a given context. The best way to
determine an optimum memory page size is to perform a static analysis of a large number
of programs expected to be run on the proposed architecture rather than by simulating
any particular programs. For the purposes of this simulation, memory page size was set
to a value large enough to hold all the contexts in the set of test programs. In almost all
cases, a memory page held 64 data tokens. Similarly, the total amount of memory was set
large enough so that the test programs would not run out of memory. In most cases, the
equivalent of 16 kbytes of memory per processing element was sufficient.
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The timing parameters were all expressed as multiples of the internal cycle time of a processing element. This cycle time corresponds to the time taken to perform a register-toregister transfer within a processing element. The memory cycle time was set to eight
times the internal cycle time.
For the purposes of this simulation, the timing parameters were held constant while the
number of processors and data token cache size were varied. In addition, each of the
three scheduling algorithms discussed in the previous section was simulated. The goals
were to find the best scheduling algorithm, to evaluate the effect of data token caching on
execution time, and to determine how total execution time behaves as the total number of
processing elements is varied. The simulation results are discussed in the next chapter.
5.8 A Second Opinion on CE
During the development of the simulation program, which consists of some 2800 lines of
CE code, certain strengths and weaknesses of the CE programming language were discovered. The strengths of CE arise from its modularity and rigid type checking. The
modularity forces information hiding and well-defined procedure interfaces. The type
checking insures that illegal or wrong data manipulations are not attempted. These features have the effect of shifting the programmer’s effort from debugging a malfunctioning
program to attempting to get the program to compile in the first place.
A number of deficiencies of CE became evident in the context of a simulation application. The first is the inability to specify at execution time the number of processes. This
is because each process must be individually declared at compile time. This means that
adding a processor involves non-trivial text editing of the source code. If it were possible
to declare an array of processes, adding or removing a process would become as simple
as changing the size of an array.
Another problem concerns the amount of memory reserved for the processor stack. The
compiler reserves a certain amount of memory for the processor stack of each process.
The amount of memory must be specified at compile time. However, it is difficult to determine the amount of stack space required by each process without actually executing
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the program. Ideally, memory would be dynamically allocated at execution time in response to the requirements of the processes.
When developing a large program, it is often desirable to separate the program into a
number of smaller segments that can be individually compiled. This speeds up the development time in that incomplete programs can be partially compiled in order to detect syntax errors, and modules can be tested as they are written. This also speeds up the debugging process, since only a segment of the program needs to be recompiled after a change
is made. CE supports separate compilation, but at the expense of global variables. Variables declared in one file cannot be accessed in another. In order to support global variables with separate compilation, they must be collected in a module and accessed using
functions and procedures. Clearly this is very inefficient. Another problem with separate
compilation concerns CE stubs. A stub is a declaration that is used to describe, in one
file, modules, monitors, functions, and procedures located in a different file. A stub and
its implementation can potentially be inconsistent. No mechanisms exist to detect this
type of inconsistency.
It is proposed that a new built-in function called time be added to CE. The value returned
from this function would be an indication of the current value of simulated time. Such a
procedure is needed because in some cases a CE process cannot determine its value of
simulated time. For example, if one CE process executes a wait in a monitor and another
process executes a busy before it executes a signal in order to wake the first process, simulated time advances. However, the first process has no way of knowing how much simulated time has elapsed during the wait.
The following comments concern additional data types that might be useful. The first
type is a union type that allows the same variable (memory location) to hold different data types. The difference is that all the fields of the union are stored at the same memory
addresses. The declaration syntax would be analogous to that used for record declaration.
In order to insure program correctness, the compiler could automatically tag unions with
a field indicating the type of the value stored there. Checking code could be included to
insure that the type of the variable stored is the same as the type of the variable read.
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Another data type that might be useful is a bit field. A bit field is a sequence of bits within a word of memory. These bits can be accessed as a single number. For example, a
three-bit bit field can hold numbers in the range zero to seven. If unions and bit fields
were available, the data token structure used in the simulation program would have occupied five bytes instead of fourteen.
5.9 Summary
A computer simulation of the data-flow computer architecture proposed in chapter four
has been described. The simulation program was written in the Concurrent EUCLID programming language. Certain programming conventions that were adopted in an attempt
to make the simulation program itself a specification of the hardware proposed for the
processing element were described.
Three simple, run-time task-scheduling algorithms were described. These algorithms
were designed with execution speed and hardware implementation in mind. The scheduling algorithms attempt to use simple techniques to distribute the processing load as evenly as possible over all the processing elements in a system.
The format of the input data to the simulation program was described. The input data is a
textual representation of a data-flow program graph. The output data from the simulation
program is a trace of the execution of the input program. Each simulated processing element periodically outputs a status report on its activities.
Finally, a retrospective examination of the strengths and weaknesses of the CE language
as a simulation language was made. Certain modifications to the CE language that would
have made development of the simulation program easier and its execution more efficient
were described.
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6.1 Introduction
The simulation program described in the previous chapter was used to simulate the execution of a number of data-flow programs. The data-flow test programs used and the
simulation results will be described in this chapter. The test programs are presented as
EUCLID program fragments and as data-flow program graphs. The data-flow graphs
were manually translated to the input format required by the simulation program. An important issue in this translation process is the sequencing of instructions within a given
context. Heuristic rules will be described that attempt to maximize processor utilization
by maximizing the intercontext parallelism.
Four data-flow programs were run on the simulated machine. The first two, called Loop
and Split, are trivial programs designed to exhibit specialized forms of parallelism. The
goal was to attempt to discover general properties of the simulated architecture with respect to specific forms of parallelism. If the programs used had been complex, it would
have been difficult to draw general conclusions about the properties of the proposed architecture. The Loop program was designed to demonstrate automatic loop unraveling.
The Split program demonstrates the performance of divide-and-conquer, binary-recursive
algorithms.
The last two programs simulated are practical programs exhibiting the kinds of parallelism demonstrated by the first two. The Integrate program performs a numerical integration of a function using the trapezoidal rule. It is an example of a program containing
a loop that can be automatically unraveled. The FFT program is an implementation of a
stream-based Fast Fourier Transform algorithm. It is an example of a divide-and-conquer
style, binary-recursive algorithm. The FFT algorithm also serves to introduce the notion
of data streams. A data stream is a special kind of data structure that is monotonically
produced and consumed. The implementation of data streams using the actors from the
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repertoire described in chapter four will be presented. This particular implementation of
data-streams can be extended to support a data type called I-structure. An I-structure is a
generalized from of data stream.
Each of the four programs was simulated with various numbers of processing elements
and with each of the three scheduling algorithms presented in the previous chapter. The
effects of varying the number of processing elements on the total execution time will be
presented. In addition, the performances of the three task-scheduling algorithms will be
compared.
Finally, the effect of the data token cache size on total execution time will be examined.
The same program was run with a number of different data token cache sizes to determine how much benefit is derived from the presence of the data token cache.
6.2 Instruction Sequencing
The problem of determining a suitable instruction sequence arises when translating dataflow program graphs to the linked-list representation used by the simulation program.
Since the data-flow graph only imposes a partial order on the execution sequence, many
instruction sequences are possible. Instruction sequencing affects total execution time in
two ways. The instruction sequence affects the time required to create a new context and
it affects the efficiency of the data token cache.
In order to decrease the total execution time, it is desirable to have as many simultaneously active contexts as possible. Therefore, the desired goal within any given context is to
execute first those instructions that lead to context generation. Of course, the partial-order constraints cannot be violated. The following heuristic algorithm for instruction
scheduling was used to schedule the instructions for the simulation program: All instructions on paths leading to fork actors are scheduled first. Then, instructions corresponding
to actors accessible by paths not containing dynamic arcs are scheduled. If any actors remain, then some subset of them must have dynamic input arcs. The dynamic input arcs
are considered as inputs to a data-flow graph and the algorithm is repeated.
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The goal of the first step of the algorithm is to generate a new context as soon as possible.
The intent is to enable parallel execution of the current context and the newly generated
one. In the second step, all remaining actors accessible by static arcs are scheduled. Dynamic arcs are avoided as they carry data tokens computed in other contexts. Since it is
difficult to determine when the dynamic arcs will have data tokens placed on them, they
are left until last. This has the effect of increasing the likelihood of parallel execution by
having each context perform as much work as possible before requiring input from other
contexts.
This algorithm does not specify what to do in the case when a given context generates a
number of different contexts. One of the contexts will be on the critical path in the sense
that if it is generated first, total execution time will be minimized. Determining the best
context sequence is equivalent to the so-called list-scheduling problem. Various heuristic
algorithms for determining near-optimum scheduling are presented in [Adam]. For the
test programs used in this thesis, list-scheduling algorithms were not used since in all cases the optimum context scheduling sequence was obvious.
The instruction sequencing algorithm described above does not completely specify the instruction sequence. Certain rearrangements of instructions are still possible. Such rearrangements will affect total execution time in that they alter the efficiency of the use of
the data token cache. The optimum sequence can be determined by constructing all possible legal permutations of the instruction sequence and evaluating the number of cache
hits for each. Instead of performing this kind of optimization, the following heuristic
rules were used: In the case of a ‘‘narrow’’ data-flow graph, that is one which has few
parallel paths, a breadth-first descent of the data-flow graph was used. In effect, alternate
instructions in the instruction sequence come from different paths. In the case of a
‘‘wide’’ data-flow graph, that is one which has many parallel paths, a depth-first descent
of the data-flow graph was used. In effect, short runs of instructions in the instruction sequence correspond to actors on a small subset of the total number of parallel paths.
These informal heuristics have not been implemented formally in software. They were
used merely to assist in the manual translation of the data-flow program graphs to the input format required by the simulation program. However, it is believed that the automa6-lxxxix
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tion of these algorithms would present not difficulties.
6.3 The Loop Program
The Loop program was designed to evaluate the automatic loop unraveling performance
of the proposed architecture. A EUCLID program fragment defining the Loop program is
given in figure 6.1. Each iteration of the loop performs a trivial calculation, namely the
assignment s:=s. This calculation is included to demonstrate the method by which values
can be passed from iteration to iteration. In addition, the procedure called delay is called
in each iteration of the loop. The delay procedure is used to control the duration of the
loop. If a long delay is made, then loop unraveling should greatly reduce total computation time. With a zero delay, the total execution time corresponds to the minimum loop
overhead plus the overhead of passing a result value from iteration to iteration.
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6.3.1 Theoretical Performance
In this section, a simple derivation of the total execution time of the Loop program as a
function of the number of processing elements is made. Let T be the time required to execute a single iteration of the Loop program. It is claimed that T ≈ T 0 + T 1 n p , where T 0
is the constant time required to execute intracontext instructions, T 1 n p is the time required to execute intercontext instructions and n p is the number of processing elements.
Intercontext data transfers require an execution time proportional to n p since they involve
remote memory access requests which circulate around the ring. Let D be the time from
the start of one execution of an iteration until the start of the next. It is claimed that
D ≈ D0 + D1 n p for similar reasons as above. That is, D0 corresponds to the computation
required in a context before it able to execute a fork to generate a new context, and D1 n p
is the time required to fork a new context. Executing a fork requires time proportional to
n p since fork requests circulate around the ring.
There are two cases to consider: The first occurs when n p D ≤ T and the second occurs
when n p D > T . These cases are shown diagrammatically in the execution timing diagram of figure 6.2.
The first case occurs when loops unravel at least as quickly as needed to achieve continuous utilization of a processor once it has started to execute an iteration. Except for an initial start-up transient, all processors are active all the time. The total time to execute k itkT
kT
1
erations of the Loop program is E t ≈
= 0 + kT 1 . Note that E t varies as
.
np
np
np
The second case occurs when loops do not unravel quickly enough. There are points during the computation when not all processing elements are active. In this case,
k
Et ≈
⋅ n p D = kD0 + kD1 n p . Note that E t varies linearly with n p . These results are
np
summarized in figure 6.3.
The formulae derived in this section are only approximations. First, the effect of the
communications load circulating around the ring has been neglected. This means that the
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approximations are optimistic — actual execution times will be greater than those derived
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here. Furthermore, it was assumed that k >> n p . This was necessary so that the transients
at the start and stop of execution could be ignored. Again, this simplification results in an
optimistic value for the expected execution time.
T
. Hence the
D
obvious result is that if the amount of computation within an iteration of the loop increasFrom figure 6.3 we see that total execution time is minimized near n p =

es, then more processing elements can be used efficiently. Similarly, if the time required
to start the next iteration decreases, more processing elements can also be used.
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6.3.2 Loop Simulation Results
The data-flow graphical form of the Loop program is shown in figure 6.4. Note the use of
a delay actor to implement the variable length of delay in each iteration context. The delay actor was introduced for convenience. It is functionally equivalent to the link actor
except it takes a prespecified amount of time to execute. The results of executing the
Loop program with various delays are shown in figure 6.5. The delay is specified as a
multiple of memory cycle time units. Note that the general shape of the curves roughly
corresponds to the simple derivation performed above. An exact correspondence cannot
be expected, since the simple derivation ignores the effects of various task scheduling algorithms, the effects of data token caching, and the detailed behaviour of the program.
However, as the delay increases, the optimum number of processing elements also increases, as predicted.
The Loop program was executed using the three different task-scheduling algorithms —
simple, cyclic, and global. Note that the results obtained for the simple and global scheduler are identical. Examination of these algorithms shows that this should indeed be the
case for an unraveling loop program. The cyclic scheduler was less efficient than the other two. This is because a processing element occasionally generates a new context in itself. This clearly is an inefficient thing to do. As the number of processing elements increases, the total execution time for the cyclic scheduler approaches that of the other
schedulers. This is because as the number of processing elements increases, the likelihood of a processing element generating a context within itself decreases.
6.4 The Split Program
The Split program was designed to evaluate the performance of a divide-and-conquer
style, binary-recursive algorithm. A EUCLID program fragment defining the Split program is given in figure 6.6. The purpose of the Split program is to generate as many execution contexts as quickly as possible. Again the delay procedure is used to control the
duration of each call to the Split program. The Split program was designed for maximum
potential parallelism. It provides a good test of the task scheduling algorithms.
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The expected performance is a strong function of the task scheduling algorithm. Since
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the Split program can generate many more parallel contexts than the number of process6-xcvii
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ing elements, the best scheduling algorithm will have all processing elements active for
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the duration of the computation. This corresponds to the first case in the analysis of the
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In this case, the total execution time was determined to be
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kT 0
+ kT 1 . Note that the execution time asymptotically approaches a non-zero connp

stant as the number of processing elements increases. This is a desirable property for a
program to have since it means that there is no penalty in terms of total execution time
with the addition of processing elements. Of course this analysis is an idealization.
Eventually as the number of processing elements increases, there comes a point when the
processing elements outnumber the concurrently executing contexts. This is equivalent to
the second case of the analysis for the Loop program. Thus execution time will increase
linearly with the number of processing elements for large numbers of processing elements.
The data-flow graphical form of the Split program is shown in figure 6.7. Note the use of
the delay actor to implement the variable length delay in each call of the Split program.
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The results of executing the Split program with various delays are shown in figure 6.8.
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The first observation concerns the relative performance of the three task-scheduling algorithms. All three algorithms produced different total execution times for the Split program. Generally, the simple scheduler was the poorest and the global scheduler was the
best of the three. The simple scheduler is expected to have the poorest performance. This
is because each processing element always generates a new context in the same processing element. Since each call of the Split program generates two calls to itself, this
scheduling scheme is inefficient. In particular, if N calls to Split are made, then at most
log2 N processing elements will be involved in the computation. If the number of processing elements is greater than log2 N then the remaining processing elements stay idle
for the duration of the computation. This means that for n p > log2 N , total execution
time will increase linearly in n p since increasing the number of processing elements increases the total delay around the ring. This behaviour was in fact observed (figure 6.8).
The cyclic task scheduler behaved considerably better than the simple scheduler. This is
expected since each processing element spreads its fork requests over a number of processing elements. In particular, this means that each call to Split generates a new context
in two distinct processing elements.
The best task scheduling algorithm was the global task scheduler. This is expected since
it responds to the execution history of the computation. Whereas the cyclic task scheduler may occasionally cause several contexts to be generated in the same processing element at the same time, the global scheduler avoids this.
Finally, it is observed that the total execution time with the cyclic scheduler behaved essentially as predicted. Total execution time varies as the reciprocal of the number of processing elements, approaching a broad minimum as the number of processing elements is
increased. Increasing the number of processing elements past the minimum results in increases in the total execution time. Note that the minimum total execution time is essentially independent of the duration of the delay in each call to Split.
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The Integrate program was chosen as a non-trivial program that can benefit from auto6-cvii
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matic loop unraveling. A EUCLID program fragment defining the Integrate program is
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given in figure 6.9. Each iteration of the loop involves some non-trivial calculation,
namely a call to the function f. Since all data flow graphs are strictly functional, several
calls to the function f can proceed in parallel. Hence, this program can benefit from loop
unraveling.

The performance of the Integrate program is expected to be similar to that of the Loop
program. The essential difference between the Loop program and the Integrate program
is that the latter generates two contexts in each iteration whereas the former generates only one. Thus, the Integrate program has a larger task load as well as an increase in the
amount of intercontext communications.
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The data-flow graphical representation of the Integrate program is shown in figure 6.10.
Note that the data-flow graph for the function f has not been included. It consists merely
of a single send actor returning the value of its input operand. Another observation that
can be made is the similarity of the loop bodies in the data-flow program graphs of
figure 3.4, figure 6.4, and figure 6.10. This suggests that a generalized data-flow iteration
graph can be used by a compiler as a template for the translation of high-level language
loops to graphical forms. Such a technique is described in [Brock].
The results of executing the Integrate program are shown in figure 6.11. As in the case of
the Loop program, the cyclic scheduler turns out to be the least efficient. This is as expected for similar reasons as for the Loop program. The behaviours of the simple scheduler and the global scheduler are essentially the same for the case of a large number of
processing elements. The global scheduling algorithm exhibits somewhat anomalous behaviour for small numbers of processing elements. This can be attributed to the fact that
the global scheduling algorithm does not consider the execution time required by a context. In the Integrate program, the loop body takes more time to execute than the function
f. Hence, the optimum task schedule would have all processors responsible for the same
number of each type of context. However, with an even number of processing elements,
the global scheduler has half the processing elements executing the loop bodies and the
other half computing the function f. For example, with six processing elements, the global task scheduler does considerably worse than the simple task scheduler. On the other
hand, if the number of processing elements is odd, the global task scheduling algorithm
distributes the tasks in the optimum way described above. For example, with five and
seven processing elements, the global task scheduler produces results comparable to the
simple scheduler.
6.6 Stream Actors
Whereas all the program presented so far use only the scalar actors described in chapter
4, in this section a specialized form of data structure, called a stream, is presented. Furthermore, it is shown that streams can be implemented using the existing scalar data-flow
actors. The stream is analogous to the UNIX pipe, which transfers data between processes [Ritchie].
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A set of generic stream actors is shown on the left of figure 6.12. The actors called ap6-cxii
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pend, first, and rest can be likened to the LISP primitives cons, car, and cdr, respectively.
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However, their use is severly restricted.
The zero-input, two-output actor called nil is used to create a stream. The data tokens
produced on its output arcs are stream pointers. Two identical pointers are produced.
One is conceptually a write-only stream (S w ), the other is a read-only stream (S r ).
The append actor writes a data token into a write-only stream. The output data token
from the append actor is a stream pointer that specifies the modified stream.
The first actor reads a data token from the read-only stream indicated on its input arc. If
the corresponding data token has not yet been written into the stream using an append actor, the context executing the first actor is suspended.
The rest actor modifies the input read-only data stream pointer so that it points to the
stream that results when the first element is removed from the input stream. The first and
rest actors must alway be used together. Strictly speaking, they should be implemented
as a single one-input, two-output actor. However, since the two outputs would be different, the first and rest actors are separated. It is an error to connect two first (rest) actors
together in series without a rest (first) actor between them.
The eos actor is used to mark the end of a stream. Strictly speaking, it is not necessary
since it can be implemented using the append actor to place a reserved end-of-stream
marker in the stream.
A similar set of stream actors is described in [Dennis 1979]. Special-purpose hardware that
is designed specifically to implement streams is presented there. The same set of stream
actors can be implemented on the architecture proposed in this thesis without modification. The trick is to associate an execution context with every stream. This context acts
as a buffer between the producing context and the consuming context. The producing
context appends items to the stream by sending them to the stream context. The consuming context obtains items from the stream by receiving them from the stream context.
The proposed implementations of the stream actors are shown alongside the generic actors in figure 6.12. The data-flow graph program executed by the stream context is shown
6-cxiv

Stream Actors

in figure 6.13.
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The nil actor is implemented as a fork actor specifying a special stream context. The returned context pointers are considered as pointers to the stream. The append actor is
equivalent to a send and a plus actor. Since a send 0 actor is used and the stream pointer is
always incremented by two, the stream pointer always indicates an even-numbered input
of the stream context data-flow graph. The first actor is implemented using a receive1 actor and the rest actor is implemented using a plus-two actor. The receive requests always
go to odd-numbered inputs of the stream-context data-flow graph. Each node in the
stream-context data-flow graph fires when it has received a data token from the producer
context and a request for that item from the consumer context. The node fires by sending
the data token to the consumer context.
The data-flow graph of figure 6.14 illustrates the use of the stream actors. In particular, it
is important to note that producer and consumer contexts can execute in parallel.
A generalization of the notion of streams is the so-called I-structure (I stands for incrementally produced and consumed) [Arvind 1980b]. An I-structure is a stream in which the
elements are not necessarily consumed in the same order that they are produced. I-structures can also be implemented on the proposed architecture by performing appropriate
manipulations of the stream-context pointers.
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6.7 The FFT Program
The FFT program was the most ambitious program run on the simulated data-flow machine. It was chosen because it is an example of a divide-and-conquer type algorithm and
because it can be written using streams. A EUCLID program fragment defining the FFT
program is given in figure 6.15. This program implements the recursive FFT algorithm
described in [Lipson]. The inputs to the program are the number of data points (n), a
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stream from which the data can be read (input), an nth primitive root of unity (w), and the
output stream to which the results are written (output). The stream module (figure 6.15)
contains the stubs for the stream actors. Note that this program fragment is syntactically
incorrect since the EUCLID keyword nil is used as a function name. The name was used
to maintain consistency with the stream actors of figure 6.12. In addition to being a binary-recursive algorithm, the FFT program contains many loops that can be potentially unraveled. Hence, the FFT program is a very good test of the proposed architecture.
The data-flow graphical representation of the FFT program is shown in figure 6.16. The
results of executing the FFT program on the simulated data-flow machine are shown in
figure 6.17. Two important observations can be made. The first concerns the general appearance of the performance curves. Their shape is not dissimilar from the curves obtained for the Split program. This essentially indicates that for programs with a non-trivial amount of parallelism, the total execution time varies as the reciprocal of the number
of processing elements and approaches a constant as the number of processing elements
increases.
The second observation concerns the task-scheduling algorithms. In this case, as in the
case of the Split program, the best algorithms are the cyclic scheduler and the global
scheduler. Furthermore, for the Loop and Integrate programs, the best algorithms are the
simple scheduler and the global scheduler. Hence, the clear winner is the global taskscheduling algorithm.
6.8 Cache Size Effects
The effect of the size of the data token cache on the total execution time of a given program was examined. The potential benefit of the data token cache depends on the program and the instruction sequencing within each context of a given program. It is expected that as the data token cache size increases, total execution time will decrease. Eventually, a minimum execution time will be reached beyond which further increases in the data token cache size degrade performance. This degradation is due to the increased overhead of performing context switches. When a processing element switches context, it
must flush its data token cache out to the main memory.
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The effects of the size of the data token cache on the total execution times of the Loop
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and Integrate programs are shown in figure 6.18. The scheduling algorithms used were
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those that produced the best total execution times for the particular test programs. The
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number of processors was set to eight, since this value resulted in near minimum total ex6-cxxiii
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ecution times for the four test programs.
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The Loop and Integrate programs behaved similarly with respect to variations in cache
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size. The programs display an approximately thirty-five percent speed up for a cache size
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of four or more. Total execution time was minimized with sixteen cache registers, in the
case of the Loop program, and with fourteen registers, in the case of the Integrate program. Note that neither of these programs has very much intracontext computation. As a
result, the number of cache registers that can be potentially utilized by any given context
is small. Little benefit is derived from increasing cache size beyond four registers.
The effects of the data token cache size on the total execution times of the Split and FFT
programs are shown in figure 6.19. The behaviour of these programs with varying cache
size is somewhat erratic. The peaks in the curves, which occur at eight register intervals,
can be attributed to the relationship between the CPU internal cycle time and the memory
bus cycle time. The memory bus cycle time was set to eight times the CPU internal cycle
time. When a processor switches contexts, it flushes out the cache to memory. To do so,
it searches the cache for valid entries. This linear search requires one internal cycle per
cache entry. Thus for certain values of cache size, the time taken to search the cache is
close to a multiple of memory bus cycle times. This leads to efficient execution. For other values of cache size, time is wasted since the time taken for the search is not close to a
multiple of memory bus cycle times. This causes the peaks in the curves of figure 6.19.
The peaks in figure 6.19 were not observed in figure 6.18. This is due to the nature of the
test programs. In the case of the iterative programs (Loop and Integrate) once a context
has begun execution, it does not expect values from other contexts. Thus it never becomes blocked and never flushes data from the cache to memory. On the other hand, in
the recursive programs (Split and FFT) many contexts expect values from other contexts.
Hence, many contexts become blocked and cause the cache to be flushed out to memory.
Finally, it is observed that the total execution time was minimized for the FFT program
with eighteen cache registers. In this case, a speed up of approximately thirty percent
was achieved using data token caching.
6.9 Summary
The results of simulating the execution of a number of data-flow test programs on the
proposed architecture were described in this chapter. The simulation programs were pre6-cxxviii
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sented as EUCLID program fragments and in data-flow graphical form. The data-flow
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graphs were manually translated to the input format required by the simulation program
according to a number of heuristic algorithms. The algorithms were designed with the
goal of maximizing the number of contexts executing in parallel.
Two trivial programs were designed to exhibit two basic forms of parallelism. The Loop
program displays the property of automatic loop unraveling. A simple theoretical analysis was performed to derive the relationship between the total execution time and the
number of processing elements. The simulation results were qualitatively in agreement
with this simple model of the behaviour of the proposed architecture.
The Split program was designed to demonstrate the behaviour of the system on a program
with a large amount of inherent parallelism. The important result observed when simulating this program was that total execution time approaches a broad minimum as the number of processing elements increases, and that further increases in the number of processing elements do not seriously degrade total execution time.
Two non-trivial programs, Integrate and FFT, were also simulated. The behaviour of
these programs was shown to be predictable from the two model programs, Loop and
Split.
Based on the results of the four programs, the global task scheduling algorithm is seen to
be the best. Despite displaying some anomalous behaviour for a small number of processing elements, the global task scheduler handled both loop unraveling and binary-recursion equally well.
The FFT program served to introduce a special type of data structure called a stream. A
generic set of stream actors was described. It was shown how these actors could be mimicked using fork, send, and receive actors. Streams are implemented as separate contexts
that communicate with both the producer and the consumer of the stream.
Finally, the effect of the data token cache size on total execution time was discussed. It
was shown that a significant execution speed-up is possible using the data token cache
mechanism. In particular, significant decreases in total execution time are achieved using
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only sixteen data token cache registers.
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7
Conclusions

7.1 Summary
The work presented in this thesis consists of three parts. First, a novel data-flow execution model was presented. This execution model supports program reentrancy, which
causes automatic unraveling of loops and allows the implementation of recursive algorithms. The basis of this execution model is the partitioning of algorithms into contexts
containing acyclic data-flow program graphs. Such graphs are dynamically spliced together during the course of execution. Another important feature of this execution model
is the method of program representation, which supports reentrancy without the used of
tagged data tokens.
In the second part of this thesis, a machine architecture designed to implement the execution model summarized above was proposed. The proposed system architecture consists
of a ring of processors. Each processor consists of a node controller, a processing element, a task manager, and memory. The internal data paths of the processing element and
the task manager were described. In particular, it was shown how the execution model is
implemented on the proposed hardware. Various algorithms for the scheduling of tasks
were described. It was shown that the optimum task-scheduling algorithm depends on
the nature of the parallelism in the particular program being executed.
In the third part of this thesis, the computer simulation of the proposed architecture was
described. The purpose of the computer simulation was to verify the correctness of the
execution model and to evaluate the performance of the proposed architecture. The approach taken was to run a number of programs on the simulated machine. Two simple
programs were used to demonstrate the performance of the proposed architecture when
executing programs containing loops and binary recursion. To illustrate how the results
from the first two programs can be generalized, two practical programs exhibiting similar
program structure to the first two were also run on the simulated machine.
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7.2 The Execution Model
The fact that it was possible to run programs on the simulated machine demonstrates that
the execution model works. Even with the simple repertoire of actors presented in this
thesis, it was possible to execute non-trivial programs. The programs demonstrated that
the technique of dynamic program splicing is viable. The fork, send and receive actors
allow the creation of contexts and the establishment of intercontext arcs at execution
time.
The simulation results also indicated that program reentrancy decreases total computation
time. This decrease results from increased parallelism due to concurrent function evaluation and to automatic loop unraveling. These observations are evidenced by the fact that
as the number of processors is increased, a given program executes in less time.
7.3 The Proposed Architecture
A number of conclusions about the proposed architecture can be drawn from the simulation results. The most obvious is that the simulation shows that the proposed architecture
is sound. That is, given that the simulation accurately models the proposed architecture,
it can be concluded that the proposed architecture correctly implements the execution
model. In particular, since the simulation program emulates the behaviour of the processing element, it can be concluded that the design of the data paths of the processing element is sound.
Three simple task-scheduling algorithms were evaluated. On the basis of the simulation
results for the programs tested, it is concluded that the best algorithm (of the three) is the
global algorithm. That is, total execution time is minimized when new contexts are generated in the processing element in which a new context was least recently created.
The simulation results also indicate that the data token caching mechanism significantly
affects total execution time. In particular, a reduction in total execution time of up to thirty percent can be achieved with as little as sixteen cache registers. In effect, such cache
registers behave as automatically allocated CPU registers.
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The simulation results also indicate that for the given programs, increasing the number of
processors beyond approximately eight is of no benefit. This is due to the ring-based processor interconnection scheme. As the number of processors is increased, the total delay
around the ring also increases, eventually leading to a deterioration in performance. Thus
it appears that to utilize larger rings, programs with considerably more parallelism or programs with considerably more computation within any given context than the test programs in this thesis must be used. Alternatively, a processor interconnection scheme in
which the communication delay is not proportional to the number of processors can be
used to improve performance for a large number of processors.
7.4 Recommendations for Further Study
A number of issues regarding the execution model presented in this thesis have not been
addressed. In particular, work is still needed in the design of programming languages
(and compilers for such languages) that are intended for the execution model presented in
this thesis. Also, the basic actor repertoire presented in this thesis is not a complete instruction set. Work needs to be done to determine what additional actors are needed to
complete the instruction set. The selection of a suitable instruction set and the design of
the programming language must be considered together.
A number of practical issues concerning the design of the proposed hardware implementation are as yet unresolved. In particular, the connection of the proposed machine to input/output devices and to mass storage devices has not been examined. Also, the effects
on system performance of using different processor interconnection networks should be
examined.
Finally, an interesting research area concerns the applicability of some of the new ideas
for data flow to conventional (Von Neumann) multiprocessors. For example, the notion
of context-based execution, with a context associated with each high-level code block,
might provide some insights on the automatic generation of code for conventional multiprocessors. In particular, it may be possible to augment conventional instruction sets by
adding control flow analogues of the fork, send and receive actors.
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